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Preface
Information we use to structure our lives is increasingly stored digitally,
rather than in biomemory. ( Just think: if your online calendar went down,
would you know where you are supposed be and at what time next week?)
Likewise, with the advent of deep neural networks like Google Deepmind,
discoveries at the frontiers of knowledge are increasingly due to machine
learning (often, applied to massive datasets, extracted from a fast-growing
datasphere) rather than to brainbound cognition.
In short, it’s hard to deny that knowledge retention and production is becoming increasingly – in various ways – digitised. This observation, however, doesn’t fit very comfortably with some of the assumptions underlying traditional mainstream epistemology, which has been developed and
refined in a way that takes for granted (even if not explicitly maintaining)
that the kind of cognition we’re most interested in evaluating plays out
between the skull and skin.
This book introduces and sets out to execute a research programme – digital epistemology – which is centred around epistemological questions distinctive of digital knowledge.
Chapter 1 motivates this research programme and identifies a shortlist of
questions on the research agenda. The remainder of the book attempts
to answer the questions from this shortlist (in some cases – by narrowing
down option space to show what good answers would have to look like.)
Chapters 2-4 are concerned principally with answering what I call the
4

‘Conversion Question’:
Conversion Question: What is needed to convert mere correct digitally stored information into digital knowledge?
Chapter 2 canvasses and critique three kinds of answers to the Conversion
Question found in recent work by Duncan Pritchard (2010), S. Orestis
Palermos (2014a; 2018), and Andy Clark (2015). In the course of doing
so, an important distinction will be drawn between what I’ll call moderate
extended knowledge and strong extended knowledge, and we’ll also see how
different answers to the Conversion Question interact in interesting ’ways
with preserventist and generativist theses in the epistemology of memory.
Chapter 3 develops a positive, virtue-theoretic account of moderate extended knowledge and shows how it compares favourably to all of the
competition critiqued in Chapter 2. Building from this account of moderate extended knowledge, I then develop an account of strong extended
knowledge, one with reference to which we can answer the Conversion
Question in a satisfactory way.
Equipped with our answer to the Conversion Question, Chapter 4 asks
two further questions about digital knowledge – one related to scepticism,
the other related to defeat.
Anti-Sceptical Question: To what extent can digital knowledge be vindicated against sceptical challenges?
Defeat Question: In what ways might digital knowledge
stand distinctively subject to defeat?
The result gained from answering the Anti-Sceptical Question and the
Defeat Question questions will be a clearer picture both of how digital
knowledge is something we can both defend as well as lose.
Chapters 5 and 6 mark a transition in the book from thinking about digital knowledge as partly offloaded to our gadgets, to entirely outsourced
to intelligent machines, viz., to machine learning algorithms (Chapter 5)
applied to Big Data (Chapter 6).
5

Chapter 5, in particular, seeks to answer what I call the Delegation/Verification Question in connection with knowledge discovery via
deep neural networks.
Delegation/verification question: What is the epistemically optimal way for us to decide which tasks to outsource
entirely to intelligent machines, and to what extent is further
outsourcing appropriate (or not) to verify the results of that
same outsourced cognition?
Two upshots of answering the Delegation/verification question are (i) a
principled view about how we can gain knowledge from machines whose
reasoning is entirely opaque to us; and (ii) a better sense of how (in a future with even more advanced deep learning) we might most effectively
delegate (or forbear from delegating) cognitive tasks to AI.
Chapter 6 concerns big data specifically. The focus question from our
shortlist is the Data Expansion Question:
Data Expansion Question: Are there any ways in which the
expansion of the datasphere threatens to make knowledge
more difficult, rather than easy, to come by? If so, are there
any promising ways to safeguard, epistemically, against such
threats?
In response to the Data Expansion Question, we explore a cluster of
epistemological challenges to do with big data in connection with the
following issues: expertise and the scientific method, reference class
problems, small patterns, decontextualisation, profiling, data harvesting,
mass surveillance, predictive and prescriptive analytics, and automated
decision-making and the right to an explanation.
Most of the material from this book has been written from scratch between 2020 and 2021, though my interest in the topic owes largely, if
not entirely, from several stimulating years at the University of Edinburgh
(2013-2016) where I worked closely with Duncan Pritchard, Andy Clark,
Jesper Kallestrup, and Orestis Palermos. Prior to 2013, I had thought the
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extended cognition thesis was outrageous. (“How can these people take
this idea seriously”, I thought!) By the time I left Edinburgh for Glasgow
in 2017, I was thoroughly convinced – not only that some of our memory
is (literally) stored in our gadgets, but also that an appreciation of this fact
opens up a treasure trove of new and interesting epistemological questions.
Whereas my close work with Duncan, Andy, Jesper, and Orestis has
largely shaped my approach to Chapters 1-4 (even though I disagree in
some ways with all of them on the details), my interest in the material
in the latter two chapters (especially chapter 6) owes importantly to
conversations I’ve had with Mark Alfano, with whom it’s been a pleasure
to collaborate on several papers on themes related to online radicalisation
and conspiratorial thinking.
I grateful to Tony Bruce at Routledge for initially suggesting the idea
for this book project. Thanks also to (in no particular order) Gloria
Andrada, Robert Clowes, Francis Jose, Ruaridh Macdonald, Orestis
Palermos, Nikolaj Pedersen, Dani Pino, Paul Smart, John Tillson,
Jonathan Webber, and to audiences in Cardiff and Lisbon for valuable
discussion and feedback.
Special thanks to my wonderful colleagues and friends at Glasgow’s COGITO Epistemology Research Centre – Chris Kelp, Mona Simion, and
Jack Lyons – for their support and friendship throughout the writing of
this book. And thanks above all to my partner Emma C. Gordon, who
has been (as always) an invaluable source of support, love, conversation,
and counterexamples.

7

Chapter 1
Digital Epistemology: A Research
Programme Motivated
1.1

Introduction

The very idea of ‘digital epistemology’ might sound perplexing. Epistemology – the philosophical theory of knowledge – is about things in the
head, right? It certainly has been so far1 , but it’s less clear that’s how things
should stay, especially given where most of our information is – and how
it’s being generated – these days.
This chapter aims to give the reader a sense of what ‘digital epistemology’
is all about, and why it is a research programme worth pursuing alongside
traditional epistemology, as a way to theorise in a principled way about
knowledge as a multiply realisable kind, one that is often but not always
stored (or in some cases, not even produced) in the head.
1 Questions under the description of ‘epistemology’ – in the tradition of mainstream
analytic epistemology – of the 20th and 21st centuries (to the point of writing, in 2021)
– have invariably concerned brainbound cognition. This is reflected in the choices of topics covered in leading epistemology anthologies and textbooks e.g., (Sosa, Fantl, and McGrath 2019; Pritchard 2013; Steup and Neta 2005; Bernecker and Dretske 2000; Dancy,
Sosa, and Steup 1992; Dancy 1985; Chisholm 1977; Littlejohn and Carter 2021).

8

Here is the plan. §1.2, ‘Where is all the knowledge?’ discusses some motivations for broadening our toolkit in epistemology in order to address
new questions raised by the largely digitised ways in which we are nowadays storing old information and also generating new information. §1.31
subjects the ‘intracranialist dogma’ in mainstream epistemology to some
critical scrutiny, by showing why it is that a traditional (brainbound) picture of cognition needn’t be assumed at all to make sense of the entailment
relationship between knowledge and belief. §1.32, ‘The Falling Pillars of
Cartesianism’, explains how ‘extruding’ epistemology from the skull and
skin is really just a natural point on a progression we’re already on, and
which has – since the mid 1970s – seen other forms of internalism (content internalism and epistemic internalism) lose the grip they once had
on our thinking about knowledge. §1.4, ‘Desiderata for a 21st Century
Epistemology: A Shortlist’ - lays out a research agenda for ‘digital epistemology’, by identifying a range of key questions that this book will set out
to answer (or at least begin to answer), unshackled by the cognitive internalist dogma that knowledge-apt cognition is materially realised always
and only by brainbound processes.
A problem that will be a central theme of the book (Chapters 2-4) is to
make sense of how bona fide propositional knowledge can be stored outside the head, in our gadgets, and how such ‘extended’ knowledge differs
from mere digital information we possess, including accurate digital information, that falls short of knowledge. However, as the ‘short list’ of
questions outlined in §1.4 indicates, the book will also tackle epistemological questions related to the cognitively outsourced generation of new
knowledge through through AI-driven deep reinforcement learning (e.g.,
Google DeepMind) and via big data and text mining.
Let’s begin, though, by thinking a bit about where our most important
information is right now. Where exactly are you keeping it?

9

1.2

Where is all the knowledge?

A lot of knowledge is in our brains of course, which can store an impressive
amount. Let’s consider how much, just to get this out of the way.
On the conservative2 assumption that a human brain has about a billion
neurons (each with 1,000 connections to other neurons), a human brain
hosts about a trillion connections between the billion neurons it has.
How powerful is this, in terms of what we are capable of remembering?
According to cognitive neuroscientist Paul Reber, it’s a lot of storage:
roughly enough to hold 300 million hours of video footage:
If each neuron could only help store a single memory, running out of space would be a problem. You might have only a
few gigabytes of storage space, similar to the space in an iPod
or a USB flash drive. Yet neurons combine so that each one
helps with many memories at a time, exponentially increasing the brain’s memory storage capacity to something closer
to around 2.5 petabytes (or a million gigabytes). For comparison, if your brain worked like a digital video recorder in
a television, 2.5 petabytes would be enough to hold three
million hours of TV shows (Hawes 2010).
With over 7.65 billion people in the world, we have a worldwide (human)
brain storage capacity of 19.1 billion petabytes3 , enough to hold the equivalent of 2.3 million billion hours of YouTube videos – which is a lot of
stored knowledge4 capacity between us.
This sounds impressive at first. But suppose we ran a search on that 19.1
petabytes. What would we find in there? Or, more to the point, what
would we not find in there?
2 For less conservative estimates, see Herculano-Houzel (2009).
3 For a sense of scale, there are 1,024 terabytes in a petabyte.
4 Not all of this is knowledge of course; some of us use our storage space to host
conspiracy theories, as well as to store a wide variety of other kinds of information, which
is more or less useful.
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Let’s start with simple information that we use to structure our lives across
time. For example: think about your plans for the next several weeks.
Where are you supposed to be, who are you supposed to meet up with
and where, what projects we have agreed to start and to finish (and by
when), when does your family needs us to help them out with an errand,
what does the task involve, etc. A lot of this information is not going to
turn up in any brain storage search.
As of 2018, nearly 70% of adults store the above kind of life-structuring information in online calendars, which are accessed most regularly via smartphones.5 A simple reason for using our smartphones this way is that, by
offloading this kind of information from brain to digital storage, it frees
up to use our on-board cognitive resources for other things.
Using, e.g., Google Calendar or Apple’s iCloud Calendar to store lifestructuring information is a paradigmatic example of what cognitive scientists refer to as cognitive offloading. Put very generally, cognitive offloading
can be defined as the ‘use of physical action to alter the information processing requirements of a task so as to reduce cognitive demand’ (Risko
and Gilbert 2016, 677). In the simple case of digital calendars, this physical action (of entering relevant info into our calendars, inviting others to
join, etc.) is becoming increasingly fluent and seamless6 – as Andy Clark
notes (2015), the more we offload certain kinds of tasks, the less we notice
that we’re doing it.7
Cognitive offloading helps us overcome capacity limitations, and also to
5 As

reported by an ECAL survey from May 2018. http://ecal.com/70-percent-ofadults-rely-on-digital-calendar/ Accessed on 16 April 2021.
6 According to studies reported by Grinschl et al. (2020), offloading via mobile
phones is more effective when there is no stylus or buttons, but through the kind of
touchscreen interfaces that are now standard.
7 Compare: we don’t stop and think ‘I will now store this information in my biomemory’. A central idea of Clark’s – one that he first developed with David Chalmers in their
(1998) paper ‘The Extended Mind’ (which we will discuss later in the book, in Chapters
Two and Three) is that our use of gadgets for cognitive offloading increasingly ‘mimics’ the transparency by which we rely (uncritically, and unreflectively) on our own biomemories. For discussion of other factors that explain our increased reliance on external
memory storage, see Clowes (2013),
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minimise computational effort, in order to do things we couldn’t otherwise do.8 By making us more efficient, cognitive offloading has helped
improve performance in cases of (along with memory9 , which is freed up)
perception10 , spatial reasoning11 , mathematics12 , and even bartending.13
Dealing with capacity and computation limitations through cognitive offloading is actually a very old strategy. The Ancient Romans resorted to
using other people for this purpose – memory slaves called graeculi14 (who
would follow their masters around, letting them borrow their brain storage); likewise, ancient Peruvians used knots (rather than people) called
quipus as external memory aids.15
Plausibly, the ubiquity of cognitive offloading nowadays to our gadgets is
best understood not as some revolutionary strategy as some popular writers have positioned it (e.g., Harari 2016), but rather as just the latest manifestation of very natural way to increase (as humans historically always
have) our cognitive performance in light of our limitations.16 A central
difference is that, our opportunities are now much greater given the power
and portability of smartphones, and the consistent improvement of interface design (especially now that touchscreens are the norm — on this see
Grinschl et al. (2020)).
For our present purposes, an appreciation of commonsense reasons we
have to offload certain cognitive tasks – along with the increased ease by
which we can do this efficiently – is important in that it reveals a certain
mismatch between theory and practice. Whereas memory has always been
8 (Risko and Gilbert 2016, 676).
9 Although most statistics about memory offloading pertain to adults, offloading has

also increased performance for children in working memory tasks. See, e.g., Berry et
al. (2019).
10 (Ha et al. 2014; Jeffri and Rambli 2021).
11 (Chu and Kita 2011).
12 (Goldin-Meadow et al. 2001; Costa et al. 2011).
13 (Beach 1993).
14 See Nestojko et al. (2013). For a discussion of Roman slaves as a proto-form of
extended cognition, see Wheeler (2018).
15 For an overview of external memory aids used in ancient Peru, see de Acosta (2002).
16 For a sustained presentation of this idea, see Clark (2003).
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important in epistemology – the epistemology of memory is a thriving subfield in its own right17 – the kind of memory that the tools of mainstream
epistemology are suited to tackle is biomemory. It is specifically biomemory with reference to the main debates about memory-based knowledge
are framed.18 Such debates attempt to explain, among other things, why
some information stored in your head is bona fide knowledge, whereas
some is not, and why.
Here, though, is where we can appreciate what is an increasing mismatch
between theory and practice. Our best epistemological theories of memory helps us sort the good (knowledge) from the bad (unknown, incorrect
info) and both from merely correct but unknown stored information when
it comes to what’s stored in biomemory. Problem is – and this is where cognitive offloading comes in – a huge chunk of information that we actually
rely on to structure our lives simply isn’t stored there anymore. This is a
problem. In order to address it (closing the gap of this theory/practice
mismatch), we need to either stop offloading (a bad idea) or expand our
theory, in such a way that we can, by expanding it, better distinguish the
good from the bad from the merely correct information stored not in our
heads but in our gadgets (where we’re likely to actually find it!).
But here is a further important point worth taking in. Even if cognitive offloading is oftentimes strategical and smart (e.g., in so far as it helps us to
overcome capacity limitations and minimise computational effort, thus
to increase cognitive performance), it is not always the optimal strategy
for us.19 In some circumstances, it is better (with respect to optimising
performance at the cognitive task) to forego offloading and use biomemory. Although we often opt for what is best between these options, but as
17 A central dividing issue in the debate concerns whether memory is best understood

as preserving or generating positive epistemic status of beliefs stored in memory. For discussion, see Bernecker (2010, 2011), Michelian (2011), Frise (2017), and Senor (2005).
18 This is particularly the case with the debate between generativism and preservantism; though proponents and opponents of the epistemic theory of memory also take
this assumption to be in the background. See Bernecker (2008) for an overview of the
metaphysics of memory and its role in these debates.
19 On this point, see especially Risko and Gilbert (2016, 383–5).
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empirical work on offloading shows, sometimes we just plain get it wrong,
often for reasons that are unclear.20 As Timothy Dunn and Evan Risko
(2016) describe the state of play, ‘One of the major theoretical tasks in understanding cognitive offloading is to determine how individuals decide
on-the-fly whether to incorporate an external strategy into an ongoing
cognitive act’. At least in some cases, the decision (explicit or implicit) to
offload a given cognitive task or not is influenced by metacognitive evaluations of our mental abilities.21 And when these metacognitive evaluations of our abilities are inaccurate, this can lead to suboptimal offloading
behavior.22
Relatedly, offloading itself – even when it is the optimal strategy – inevitably leaves us subject to various new kinds of ‘memory manipulation’
and in ways that raise epistemological problems.23 (Imagine, for example,
that a glitchy iCloud very easily could have distorted offloaded information in your digital diary, but just by luck left it intact.24 )
Putting this all together, the sheer extent of our present-day cognitive offloading habits – and the digitally framed epistemological problems posed
by such offloading (in current and future forms25 ) – suggests some kind of
expansion of the tools we use to investigate the epistemology of memory,
and of dispositional knowledge more generally (viz., our knowledge that
is non-occurrent26 , and which we retrain through epistemically hygienic
20 See, e.g., Sachdeva and Gilbert (2020).
21 See,

e.g., Dunn and Risko (2016), Gilbert et al. (2020), Risko and Dunn (2015),
and Weis and Weise (2019).
22 See Risko and Gilbert (2016).
23 See Risko et al. (2019) and Carter (2020a) for discussion of cases.
24 This kind of case – raised initially in Carter (2013, 2017) will be a focus in Chapter
Four.
25 See Carter (2021, Ch. 1) for a discussion of some future forms of cognitive enhancement that we can expect on the horizon, and which alter how it is possible to represent
the world. For some overview of current cognitive enhancement technologies and methods, see Sandberg and Bostrom (2006), Bostrom and Sandberg (2009), and Armstrong
et al. (2012).
26 Though we’ll discuss this idea more in Chapter Two, it should be clarified here that
dispositional knowledge is meant to line up with (i) dispositional belief; as opposed to
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storage). The longer we wait to expand these tools while at the same time
continuing to offload even more extensively, the wider the mismatch between theory and practice becomes.
At this point, our motivations for taking seriously the idea of ‘digital
knowledge’ – its nature and the norms governing how we manage it –
are sourced in the sheer influx of offloading, which principally concerns
how we nowadays store information. A reader who grants what’s been
said so far about storage (and the related point about mismatch, when
it comes to theory) might draw an important line between knowledge
storage, on the one hand, and knowledge generation, on the other. Maybe,
as a tempting line of thought goes, we really do need some theory to
help us to make sense of ‘digital knowledge’ stored outside the head as
something other than mere information. But, even so, it surely remains
that all knowledge is at least initially generated squarely inside the head;
our tech can (when all goes well, by way of offloading) store and preserve
knowledge, and we can of course (either digitally or through traditional
testimony) share knowledge with others, but our offloading gadgets –
viz., our cognitive scaffolding 27 – can’t itself generate it. In this respect –
the traditionalist might point out – all knowledge is brainbound. All the
world’s knowledge is generated by brains.28
Up until about five years or so ago, the above kind of line on knowledge
storage vs generation – where just the latter is taken to be necessarily
mere (ii) dispositions to believe. For the canonical discussion of this distinction, see
Audi (1994).
27 For discussion of various forms of cognitive scaffolding within the extended cognition framework, see Kiverstein (2018).
28 Perhaps no where is this idea – viz., that knowledge is a brainbound production of a
thinker – more prevalent than in contemporary virtue epistemology, on which knowledge is fundamentally understood as a kind of achievement in thinking – creditable to a
(biological) subject, who knows in virtue of exercising her abilities to get to the truth. See,
e.g.,Greco (2010), Sosa (2010), and Zagzebski (1996) for some canonical ways of thinking about knowledge in this way. Cf., however, for some more recent trends in virtue
epistemology that are more open to liberalising the idea of the knowing subject and
the material realisers of her knowledge-generating cognition, see, e.g., Pritchard (2010),
Palermos (2014a), Kelp (2013), and Carter (2018).

15

brainbased – might have seemed compelling, even somewhat progressive.
However, even this sort of narrative (liberal about knowledge storage,
conservative about knowledge generation) is quickly going out of date,
thanks to a recent revolution in artificial intelligence that has, especially
since the rise of Google DeepMind in 2017, upended what was previously
understood about how to most effectively learn from experience.29
The key to this revolution has been to exploit new breakthroughs in two
areas: reinforcement learning, which is a particular type of machine learning30 , and systems neuroscience, which studies the structure and function of neural circuits and systems.31 Generic reinforcement learning algorithms – along with quickly reaching pinnacles that have never before
achieved in chess and other games such as Go and Shogi32 – are now better than humans at detecting breast cancer33 and eye disease34 , at folding
proteins35 , developing quantum algorithms36 , and even at and producing
mathematical proofs37 . In each of these cases, intelligent machines utilising machine learning have made new intellectual breakthroughs – at the
frontiers of all of these subject areas – that, for purely human intelligence,
would have been out of reach.
To give a sense of this power – Google DeepMind’s Alpha Zero was, in
29 For

some representative work here, see, e.g., Boughton et al. (2020), De Fauw et
al. (2018), Evans et al.(2018), McKinney et al. (2020), Powles and Hodson (2017),
Sadler and Regan (2019), and Silver et al. (2017).
30 For a helpful introduction to reinforcement learning in artificial intelligence, see
Sutton and Barto (2018).
31 For a helpful discussion, see David Silver (and colleagues’) (2017) discussion of how
Google’s Alpha Zero.
32 See Silver et al. (2017); for a sustained discussion specifically of Google Deep
Mind’s success with chess, see Sadler and Regan (2019).
33 (McKinney et al. 2020).
34 (De Fauw et al. 2018).
35 (Evans et al. 2018).
36 (Broughton et al. 2020).
37 (Kaliszyk et al. 2018). Note that, as of April 2021, there has been a new breakthrough in which neural nets have succeeded in quickly solving what are regarded as the
most difficult equations in mathematics – viz., partial differential equations – which describe complex phenomena involving many independent variables. See Li et al. (2021).
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December 2018 – and after only four hours of playing itself, and with no
pre-programmed information about the value of any of the chess pieces –
able to crush the world’s leading computer chess programme, Stockfish,
in a 100-game series by using strategies that chess experts described as
‘alien.’38
The capabilities of this new form of superhuman AI raises its own distinctive epistemological challenges for the theorist. For one thing, as deep
neural networks like Google DeepMind are increasingly taking over the
knowledge discovery work at the frontiers of different subject areas, the
more we human thinkers are under pressure to not only rely on these intelligent machines to keep making further advances (beyond what they’ve
already done), but also to verify the accuracy and reliability of these results which we were (via human cognition) unable to achieve in the first
place. But what is the epistemically optimal way for us to go about doing
this – and what balance of our own cognition versus cognition outsourced
to intelligent machines is appropriate for such verification?39 This is entirely open terrain. As is the related issue of how we might harness certain
strategies (e.g., ‘strategic forgetting’) used by neural networks like Google
DeepMind in order to think smarter and learn better ourselves.
Let’s take a step back and register where we’ve now gotten to. We’ve seen
that, just as important information we use to structure our lives is increasingly digitally stored, so is it now also – across a wide range of domains of
inquiry – digitally generated. What this means for epistemologists is this:
in order to meet new epistemological challenges that these new habits
of storing and creating information, we need to find some way to move
beyond the dogma that all human knowledge storage and generation is
brainbound. The cost of holding on to this dogma seem to be an even
wider mismatch between theory and practice.
Let’s now look more squarely at the dogma itself, consider why we’ve
38 See, e.g., Wright (2017).
39 The challenge here is one of working out how to balance (i) epistemic dependence

with (ii) demands for epistemic gatekeeping (see Greco 2020a, 2020b) that we did not
face when human epistemic labour could play relevant gatekeeping functions.
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latched on to it in the first place, and whether there remains any good
reason to do so.

1.3

On an Intracranialist Dogma in Epistemology

Epistemologists aren’t usually very explicit in defending any specific thesis about the nature of cognition which would be incompatible with the
ideas motivated in the previous section – viz., that knowledge might at
least sometimes, and to some extent, be digitally stored and digitally generated. After all, it’s rare that we find epistemologists (as opposed to philosophers of mind40 ) defending specific views about the metaphysical nature
of knowledge-apt representational states. However, mainstream work in
epistemology – especially on the nature of knowledge – almost invariably41 presupposes a certain background picture of cognition that fits very
well with the idea that knowledge is necessarily stored and generated in
the head.42
In the philosophy of mind and cognitive science, this background picture
has a name – cognitive internalism – the view that, necessarily, cognition
supervenes on brainbound, biological properties of the cogniser.43 Cognitive internalism is, as Fred Adams and Kenneth Aizawa (2009) put it,
tantamount to a dictum of commonsense – viz., that the ‘mind is in the
head’.
When articulated as a view about cognitive processes (i.e., memory storage
40 For discussion, see, e.g., Cummins (1996), Lycan (2000), Ramsey (2017), and Shea

(2013).
41 For some exceptions, see, e.g., Palermos (2018), Carter (2013), Palermos and
Pritchard (2013),
42 The kind of presupposition here is pragmatic presupposition (in the sense of, e.g.,
Stalnaker 1973) – in that both sides of the disputes about the nature of knowledge act
as though it is in the common ground between them that, e.g., beliefs are in the head,
memory processes are in the head, etc.
43 For some prominent recent defenders of cognitive internalism against challenges
from embedded and extended cognition camps, see Adams and Aizawa (2008; 2010).
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and retrieval), cognitive internalism is usually read as maintaining that,
necessarily, cognitive processes (e.g., memory storage and retrieval) play
out entirely inside the head44 ; alternatively such processes are materially
realised exclusively by physical processes in the brain. When framed as
a view about states of cognition (e.g., beliefs), the view implies that your
beliefs are literally in your head, in the sense that the physical subvenient
bases of your beliefs are all and only intracranial subvenient bases.45
Here is perhaps the most straightforward picture of how cognitive internalism is so easily ‘smuggled in’ – and uncritically so – as a presupposition
in epistemology. Propositional knowledge – of central interest in epistemology – is assumed ex ante to entail belief, truth, and justification, as
per the traditional JTB analysis.46 The project of analysing knowledge –
which dominated the second half of 20th century epistemology – aimed
to work out how these three (and perhaps other) conditions relate to each
other when one has knowledge. Belief relates to the other two conditions
– at least, in a way that matters for analysing knowledge – in so far as
beliefs are propositional attitudes with a representational (i.e., mind to
world) direction of fit. That is, after all, what really matters in the analysis of knowledge, because it is exactly this kind of a thing that is capable
of being true and justified and thus, as the thought goes, capable of being
known. And furthermore, in at least paradigmatic cases of propositional
knowledge (think of simple perceptual knowledge – viz., your knowledge
that there is a hand in front of you, which you generate and then retain in
memory), it seems plain enough that brainpower is going to be both both
necessary and sufficient to (i) generate the (occurrent) propositional attitude with a representational direction of fit (i.e., that there is a hand in
front of you right now) and then to (ii) store it, as a dispositional belief,
44 See,

e.g., Carter et al. (2014), Wheeler (2018), Carter et al. (2016), Kiverstein
(2018), Palermos (2018), and Palermos and Pritchard (2013), and Pritchard (2010).
45 The thesis applies not only to beliefs, but also to, e.g., desires and emotions. Thus, a
view on which emotions supervene partly on something extracranial, including on partially extracranially driven appraisal processes (see, e.g., Carter et al. 2016; Kruger and
Szanto 2016) is incompatible with cognitive internalism.
46 For some detailed overviews of this project, see Shope (2017) and Ichikawa and
Steup (2018). For criticism, see Williamson (2002, Ch. 1)
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in memory.
Thus, the ‘map’ to unearthing the cognitive internalist presupposition in
mainstream thinking about knowledge is accordingly a pretty direct one,
with two key ‘links’ in the chain: the first that gets us from knowledge to
belief (via the ‘entailment thesis’ that knowledge entails belief ) and the
second that gets us from belief to cognitive internalism (where the latter
is the assumed picture about how the former is realised and maintained).
Let’s focus now on the first link in this chain that burrows us down to the
cognitive internalist dogma (we’ll return to the second link in the next
section). Does knowledge really entail belief ? If so, what is the best way
to interpret this claim?

1.3.1

Knowledge and belief

While the idea that knowledge entails belief is widely assumed47 , it is
rarely argued for positively (apart from being defended against objections48 ), with two notable exceptions being G. E. Moore (1962) and
Keith Lehrer (1968). Moore famously tried to show that knowledge
entails belief via a (albeit somewhat odd) linguistic test, and Lehrer
(1968) opted for a proof aimed at showing that knowledge formally
entails belief. Neither is promising.
According to Moore:
There certainly is a common use of belief in which ‘I believe’
entails ‘I don’t know for certain’. Is there another in which ‘I
know for certain’ entails ‘I believe’? One reason why it seems
so is because ‘I thought I knew’ entails ‘I believed’ (1962,
115).
47 In

particular, we find this assumption in the decades of critical response to Gettier
(1963). See, e.g., Shope (2017).
48 Defences of the knowledge-belief entailment against objections have largely focused on responses in the late 1960s and 1970s to Radford’s (1966) ‘unconfident examinee’ case, which we discuss later in this section.
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It does seem plausible that speaker who says ‘I thought I knew’ that p is
committed in some way to accepting that they believed that p. But let’s
simply grant for the sake of argument that patterns like the one Moore
mentions constitute linguistic evidence that knowledge entails belief
(either occurrent or dispositional). Even on this charitable assumption,
there is, as Carolyn Black (1971) has observed, equally compelling
linguistic data that would seem to support the very opposite conclusion.
Take for example, this case: ‘I say that my books are in my office. You
ask ’Do you believe that your books are in your office?’ I say ‘No. I know
that my books are in my office’ (Black 1971, 155–6, my italics). The
felicitousness of this kind of exchange is a problem for arguments that
attempt to establish that knowledge entails belief (of any sort) simply on
the basis of our patterns of using the words ‘knows’ and ‘believes’.
So what about Lehrer’s (1968) proof ? Here is the proof, which he takes
to be sufficient to establish to a doubter that knowledge entails belief.
1. If S does not believe that P, then S does not believe that he knows
that P;
2. If S does not believe that he knows that P, then, even though S
correctly says that P and knows that he has said that P, S does not
know that he correctly says that P.;
3. If, even though S correctly says that P and knows that he has said
that P, S does not know that he correctly says that P, then S does
not know that P;
4. (Therefore) If S does not believe that P, then S does not know that
P. (1968, 498)
There are problems with both premises (1) and (3). The problem with (1)
is that it is either false or at best questionbegging, given what Lehrer was
attempting to do here. Just consider that the kind of opponent Lehrer is
out to convince might very well think that “S knows that p” is compatible with the antecedent of (1). But then, (1) comes out false if S doesn’t
believe that p because S knows that p, given that, on that supposition, it’s
possible that S will believe that S knows that p. But even if this problem with (1) could be dealt with, there are independent problems with
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(3): just suppose your friend tells you they don’t know all the lines of a
certain poem by William Blake, but then (after telling you this) they proceed to recite the poem perfectly; this seems like a plausible case where
– even though they don’t know that they have correctly recited it – they
nonetheless know the lines.49 They had them mastered better than they
had thought. This assessment of the case, however, is incompatible with
(3).
Interestingly, we don’t find many other attempts50 to positively establish
the widely held assumption that knowledge entails belief (and, as it turns
out, Lehrer himself abandoned his own proof later51 , opting instead for a
view on which knowledge entails not belief but acceptance.)
Instead, what much of the literature on the knowledge-belief ‘entailment
thesis’ concerns is whether outlying attempts to challenge the assumption
are sound. The most widely discussed case on this score – also one that
involves a kind of ‘knowledge-with-lack-of-confidence’ structure – is due
to Colin Radford (1966):
UNCONFIDENT EXAMINEE: Kate is taking a history
test. She had studied carefully and has been doing well on all
the questions so far. She has now reached the final question,
which reads “What year did Queen Elizabeth die?” As Kate
reads this question she feels relief, since she had expected
this question and memorized the answer. But before Kate
can pause to recall the date, the teacher interrupts and announces that there is only one minute left. Now Kate panics. Her grip tightens around her pen. Her mind goes blank,
and nothing comes to her. She feels that she can only guess.
So, feeling shaken and dejected, she writes “1603”—which
is of course exactly the right answer.
49 For a similar case, see Black (1971, 157).
50 While Armstrong’s (1969) paper ‘Does Knowledge Entail Belief ’ is ostensibly a de-

fence of the claim, it is less an attempt to establish the thesis than it is to defend it against
cases like those from Radford (1966).
51 See Lehrer ([1990] 2018).
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As David Rose and Jonathan Schaffer (2013) put it, ‘The case of Unconfident examinee represents the leading challenge to the orthodox
idea that knowledge entails belief ’ (2013, S20). Apart from this classic
case from the mid 1960s – and the extensive critical response to it (on
both sides), which fizzled out in the 1980s – the most notable recent
lines of argument against the idea that knowledge entails belief, all in
the past 10 years, are due to Blake Myers-Schulz and Eric Schwitzgebel
(2013), Katalin Farkas (2015), and Susanna Schellenberg (2017a).
Myers-Schulz and Schwitzgebel present experimental evidence52 that the
intuition in UNCONFIDENT EXAMINEEE that Kate has knowledge
without belief (that Queen Elizabeth died in 1603) is robust, and on
this basis, purport to give a ‘second wind’ to the old counterexample
to the orthodox presumption that knowledge entails belief.53 Farkas,
on the other hand, use cases of extended cognition (e.g., cases where one
offloads one’s memory tasks to a notebook or an iPhone) as plausible
cases where one has knowledge without belief, albeit, knowledge stored
externally. Finally, Schellenberg’s tack is to cast doubt on whether the
entailment thesis holds specifically in cases of perceptual knowledge,
where (arguably) one knows simply via seeing that something is so, and
regardless of whether one forms a belief.
Just as we’ve seen that Moore and Lehrer didn’t plausibly demonstrate that
knowledge entails belief (either occurred or dispositional), there is also a
good case to be made that none of the above attempts aimed at establishing that knowledge doesn’t entail belief succeeds, at least in so far as none
of these strategies plausibly demonstrates that knowledge does not entail
dispositional belief. This point turns out to be relevant to the wider transition from ‘knowledge to belief, and then from belief to cogntive internalism’, given that occurrent belief rather than dispositional belief is more
prima facie plausibly wed to a cognitive internalist picture of the mind.
52 For some additional experimental evidence that is meant to vindicate the idea that

UNCONFIDENT EXAMINEE counts against the entailment thesis, see Murray et
al. (2013).
53 As they note: “A majority of respondents ascribed knowledge […] ]while only a
minority ascribed belief ” (Myers-Schulz and Schwitzgebel 2013).
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Regarding the UNCONFIDENT EXAMINEE case: The pressure
against the entailment thesis is really the strongest when we contrast (i)
the observation that Kate’s lack of confidence in the proposition that the
Queen died in 1603 doesn’t seem to preclude her from knowing it, and
indeed, manifesting that knowledge unconfidently, with (ii) the thought
that Kate must believe and thus consciously endorse the content that the
Queen died in 1603 at some time if she is to know it at that time. The
force of UNCONFIDENT EXAMINEE against the entailment thesis
lies in the fact that it leads us to embrace (i), and then on that basis reject
(ii).
But importantly, a rejection of (ii) is compatible with the thesis that
knowledge entails belief, so long as ‘belief ’ is understood in a dispositional sense, where dispositional beliefs are merely available to mind for
endorsement 54 even when the content of a dispositional belief is not
consciously endorsed.55 Rose and Schaffer (2013) support this rationale
on the basis of two considerations. First, Kate’s memory trace56 (viz.,
that Queen Elizabeth died in 1603) is not destroyed. Second, her guess
is no accident.57 On the second point, they write:
Indeed it seems as if her memory trace must still be not
just present but actually operating in the background to
guide her actions, even if she is unable in the moment to
appreciate the fact. Putting these two reasons together—to
54 For some explicit discussions of dispositional belief, its relationship with occurrent

belief, see Armstrong (1973), Lycan (1986), and Audi (1994). For an overview, see
Schwitzgebel (2019, sec. 2.1).
55 Though, perhaps – as Murray et al. (2013) – maintain, one must have assented to
the proposition at some point in the past. We’ll take this issue up when discussing dispositional belief and the extended cognition thesis in Chapter Two.
56 Memory traces (sometimes referred to as ‘engrams’ in psychology) are taken to be
the means by which we store memories in the brain. For a recent overview of work on
memory traces, see de Brigand (2014). For philosophical discussion of memory traces
in the epistemology of memory, see Bernecker (2010).
57 The idea that one might know via reliable guessing, even when one lacks confidence,
is given an explicit defence in Ernest Sosa’s (2015) virtue epistemology. In particular, see
Sosa’s case of the eye examination (in his 2015, Ch. 3).
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the extent that it is useful to operate with the picture of a
“belief box” in which various propositions are stored—we
find it natural to think of Kate as having the proposition
that Queen Elizabeth died in 1603 lodged in her belief
box throughout. She stored it there during her studies
and is still unconsciously guided by it when she “guesses.”
Indeed we find it natural to imagine that—perhaps later
that very day—Kate will recover from her panic and recall
the information readily enough. She has the information
stored in mind. She is merely temporarily blocked from
accessing it normally (2013, S24–5).
It looks, then, as though we should deny that Kate has a dispositional belief only if we are prepared to say that her temporary block is permanent
rather than temporary. But even if it were permanent, note that the kind
of block she has just prevents her from accessing the information stored
in mind normally. It doesn’t prevent her from accessing it at all for the
reason that this information stored in memory continues to guide her actions. Of course, were it to somehow be blocked off from even doing that,
then we might then deny her the dispositional belief, on account that it
is unaccessably stored in memory. However, on that kind of a scenario,
there would then be no pressure to attribute to her knowledge. If she
guessed correctly, it would be by sheer luck.
The above considerations cast Myers-Schulz and Schwitzgebel’s (2013)
experimental results in a different light. From the fact that folk are more
likely to attribute knowledge than belief in UNCONFIDENT EXAMINEE we have no good reason to reject the entailment thesis – at least
not without a clearer sense of which sense of the polysemous ‘belief ’ the
participants took themselves to be withholding while at the same time attributing knowledge. Interestingly, as more recent experimental studies
indicate.58 , when the same experiments are run while eliciting the dispo58 These are the results reported by Rose and Schaffer (2013), who replicated the
Myers-Schulz and Schwitzgebel experiments while more explicitly eliciting the dispositional reading of ‘belief ’.
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sitional reading of belief more so than it was elicited in the original experiments, people’s intuitions no longer disproportionately attribute knowledge rather than belief.
The take-away lesson from the UNCONFIDENT EXAMINEE case
seems to be this: the case (i) purports to show that it’s not the case
that knowledge entails belief; (ii) it plausibly does demonstrate that
knowledge doesn’t entail occurrent belief; but (iii) it doesn’t succeed
in showing that knowledge doesn’t entail dispositional belief – on the
contrary, we would plausibly be less likely to attribute knowledge in the
case were dispositional belief not present.
Although Farkas’s argument against the knowledge-belief entailment thesis is ostensibly very different from the line of argument that proceeds
from the THE UNCONFIDENT EXAMINEE case, an appreciation of
Farkas’s wider argument shows that it ultimately slots into the very same
kind of (i, ii, iii) structure.
Her argument takes as its basis a case of cognitive offloading from memory to notebook. The case – involving the characters ‘Otto’ and ‘Inga’
– was originally used by Andy Clark and David Chalmers (1998) as an
argument against cognitive internalism, and in favour of the idea that
cognition can extend beyond the boundaries of the skull and skin. The
Otto and Inga case – and the thesis of ‘extended cognition’ more generally – will be discussed in detail in Chapter 2 (and introduced in more
detail in §1.32). For our purposes now, though, let’s just focus squarely
on how Farkas thinks the case supports a rejection of the orthodox idea
that knowledge entails belief.
The key first step for Farkas is to take a queue from Edward Craig’s (1991)
thinking about the purpose of the concept of knowledge, an understanding of which Craig thinks would help to illuminate what falls in its extension.59 According to Craig: “[k]nowledge is not a given phenomenon,
59 This ‘Craigian’ idea that the nature of knowledge is something we can fruitfully
illuminate by first inquiring into what the concept of knowledge is for – viz., what the
fucntion of the concept of knowledge is – has enioyed some more recent support under
the heading of ‘function-first’ epistemology. See, e.g., McKenna (2013) and Hannon
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but something that we delineate by operating with a concept which we
create in answer to certain needs, or in pursuit of certain ideals’ (1991, 2)
On Craig’s view, we ‘create’ the concept of knowledge in order to meet
the need we have to flag reliable informants. And so, the on the Craigian
view, the function of the concept of knowledge is to flag reliable informants, and relatedly, an appreciation of this function as the function it
is should guide our thinking about what falls within the extension of the
concept of ‘knowledge’.
Now, with these Craigian ideas assumed, Farkas encourages us to think
about the case of Otto and Inga:
OTTO AND INGA: Inga would like to go to the Museum
of Modern Art (MoMA); she recalls that the MoMA is on
53rd street, and she sets off accordingly. Otto suffers from
severe memory loss and therefore he keeps all important information recorded in a notebook which he carries with him
all the time. When he decides to go to MoMA, he looks up
the whereabouts of the museum, finds it’s on 53rd street, and
then he sets off. Many people agree that Inga had had the
belief that the Museum of Modern Art was on 53rd street
even before the issue came up in connection to her current
visit. But Clark and Chalmers claim that if Inga has the belief, so does Otto, even before he looked up the information in his notebook. Otto has reliable, constant and easy
access to the contents of his notebook, and he endorses the
contents of his notebook automatically. This, according to
Clark and Chalmers, is enough to qualify him as having the
belief (2015, 190).
Farkas’s own idiosyncratic take on this case fits neither with traditional
thinking (on which Otto’s neither believes nor knows that MoMA is on
53nd street in virtue of storing this information as he does in his notebook
but not in his head); but nor does Farkas’s assessment line up with the
point Clark and Chalmers originally used the case to make, which is that –
(2018). Cf., Gerken (2015).
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as they see it – Otto’s memory (and thus, his dispositional beliefs stored in
memory) lies partly in the notebook, external to his brain. Farkas thinks
– and we needn’t get in to the details just yet, but we’ll return to them –
that we should agree with the traditionalist that the cognitive differences
between Otto and Inga are substantial enough that, when it comes to attributing ‘belief ’, we should do so dianalogously to Inga but not to Otto.
On the other hand, however, she thinks we should part ways with the traditionalist – and simply be guided by Craig – when it comes to whether
to attribute knowledge to Otto. Recall again the Craigian idea that the
point of the concept of knowledge is to track reliable informants, and just
consider in this light how we use ‘knowledge’ to track such informants in
cases of, e.g., seeking phone numbers. As Farkas writes, in ‘some everyday
contexts, it is very natural to attribute knowledge to subjects who are in
Otto-type situations. You ask me if I know NN’s phone number, and I
say “sure”, reaching for my smartphone’ (Farkas 2015, 190).
Putting this all together, Farkas thinks we have compelling reason to think
Otto knows but doesn’t believe that MoMA is on 53rd street, and a fortiori, that the knowledge-belief entailment thesis is false. Now, I’ve suggested at the outset that I think Farkas’s argument ends up slotting into
the (i,ii,iii) structure that characterised the purported argument against
the entailment thesis from UNCONFIDENT EXAMINEE. I now want
to explain why.
First, consider that one tempting spot to challenge Farkas’s reasoning is
her claim that Otto and Inga are different enough that we should not attribute dispositional belief across the cases symmetrically. Why not? Why
aren’t Clark and Chalmers right about this, as opposed to the traditionalist? Fortunately, there is a way press back against Farkas without fully
opening that can of worms (we’ll circle back to it), which is to suggest that
by her own lights we ought to attribute Otto a dispositional belief. The
reasoning here is that attributing such a dispositional belief is the most
promising way for Farkas to vindicate her claim that Otto has (extended)
knowledge. Farkas’s rationale for attributing Otto extended knowledge,
after all, is meant to be guided by the Craigian idea that we should use
‘knowledge’ to track reliable informants. The presumption here (which
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we should grant) is that Otto is such a reliable informant; ask him where
MoMA is, he can reliably tell you (via a process that involves consulting
his notebook rather than biomemory). Now, what is it that grounds Otto’s
reliability about where MoMA is? It’s hardly a brute fact that he’s reliable
– on the contrary, he’s a reliable informant because he reliably stores the information (just like Inga does); his information is correct, easily available
for endorsement, etc. Indeed, it thus looks quite a bit like the thesis that
Otto knows where MoMA is (in virtue of what’s in his notebook) would
be explained (even granting the Craigian story) by his having something
that looks an awful lot like a dispositional belief.
Now, a traditionalist has at this juncture might try to dig their heels in
as a matter of principle: ’Cognitive internalism is true and so, necessarily, all cognition plays out in the head; therefore, Otto simply can’t have
a dispositional belief externally stored.” But – crucially – it looks like this
kind of a principled reason is already out the window for Farkas, who explicitly allows knowledge outside the head. Farkas’s line that Otto’s case
features knowledge without belief accordingly occupies a curious area of
dialectical space: her claim that Otto has knowledge (that MoMA is on
53rd street) itself seems best explained by his having a dispositional belief,
in virtue of how he stores the information he does, not in biomemory, but
in the notebook. Farkas of course, denies that he has a dispositional belief (by appealing to cognitive internalist thinking); but that denial would
itself be principled denial only if Farkas were to also deny that he has extended knowledge (which she of course does not deny).
Putting this all together, then, it looks as though – as with UNCONFIDENT EXAMINEEE – the case of Otto and Inga (at least, as Farkas is
using it) exhibits (i,ii,iii) structure; it is a case that Farkas (i) purports to
use to show that it’s not the case that knowledge entails belief; (ii) the case
plausibly does demonstrate that knowledge doesn’t entail occurrent belief
(given that Otto clearly lacks such a belief, no less than the unconfident
examinee does); but (iii) it doesn’t succeed in showing that knowledge
doesn’t entail dispositional belief, and if anything, only serves to positively
reinforce this idea.
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Let’s round out our discussion of the knowledge-belief entailment thesis
with a brief look at Susanna Schellenberg’s domain-specific dismissal of
the idea that knowledge entails belief. The line she advances is ‘domain
specific’ because it is meant to apply exclusively to perception, and thus
to perceptual knowledge. According to Schellenberg’s view of perceptual
knowledge, capacitivism, a subject (S) has perceptual knowledge that p by
seeing that p, which requires that S employ ‘a capacity to single out what
she purports to single out’ (2017b, 318) and S’s mental state (whereby
S sees that p) must have ‘the content it has in virtue of S having successfully employed her capacity to single out what she purports to single out’
(2017b, 318).
As the reader will have noticed, ‘belief ’ does not feature in the above story.
This, Schellenberg thinks, is just as it should be. She writes:
Orthodoxy has it that one cannot know that p without believing that p. Capacitivism is neutral on whether there is
any such belief condition on knowledge. This is attractive,
since arguably, we know that p simply in virtue of seeing that
p. By contrast, we do not believe that p simply in virtue of
seeing that p. After all, I can see that p without forming any
beliefs (2017b, 318).
Of course, even if Schellenberg is right, she will have been right about
a story of perceptual knowledge acquisition. What about perceptual
knowledge retention? Suppose you see that p at t 1 . At t 2 , you are no
longer thinking about p. But, if someone asks you at t 2 what p looked
like, you remember and can tell them. But this would turn out to be
mysterious if at t 2 you didn’t retain this information about p in a way
that was then later available to mind for endorsement.60 But that’s just
the mark of a dispositional belief. To the extent that Schellenberg’s
capacitivism is a correct story of perceptual knowledge acquisition, this
story looks to be compatible with the version of the entailment thesis
that has seemed most plausible so far – viz., that knowledge requires at
60 I’m using the simplified idea of ‘available to mind for endorsement’ from Rose and

Schaffer (2013, secs. 1.3, S22).
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least dispositional belief.
Recall now that the ‘map’ to unearthing the cognitive internalist dogma
in mainstream thinking about knowledge had two key ‘links’ in the chain,
one from knowledge to belief (Link 1), the other from belief to cognitive
internalism:
This section – critically examining Link 1 – reveals that the most charitable way to unpack Link 1 is as:
• Link 1dispositional : propositional knowledge → (entails) dispositional belief
rather than
• (!) Link 1occurrent : propositional knowledge → (entails) occurrent
belief
However, from Link 1dispositional , we most plausibly get to cognitive internalism only by way of
• (!) Link 2dispositional : dispositional belief → (is best explained by)
a cognitive internalist picture of the mind
rather than:
• Link 2occurrent : occurrent belief → (is best explained by) a cognitive internalist picture of the mind
But this is where the overarching story – from mainstream thinking
about knowledge to the cognitive internalist assumption that tacitly
underlies it – begins to show some real cracks. Just consider that, whereas
Link 2occurrent is prima facie very plausible (if not obvious to many), Link
2dispositional really isn’t.
The reason Link 2occurrent seems platitudinous is that occurrent belief is
usually taken to involve consciously entertaining (and subsequently endorsing) a proposition; and a biological brain is plausibly (though this point
is of course debatable) necessary and sufficient for this kind of conscious
activity; accordingly, it is prima facie plausible that cognition of the sort
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that is realised exclusively as the cognitive internalist countenances is what
furnishes us with whatever occurrent beliefs we have. Crucially, however,
a biological brain is – though obviously sufficient – not necessary for realising the kind of thing that hosting a dispositional belief is generally taken
to involve, which is the storing of information that is available to us for
conscious endorsement. If anything, the ubiquity of cognitive offloading
(§1.2) suggests that even though biological brains suffice for storing information available for conscious endorsement, they’re obviously not necessary because we use them for this very purpose increasingly less – especially
when it comes to practical information of the sort we rely on to structure
our lives. It is, then, at best prima facie plausible that cognition of the sort
that is realised exclusively as the cognitive internalist countenances furnishes us with only some of our dispositional beliefs. But this means, then,
that the phenomenon of dispositional beliefs is best explained by a picture
of the mind that allows for storage of information available for conscious
endorsement to sometimes be handled intracranially, sometimes (and increasingly often) not.
At this juncture, the proponent of cognitive internalism might simply
double down as follows: ”even if the sense in which knowledge entails
belief is best understood as Link 1dispositional rather than Link 1occurrent ,
and indeed even if it looks as though we can make sense of many of the
dispositional beliefs we have without assuming anything like cognitive internalism, it remains that cognitive internalism stands up as an independently and overwhelmingly plausible ‘pillar’ in the philosophy of mind; it
establishes the bounds of cognition in a way that aligns with centuries of
philosophical thinking, and we are better placed simply accepting the implications of cognitive internalism wherever they lead us, even where they
don’t align so well with our other commitments (at least, when these other
commitments lack the kind of ‘bedrock’ status that cognitive internalism
enjoys). And so, despite initial appearances to the contrary, we should not
accept but resist the temptation to think that the process of storing information available for endorsement in notebook or iPhone (rather than in
biomemory) is a genuine cognitive process, and thus, we should resist attributing ‘beliefs’ and ‘knowledge” on the basis of such storage.
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Does the proponent of cognitive internalism here have a point? This really depends on whether cognitive internalism is (or deserves to be) the
kind of ‘pillar’ in our theorising that the above reasoning suggests. As it
turns out, pillars fall, and lately, old ‘internalist pillars’ in particular have
been falling right and left.

1.3.2

The Falling Pillars of Cartesianism

Until relatively recently, the study of knowledge was – following a tradition inherited from Descartes61 – a thoroughly ‘internalist’ enterprise in
three key ways.
First, it used to be taken for granted that the content of our thoughts is
determined entirely by the inner workings of the mind – viz., content internalism.62 On this way of thinking, your intentional attitudes (e.g., your
beliefs and other attitudes that are about things) are about the things that
they are about (rather than about other things) in virtue of your psychological states and nothing else. Any two people in the same psychological
states, then, must be thinking about the very same thing. For those (like
Descartes) who are aligned with this kind of thinking, it’s easy to see how
‘rigorous philosophical inquiry must proceed via an inside-to-out strategy’; and of course, as was apparent in the Meditations, from this kind of
methodological starting point, the challenge of (non-circularly63 ) defeating the sceptic becomes especially difficult.64
61 The

typical reference point here is the Meditations, however, Descartes’ internalist
picture of the mind and the way it represents the world is not limited to his epistemology;
it is also central to his wider philosophy of mind. See, e.g., Cottingham (2002).
62 For some representative discussions of cognitive internalism, see Loar et al. (1988),
Kriegel (2013), and Fodor (1987).
63 As Descartes suggested, even from a content internalist starting point, one can ‘transition’ from knowledge of one’s mind to knowledge of the world if one is entitled to the
claim that there is a non-deceiving God. However, a famous objection to Descartes is
that it is not clear how one can get to this conclusion non-circularly. For discussion, see,
e.g., Markie (1992).
64 Arguably, as some epistemic externalists (e.g., Sosa 1997b) have pointed out, analogous problems arise for indirect realist strategies in the epistemology of perception (e.g.,
Moore’s) which purport to vindicate external world perceptual knowledge as based on
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Even so, content internalism is not itself an epistemological thesis (even
if it has some epistemological ramifications); it’s a thesis about how the
content of our thoughts and words are individuated. An importantly different kind of internalism – also inherited from Descartes and widely assumed until around the 1970s65 – is epistemic internalism.66 Epistemic
internalism is not a thesis about what our thoughts and words refer to,
but about what kinds of things justify our beliefs in a way that matters for
knowledge. It is in principle compatible with either content internalism
or content externalism.67 What the epistemic internalist maintains is that
epistemic justification is solely determined by factors that are internal68 to
a person.69 Such factors include, e.g., what mental states one is in, what is
accessible to one via reflection alone, etc. A simple reason why this kind of
view (a centrepiece of Descartes’ epistemology, but with origins as early
as the Theatetus) has plausibly enjoyed the support it has is that we tend
to think of the kind of justification that matters for knowledge as being
associated with reasons and evidence, and the matter of what reasons and
evidence one has seems – on the face of things – to be determined by facinference from information just about the qualitative character of our experiences.
65 It’s important not to run together the longstanding endorsement of an internalist
picture of epistemic justification with the related, but separate, issue of whether this picture of epistemic justification has a longstanding place in a justified-true-belief analysis
of propositional knowledge. As Dutant (2015) has called received thinking about the
place of the JTB analysis in the history of epistemology since Descartes into doubt, this
doubt doesn’t apply to the largely internalist way in which epistemologists have (until the
rise of externalism in the 1960s and 70s) thought and talked about knowledge-relevant
justification.
66 For a sample of epistemic internalist positions in epistemology, see Alston (1988),
Chisholm (1973), Conee and Feldman (2004), and Huemer (2006).
67 Though, for some critical discussion on this point, see Chase (2001), Pritchard and
Kallestrup (2004), and Carter et al. (2014).
68 The ‘internal’ in internalism is usually taken to be something like ‘internal to one’s
psychology’ or to one’s ‘mental states’. And those are things that are almost invariably
understood as brainbound. That said, it is at least in principle possible to envision a
more raeical kind of epistemic internalism, paired with a more inclusive conception of
what one’s psychology and mental life can consist of. For a discussion of this more radical
kind of spin on epistemic internalism, see Carter and Palermos (2015).
69 See, e.g., Poston (2014) and Madison (2017).
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tors internal to one (e.g., what your mental states are).70
Rounding out the three internalist ‘pillars’ of Cartesian epistemology is
our old friend cognitive internalism on which what is claimed to be ‘internal’ to a thinker is not the content of their thoughts (content internalism)
or what matters for justifying their beliefs (epistemic internalism), but
rather the material realisers of her cognising, including whatever thoughts
and beliefs she has, justified or not.
The suggestion – canvassed in the previous section on behalf of the traditionalist – that cognitive internalism is some kind of unalterable ‘pillar’
that mustn’t be dislodged is really not very compelling in the context of
appreciating that – of these three internalist ‘pillars of Cartesianism’ – the
first two have already fallen, and both within just the past 50 years.
Content externalists in the 1970s71 and 1980s72 have shown how our environments play a crucial role in individuating meaning and mental content, and to such an extent that content internalists are nearly extinct in
2021. As Juhani Yli-Vakkuri and John Hawthorne (2018) put it – in a recent monograph purporting to be the final nail in the coffin of this kind
of internalist thinking – ‘entanglement of our minds with the external
world runs so deep that no internal component of mentality can easily be
cordoned off ’. With the exception of Hawthorne and Yli-Vakkuri’s purported final takedown, content externalism is now so popular it is rarely
taken to need any additional argument. Essentially, philosophical thinking has ‘flipped’ almost completely since the mid 1970s, and on a position
fundamental to our grip on the very nature of thought.
What about epistemic internalism, then? It has slowly but steadily (since
the 1960s) been heading the way of content internalism. According to results from a PhilPapers Survey published by David Chalmers and David
Bourget in (2014), only about a quarter of 931 philosophers surveyed
(246 / 931 (26.4%)) self-identify as epistemic internalists. This is so even
70 A good example of this kind of assimilation of ‘reasons’ and ‘evidence’ talk with
epistemic internalism is found in Chisholm (1977).
71 (Putnam 1975).
72 (Burge 1986).
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though internalism captured the default position in epistemological theory from Plato, to both rationalists (Decartes) and empiricists (Locke and
Hume)73 all the way up to Gettier (1963). While debates between epistemic internalists and externalists remain contentious, one thing that is
clear is that epistemic internalism is no longer the default view but rather
the exception.74
So is cognitive internalism the only ‘Cartesian pillar’ that should be
thought of as ‘safe’ from the externalist wave – and as such, permanently
fixed? The short answer is ‘no’ for the reason that this final internalist
pillar has at least partially (arguably: mostly) fallen already, as the past 20
years of the philosophy of cognitive science suggests. It’s just that – put
simply – this news hasn’t quite spread to mainstream epistemology.
The cracks in cognitive internalism started quite small.75 Forget iPhones
and the like for a moment, and just think about your hands, and how
you move them around, gesturing as you talk. This kind of gesturing, not
only facilitates communication, but it also helps language processing (McNeill 1992). Likewise, consider the baseball outfielder (McBeath, Shaffer, and Kaiser 1995) trying to catch a fly ball, by running in a direction
that makes the ball appear to follow a straight line. In doing this, the outfielder is solving a complex problem not just by perception, but by a kind
of ‘perception-action coupling’ – viz., by using perceptual information to
73 For clear presentation of Hume’s internalist foundationalism, see, e.g., Sosa (1980b).

For Locke (e.g., Essay IV, xvii, 24) epistemic internalism was a feature of his wider assimilation of epistemic justification with doing one’s epistemic duty.
74 Key to epistemic internalism’s downfall is arguably the sheer strength of the thesis
itself – viz., its contention that everything that matters for justification must be internal
to one’s psychology, or available to one by reflection alone. As externalist epistemologists such as Alvin Goldman (1979) have emphasised, such views can’t countenance the
insight that the reliability of a belief forming process is among those things that seem
to matter. But, the externalist is not similarly restricted; the externalist can consistently
allow that some of what matters for epistemic justification is determined by factors internal to one’s psychology, though not everything.
75 Outside of analytic philosophy, the idea that cognition might be embodied was already gaining some traction in 19th century continental phenomenology of perception.
For an overview of the history of embodied cognition, see Gallagher (2014).
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guide movement and then using movement to hold the perceptual information constant.
The above are just some representative example cases – others (many of
which have appeared just since the 1990s76 ) involve visual consciousness77 , concepts78 , memory79 , moral cognition80 , etc. – which have been
taken to favour the view that cognition is best understood as not only
taking place in the brain, but more widely, as embodied. Wilson and
Foglia (2017) articulate the core of the ‘embodied cognition’ thesis as
follows:
Many features of cognition are embodied in that they are
deeply dependent upon characteristics of the physical body
of an agent, such that the agent’s beyond-the-brain body
plays a significant causal role, or a physically constitutive
role, in that agent’s cognitive processing.
What the evidence for embodied cognition suggests is that cognition is
not merely (as traditionalists would have it) ‘sandwiched between, while
segregated from’ perception and action. The dependence of the former
on the latter simply too deep to separate in the clean way the traditionalist/internalist would want.81
Getting down to brass tax: if any part of an agent’s non-brain body has ever
played a physically constitutive role in cognitive processing, then strictly
speaking, cognitive internalism is false.82 And as more evidence has come
in that validates this very idea, embodied cognition has increasingly taken
76 For an overview, see Gibbs (2005a) and Wilson and Foglia (2017, sec.

5).

77 See, e.g., Noë (2005) and Hurley (1998).
78 (Lakoff 2012).
79 (Sutton 2006).
80 (Haidt, Koller, and Dias 1993).
81 This ‘insepararbility’ idea is sharpened further by those friends of embodied cogni-

tion who go a step further to think of the body and mind as a kind of dynamical system
(e.g, Chemero 2011; Beer 1995; Palermos 2016; S. Orestis Palermos 2014b).
82 See Gibbs (2005b). Some cognitive scientists have called into question whether the
empirical evidence supports what proponents of embodied cognition take it to support.
For a response to some of these rejoinders, see Miracchi (2021).
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over as the ‘default’ position in cognitive science. As Fred Adams (2010)
– a dyed-in-the-wool traditionalist – concedes: “The view that cognition
is embodied […] is rapidly gaining prominence in the world of cognitive
science, and is aiming for dominance (2010, 619). According to Lawrence
Shapiro (2014), embodied cognition is”now one of the foremost areas of
study and research in philosophy of mind, philosophy of psychology and
cognitive science.”
It is hard to see how cognitive internalism should deserve any kind
of sacrosanct status when the tide in cognitive science is now generally against it. But if that’s right, then isn’t it just a clear mistake for
epistemologists to cling tacitly to cognitive internalism?
Maybe – in a sense – not. Consider this line of argument: “Let’s assume
cognition is embodied – granted! Even so, this is a far cry from suggesting that you can have beliefs in your phone. Your phone is not part of your
brain or your biological body!” This kind of rejoinder suggests that perhaps the best candidate for a plausibly sacrosanct thesis in the neighbourhood of cognitive internalism isn’t strict cognitive internalism after all,
but rather the more permissive cognitive bio-internalism – the thesis that
cognition is essentially biologically realised.
However, even if we shift the goal posts of sanctity from cognitive internalism to cognitive biointernalism, we still fail to capture anything properly
sacrosanct. Two straightforward challenges on this score come from cognitive neuroscience over the past 5 years alone: (i) the 2015 creation of
the first artificial neuron (Simon et al. 2015), and (ii) the first successful
case (in 2019) of creating artificial memories from scratch and implanting
them in mice, where the artificial memories guided behaviour indistinguishably from non-implanted memories (Vetere et al. 2019). Note that
in neither of these cases is cognition realised entirely as the biointernalist
would have it.
A larger elephant in the room, however, comes from the philosophy of
cognitive science, where researchers are increasingly open and explicit in
their denial of even cognitive biointernalism. It is here where it will be useful to circle back to the case of Otto and Inga, originally due to Clark and
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Chalmers (1998). Both the cognitive internalist and the more permissive
cognitive biointernalist are going to diagnose Inga and Otto asymmetrically when it comes to whether they count (respectively) as remembering
– prior to accessing this information from storage – that the Museum of
Modern Art is on 53rd street. In Inga’s case, we attribute to her a paradigmatic dispositional belief, in virtue of storing this (previously endorsed)
information in biomemory. In Otto’s case, we – according to the cognitive internalist and biointernalist – deny this dispositional belief attribution, simply because the information is not stored in biomemory; it’s
stored somewhere else.
But how important should this be, really? Proponents of extended cognition83 think that giving this kind of theoretical weight to the material
constitution and location of our memory storage is outdated and unprincipled – and as David Chalmers84 puts it a form of – bioprejudice. A more
egalitarian approach to the bounds of cognition would have us focus –
when deciding whether to include something as part of a cognitive process – less on what it’s made of and where it is, and instead on what it does.
If something is doing the same thing as something that’s part of a cognitive
process, then why not - in the spirit of parity of treatment - rule it in?
This is the central (then-)radical idea from Clark and Chalmers’ (1998)
“The Extended Mind”, which is summed up (1998, 8) in their ‘parity principle’:
Parity Principle: [I]f, as we confront some task, a part of
the world functions as a process which, were it to go on in
the head, we would have no hesitation in accepting as part
of the cognitive process, then that part of the world is part
of the cognitive process (1998, 8).
For those willing to reason in accordance with this principle, it will fol83 (See,

e.g., Clark and Chalmers 1998; Clark 2010, 2003, 2008, 2015; Carter, Gordon, and Palermos 2016; Menary 2006, 2010a; Carter and Palermos 2015; Palermos 2016; S. Orestis Palermos 2014b; Palermos and Pritchard 2013; Rowlands 2010;
Hutchins 1995).
84 See, e.g., Chalmers’ forward to Clark’s (2008).
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low that cognition is not merely embodied, but also that it can in some
circumstances be extended - viz., in the sense that not just extracranial
but extraorganismic things in one’s environment (e.g., notebooks, smartphones, tactile vision substitution systems85 , eyeborgs86 , etc.) can (in certain circumstances) partially constitute that agent’s cognitive system. On
this way of thinking, we not only can, but should – viz., with reference to
the Parity Principle – treat Inga and Otto symmetrically in terms of memory.87 Not only Inga, but also Otto, remembers – prior to accessing this
information from storage – that the Museum of Modern Art is on 53rd
street. Additionally, in Inga’s case, we attribute a dispositional belief (that
the Museum of Modern art is on 53rd street), in virtue of her storing this
information in biomemory. And by parity of reasoning, in Otto’s case,
we attribute an (extended) dispositional belief with this same content, in
virtue of Otto’s storing the same information in (extended) memory.
Of course, for the champion of extended cognition, not everything that
one causally interacts with while engaging with a cognitive task is going
to get ‘ruled in’ as part of one’s ‘extended’ cognition. Far from it. One
of the key research problems in the contemporary literature on extended
cognition is how exactly to distinguish cases like Otto, where the parity
principle is plausibly satisfied, from cases where we should think it is not
– e.g., as when one consults a phone book, or just happens to use a device
for a one-off task.88 We will be looking more closely at these issues in the
next chapter, and thinking about how a plausible answer might help us
to envision what extended knowledge generating cognitive abilities might
85 (Bach-y-Rita and Kercel 2003).

See also Palermos (2014b) for discussion.
Pearlman (2015) for an overview of the case of Neil Harbisson’s eyeborg technology, and Carter and Palermos (2016) for discussion of its significance in the wider
extended cognition debate.
87 For some recent representative work that discusses different ways to embrace kind of
‘extended cognition’ diagnosis of the Otto/Inga case, see, e.g., Clark (2012), Kiverstein
(2018), (ed.), Carter and Kallestrup (2016), and Menary (2010b).
88 As Allen-Hermanson (2013, 793) puts it: ‘If a notebook counts as part of one’s
mind, then why not the yellow pages, the internet, or even parts of the natural world
that supply information and support cognition?” For related worries, see Rupert (2004).
For a replies to this ‘cognitive-bloat’ problem, see Carter and Kallestrup (2020), Clark
(2010), and Palermos (2014b).
86 See
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look like (Chapters 2 and 3).
But for now, it will be helpful to zoom back out and take a bird’s eye
view at where we’ve gotten to by this point in the chapter: (§1.3.1) The
widespread tacit commitment of epistemologists – for the purposes of doing epistemology – to an internalist picture of the mind isn’t justified;
and (§1.2) there are, however, risks to remaining so committed – viz., the
risk of a widening mismatch between epistemological theory and practice.
Even so the epistemologist (like anyone else) should accept an internalist
picture of the mind, and whatever is implied by it, if the status of this particular picture of the mind is sacrosanct, or deserves to be treated as a kind
of theoretical pillar – one such that we should alter what comes into conflict with it, rather than to alter the pillar itself. However (§1.3.2) we’ve
now seen in this section that this is hardly the case – and on the contrary
– that the tide in recent cognitive science is moving against not only cognitive internalism (e.g., embodied cognition) but even against cognitive
biointernalism (e.g., extended cognition).
The combined results to this point offer a presumptive case for thinking
that when we – as epistemologists – face new questions posed by the influx of digital storage and generation of information, there is really no
need to think we must answer them in a way that first assumes the kind
of intracranialism about the mind that is incompatible with (literal) digital knowledge. Instead, a more promising approach may be to leave such
assumptions behind, and – following trends in cognitive science – take seriously the the idea that not all of the subject matter of epistemology is
intracranial. That is, it is worth working out – with the same seriousness
with which we approach traditional epistemology’s questions – how to decide when information stored outside the head (e.g., in our smartphones,
apps, digital calendars, etc.) rises to the level of digital knowledge, and
when it falls short, and the vast cluster of questions, under the banner of
‘digital epistemology’, in this neighbourhood.
A thoroughly 21st century epistemology should prioritise at least some
of these questions, just as – for example – 20th century epistemology prioritised its own questions. But which questions of ‘digital epistemology’
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are the important ones? The next section will canvass a proposed shortlist – viz., questions that we should want answers to (i) from the perspective
where we care about getting things right, representing the world accurately
rather than inaccurately, etc.; and (ii) given that the means by which we
represent the world are increasingly digitally offloaded and outsourced.

1.4

Desiderata for a 21st Century Epistemology: A Shortlist

In addition to traditional questions mainstream epistemologists are already focusing on – questions that have tacitly been taken in epistemology
to apply in the main to brainbound cognition – we should (for broadly
the same kinds of reasons) also want to know the answers to a selection
of pressing new and digitally-oriented epistemology questions, questions
that become more pressing the more we continue our trends of offloading
and outsourcing.
Here is, in no particular order, a shortlist:
Conversion question
What is needed to ‘convert’ mere correct digitally stored information into digital knowledge? To the extent that we prize knowledge over mere true opinion89 (cf., Plato’s Meno), we should – by parity of reasoning – value whatever makes the (structurally analogous) difference in the digital case. An
understanding of just what this is will help us better articulate the ‘gold
standard’ in digital epistemology, and to distinguish it from the rest of the
accurate, reliable information we navigate on a regular basis.
Ability question
Can countenancing digital knowledge be reconciled with the idea that knowledge arises from ‘ability’ and if so, how? A platitude about knowledge is
89 See, e.g., Carter et al. (2018), Kvanvig (2003), and Pritchard (2009b).
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that it arises from ability90 – this presumably applies, mutatis mutandis,
in the traditional case as well as in the digital case. Getting a grip on how
digital knowledge arises from abilities will help us to better understand,
by extension, how to gain more digital knowledge.
Environmental luck question
What does knowledge-undermining environmental epistemic luck look
when transposed to the digital case? A familiar idea in traditional
epistemology is that ‘being in an epistemically bad environment’ is
enough to make a justified belief unsafe and so unknown.91 While
this idea is well-understood in the case of physical environments (e.g.,
an environment with holograms or facades around) it’s less clear what
constitutes a bad ‘virtual environment’. Understanding this better – e.g.,
the digital analogoues of ‘fake barns’, etc. – will help us know when
digital knowledge is undermined by luck.92
Anti-Sceptical question
To what extent can digital knowledge be vindicated against sceptical challenges? Standard sceptical arguments threaten to imperil (brain-bound)
propositional knowledge, typically by exploiting the idea that the obtaining of certain ‘deception’ scenarios would be indistinguishable from the
ordinary situation we find ourselves in.93 Whether familiar anti-sceptical
strategies (appealed to in the case of brain-bound cognition) are effective
equally well in the case of sceptical threats to digital knowledge remains
to be seen.
90 For some notable expressions of this idea, see, e.g., Greco (2009), Pritchard (2012),

Sosa (2010), Turri (2011), Miracchi (2015), Kelp (2018), and Carter (2016).
91 For a canonical expression of this idea, see Pritchard’s (2005a), and in particular,
the distinction between environmental and intervening knowledge-undermining (i.e.,
veritic) epistemic luck.
92 For an early discussion of this kind of issue, see Carter (2013) – and, more recently
– (2017).
93 Such arguments typically appeal to epistemic closure or underdetermination principles. For discussion, see Pritchard (2016a).
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Defeat question
In what ways might digital knowledge stand distinctively subject to defeat?
Defeaters in traditional (brainbound) epistemology are mostly wellunderstood.94 However, an epistemology open to digital knowledge
immediately invites a revision to the standard picture – particular
concerning how to model mental state or psychological defeaters. These
defeaters defeat in virtue of being possessed and counting against (viz.,
by rebutting or undercutting) the justification one has for believing
the target proposition. Because the possession conditions for digital
knowledge are more expansive than in brainbound epistemology, so
likewise will be the potential sources of defeat. Getting a grip on how
the mechanisms of defeat work in the digital case will allow us to better
understand how we can avoid losing the digital knowledge we have.
Delegation/verification question
What is the epistemically optimal way for us to decide which tasks to outsource
entirely to intelligent machines, and to what extent is further outsourcing
appropriate (or not) to verify the results of that same outsourced cognition?
For better or worse, we nowadays can’t compete with, e.g., Google DeepMind when it comes to certain kinds of problem solving and discovery
in science and mathematics (see §1.2); in light of this, we are increasing
under pressure to rely on machines to make (at least certain kinds of ) discoveries at these frontiers; we face new puzzles, however, when machines
exceed human capacities not only at the level of discovery but also at the
level of verification. Understanding the limits of appropriate epistemic
dependence on intelligent machines will be valuable for better managing
our ‘hybrid’ inquiries – viz., inquiries pursued by humans but ‘executed’
by machines.
94 See,

e.g., Brown and Simion (2021), Pollock and Cruz (1999), Bergmann (1997),
and Piazza (forthcoming).

44

Big data and epistemic rights question
How is the EU ‘Right to an Explanation’ supposed to be respected in cases
where we are the subject of a purely algorithmic decision-making process? According to the 2018 General Data Protection Regulations (GDPR), EU
citizens have a right to an explanation (Art. 22, 13-15, Recital 71) about
how purely automated decisions are made when such decisions directly
affect our welfare.95 The problem, in short, is that there is a fundamental mismatch between (i) the kind of mathematical models and decision
trees used to generate the knowledge about us on which automated decisions are made (including decisions about the kinds of personalised information that is send to our apps and phones); and (ii) human styles of
reasoning and interpretation. Given this mismatch, simply (e.g.) giving
someone access to the underlying code explaining the automated decision
will not thereby satisfy (a plausible interpretation) of a right to such an
explanation. Understanding what is sufficient is a digitally-sourced epistemological problem with wider societal payoffs.
The reader will see that the Conversion Question, the Ability Question, the
Environmental Luck Question, the Anti-Sceptical Question, and the Defeat
Question all concern digital knowledge by way of digital information storage. These are, in effect, questions posed by cognitive outsourcing. The
Delegation/Verification Question and the Big Data and Epistemic Rights
Question concern digital knowledge by way of digital knowledge generation. These are questions posed by cognitive (complete) outsourcing,
rather than by cognitive offloading.
The remainder of the book will address all of these questions. In some
cases, the answers developed will be detailed and defended, in other cases,
only provisional answers will be sketched, and roadblocks to providing
fuller answers will be noted.
The ‘shortlist’ of questions I’ve given priority to here – of course – is
hardly exhaustive of what a digitally-minded epistemologist will be
95 See

here Goodman and Flaxman (2017); cf., however, Wachter et al. (2017) for
criticism.
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curious about. Each of them, though, gets at something that, as I’ve
indicated above, I take to be epistemically important. As these questions
are relatively new, the reader is very welcome – and encouraged – to
consider how my own answers in the chapters that follow might come up
short, and to try to do better.

1.5

Concluding remarks

This opening chapter has aimed to introduce the reader to – as well as to
motivate – digital epistemology as a research programme alongside traditional epistemology, and to sketch an agenda that sets the scene for the
questions we’ll be investigating in the rest of the book. The motivation
for the project came in two parts – one positive, the other negative. The
positive motivation (§1.2) involved a brief tour of some of the increasingly
digitised ways we nowadays store and generate information, and in a way
that is not very well suited to theorising about through the lens of traditional brainbound epistemology. The ‘negative’ motivation was to cast
doubt upon a certain traditional way of thinking about epistemology’s relationship to cognition which, if held in its clutches, would leave the idea
of digitally stored or digitally generated knowledge looking radical or incoherent.
What we’ve seen (§1.3) is that epistemologists have no good reason to
cling to ideas about cognition that are increasingly outdated in cognitive
science, and this is especially so given that a natural motivation for relying
on this picture – viz., that it is needed to make sense of knowledge-apt belief – is incorrect. The upshot of this negative motivation is that the epistemologist needn’t face the questions posed by digital information storage
and generation in a way that is artificially constrained, when it comes to
our truth-directed (epistemic) evaluations of this storage and generation.
By asking whether digital information can be knowledge, we can feel free
to ask this literally, and to ask what else is entailed by it.
The reader already primed to think about knowledge-apt cognition unshackled from a tacit commitment to cognitive internalism might not
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have needed all the convincing I’ve attempted to do here. Some dyed-inthe wool traditional epistemologists might have needed more. Even so,
I hope to have at least laid out a case for thinking that there’s some (radically) different work for 21st century epistemologists to grapple with, and
for those not persuaded that we should take the idea of digital knowledge
literally (as I am suggesting we do), then the remaining chapters should
hopefully still be of interest – as they show how new problems stemming
from cognitive offloading and outsourcing might be addressed, and in doing so will invite improvement.
Chapters 2-4 will address the ‘offloading questions’ – viz., the Conversion Question, the Ability Question, the Environmental Luck Question, the
Anti-Sceptical Question, and the Defeat Question, and 5-6 will focus on
the ‘outsourcing questions’ viz., the Delegation/verification question and
the Big data and epistemic rights question.
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Chapter 2
From Digital Information to
Digital Knowledge
2.1

Introduction

If the hypothesis of extended cognition (HEC) is correct, then we should
take literally the idea that genuine memory processes can criss-cross the
boundaries of your brain, your body and the world, incorporating gadgets
(outside your body) you are using for information storage and retrieval.
HEC proponents disagree among themselves about the conditions that
have to be met for a given external artifact to be ‘ruled in’ as part of a cognitive process (we’ll come back to this). But even so, proponents of HEC
generally hold that extended memory cases are not particularly rare.
Moreover – as will be relevant in this chapter – champions of HEC are
often quick to point out an interesting implication (at least, in conjunction with very weak premises) that this view has about the metaphysics of
our dispositional mental states, such as beliefs. In slogan form: ‘extended
memory implies extended (dispositional) beliefs’. The reasoning at play
here combines the HEC proponent’s claim that memory storage can be
(under certain circumstances) extracranial, with the standard ‘template’
view of what a dispositional belief requires, which includes the satisfac48

tion of a previous endorsement condition, a memory storage condition,
and an availability condition – viz., S dispositionally believes that p at t if
(i) at t, S has previously endorsed p, (ii) p is stored in memory at t; and (iii)
p is suitably available for S’s endorsement at t on reflection (of whether p).
For example, you dispositionally believe that Canada is in North America
if you have previously endorsed this content (e.g., by consciously affirming this at some point in the past), you retain what you’ve previously endorsed in memory, and you’ve stored this in memory in such a way that
it is now1 available to you for endorsement on reflection (e.g., when you
consider what continent Canada belongs to). If you then do go on and
endorse it (e.g., via conscious affirmation), then your belief is now also
occurrent and not merely dispositional.
If one already accepts the HEC-friendly idea that you can store information in extracranial memory (say, your iPhone storage) – then it looks like
the ‘memory storage’ condition – condition (ii) – on dispositional belief
will easily be satisfied in cases where you have (by the lights of HEC) information stored in your phone that counts as your external memory (as
opposed to as mere external information). And that means that – at least
from the perspective of the proponent of HEC – whenever information
stored in external memory also satisfies the previous endorsement condition (i) and the availability condition (ii) on dispositional belief, that
stored information then rises to the level of a full-blown dispositional belief. Thus the slogan ‘extended memory implies extended (dispositional)
beliefs’. where ‘extended’ in this case simply means extracranially stored.
Let’s assume for the sake of argument, then, that if HEC is true, then
some of your dispositional beliefs are stored in your biomemory (in the
traditional way, viz., as memory traces, or engrams), and other of your
dispositional beliefs will be stored in your smartphone (as digital information rather than as memory traces or engrams). Question: Might it be that
only those dispositional beliefs stored as biological engrams rise (when all
1 On this point, see the discussion in Chapter One, concerning the importance for
dispositional belief that the relevant memory trace not be destroyed (on this point see
Rose and Schaffer (2013) or for that matter too difficult to recall.
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else goes well) to the level of knowledge, whereas those dispositional beliefs
stored as digital information remain categorically unknown dispositional
beliefs, despite whatever good epistemic credentials they might have?
This might seem absurd, however, the situation here is complicated, and
we must proceed carefully. As Duncan Pritchard puts it:
we can’t simply infer from the fact that there are cases of
extended cognition that there are cases of extended knowledge. Such cognition, after all, may be epistemically inert, in
that it lacks the features that would ensure that it amounts
to knowledge.
Mainstream epistemology and common sense tell us that intracranial cognition is not epistemically inert! Put simply, our brains have ‘everything it
takes’ to convert mere accurate information into knowledge – and we do
this kind of conversion all the time. (What that conversion involves, exactly, is what traditional epistemology debates.)
But think for a moment about a piece of previously endorsed information (say, that you have a doctor’s appointment at noon on Wednesday)
you’re keeping in your iPhone rather than storing in biomemory. Even if
we know perfectly well that your brain could convert that bit of information into knowledge if you stored it there, what has to happen when the
information is stored externally?
This core question – the Conversion Question – will guide the rest of the
discussion in this chapter.
Conversion Question: What is needed to convert mere correct digitally stored information into digital knowledge?
Here is the plan for what follows. §§2.2-4 will canvass and critique three
kinds of answers to the Conversion Question, due to Duncan Pritchard
(2010), S. Orestis Palermos (2014a; 2018), and Andy Clark (2015). In
the course of doing so, we will draw important distinction between what
we’ll call moderate extended knowledge and strong extended knowledge, and
we’ll also see how different answers to the Conversion Question interact
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in interesting ’ways with preserventist and generativist theses in the epistemology of memory.
In sum, although we’ll see that (in different ways) Pritchard, Palermos and
Clark offer potentially promising accounts of moderate extended knowledge, what is needed to satisfactorily address the Conversion Question
is a viable account of strong extended knowledge. Here, we’ll see, each
of the three proposals considered faces some challenges; these challenges
will then set the scene for Chapter 3, where I consider a kind of proposal
that can do better.

2.2

Three accounts: Pritchard, Palermos, and
Clark

2.2.1

Pritchard, COGAWEAK and endorsement

Duncan Pritchard (2010) is the first epistemologist to take two (differently shaped) puzzle pieces (i) mainstream thinking about propositional
knowledge in the analytic tradition; and (ii) the extended cognition thesis – that latter of which had then been discussed almost entirely in the
philosophy of mind and cognitive science – and try to fit them together.
His paper, “Cognitive Ability and the Extended Cognition Thesis” was
the earliest of an influx of papers on the topic that appeared shortly afterwards.2
Pritchard’s ambition in this initial paper was to resolve what might look to
some epistemologists like an intractable tension between what knowledge
necessarily requires of a person – in terms of her cognitive agency – and
what a would-be knower is actually doing when ‘outsourcing’ her cognition in the manner that the proponent of HEC countenances. To appreci2 (Adams 2012; Aizawa 2012; Carter 2013; Clark, Pritchard, and Vaesen 2012;
Hetherington 2012; Menary 2012; Clark 2015; Carter, Clark, et al. 2018b, 2018a;
Jarvis 2015; Kelp 2014, 2013; Ludwig 2015; Page 2017; Palermos and Pritchard
2013; Wheeler 2018; Vaesen 2011, 2014, 2013; Pritchard 2016b, 2018a; Carter and
Kallestrup 2020; Carter, Kallestrup, et al. 2014; Carter and Czarnecki 2016).
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ate this prima facie tension, consider first that there is, within mainstream
epistemology, widely taken to be a tight connection between a thinker’s
knowing something and her exhibiting some (non-negligible) kind of cognitive agency – an idea typically captured by the idea that knowing must
be the product of cognitive ability.3
Ability condition on knowledge: “[K]nowledge requires
cognitive ability, in the sense that when one knows, one’s
cognitive success should be the product of one’s cognitive
ability.”
As this thought goes, if your getting it right whether p is due to luck (say,
through a guess), or for that matter something other than your own brainbound thinking (say, a computer unbeknownst to you zaps information
directly into your head, compelling you to believe p), then you might very
well end up with a true belief, but that true belief is not knowledge4 , and
it’s not knowledge because we can’t credit your getting it right to your
3 See

Pritchard (2012) for a canonical statement of this view under the description
of the ‘ability intuition’ on knowledge. For a related and stronger version of this thesis,
see, e.g., Greco (2010) and Sosa (2010).
4 For a more detailed defence of this idea, consider Pritchard’s take on a case he calls
BIV: “Consider, for example, an agent who is, unbeknownst to her, a brain in a vat
(BIV) who is being ‘fed’ beliefs about her environment by supercomputers. Such an
agent might nonetheless form true beliefs about her environment. Moreover, those true
beliefs so formed may well be modally stable in the relevant ways across a range of possible worlds such that they are both safe (i.e., they could not easily have been false) and
sensitive (i.e., were the proposition believed to be false, then the agent would no longer
have believed it). … Even so, no-one in contemporary epistemology supposes that these
true beliefs can amount to knowledge, and the most natural explanation of why is that
the fact that these beliefs are true in no way reflects the cognitive abilities of the agent.
After all, despite the best cognitive efforts of the agent, the reason why her beliefs are
true has nothing at all to do with these cognitive efforts, and reflects instead merely the
work of the supercomputers” (Pritchard 2010, 134–5). For an independent argument
for this result – e.g., that a subject in the position Pritchard is describing lacks knowledge
– see Carter (2021) who makes this argument on the basis of the idea that knowledge requires that one’s beliefs be autonomous (viz., that they lack a certain kind of compulsion
history), and that subject in ‘compelled belief cases’, like the one Pritchard is describing
here, would fail this condition.
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abilities.5
But if that’s right, then how exactly can we make sense of what’s going on
with Otto, when he says “The Museum of Modern Art is on 53rd street”,
when his brain didn’t do any memory storage work here – after all, the lion’s
share of the work was outsourced to his phone – allowing his biomemory
to tag along and do nothing. Can we make sense of Otto’s having memory knowledge in a way that respects the ability condition here? This is
tantamount to the question of whether one can have knowledge that is
the result of an extended cognitive process – in the case of Otto, this is
extended memory.
For reference, let’s call knowledge that is the result of an extended cognitive process (by the lights of HEC) moderate extended knowledge.
Moderate extended knowledge: S’s knowledge that p
is moderately extended iff it is the result of an extended
cognitive process (by the lights of HEC).
We can now recast more sharply the kind of prima facie tension Pritchard
is aiming to highlight between mainstream epistemology and the extended cognition thesis – which is that if HEC is true, then presumably
we will have at least some moderately extended knowledge. However,
it is not –at least without further clarification – clear how moderately
extended knowledge is even possible in light of the ability condition on
knowledge. Put another way, can a belief be at the same time a result
of an extended cognitive process (i.e., that incporporates part of the
extraagential world) and be such that its correctness is significantly due
to the agent’s own abilities?
Pritchard’s theoretical novelty is to suggest how this is possible. And his
key is liberalising how we think of what the satisfying a plausible ability
condition on knowledge demands of knowers and what it doesn’t. Perhaps satisfying the ability condition on knowledge would really be incompatible with moderate extended knowledge if the ability condition on
5 Though,

for criticism of this ‘credit’ thesis, specifically in the case of testimonial
knowledge, see Lackey (2007b).
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knowledge were embraced alongside a commitment to epistemic individualism.6
Epistemic individualism: Positive epistemic statuses supervene on internal, physical or mental, properties of individuals.
Unlike cognitive internalism which is a thesis about the boundaries of cognitive processes, epistemic individualism is an epistemological thesis, viz.,
a thesis about what kind of thing can ‘convert a true belief into knowledge.’7 Proponents of cognitive internalism will be trivially committed
to epistemic individualism; proponents of HEC are not. If the ability
condition on knowledge is something we can accept only if we also accept epistemic individualism, then there really is no room for moderate
extended knowledge, and this is because the ability condition (in conjunction with epistemic individualism) would entail that the exercise of any
knowledge supporting ability will be an entirely intracranial (and thus not
an extended) process. However – and this is where Pritchard’s key move
comes in – if we think about what the ability condition would require
of a candidate knower without already assuming epistemic individualism,
we are then free to try to conceive of how we might credit true beliefs to
abilities even when they are produced by extended cognitive process.
Central to Pritchard’s proposal for how this would work is that – whatever
the ‘external’ part of the cognitive process is (e.g., a notebook or iPhone,
etc.), it needs to be appropriately integrated in a person’s cognitive character such that her cognitive success is to a ‘significant degree’ creditable to
6 For

some criticism of this thesis on independent grounds, see Kallestrup and
Pritchard (2012) and Pritchard (2015).
7 This view is of course compatible with epistemic internalism (which is closely related to it), however – crucially – epistemic individualism is also compatible with epistemic externalism. Take, for example, the standard process reliabilist about epistemic justification, who maintains that knowledge is reliably produced true belief. Reliabilist theories of justification (and knowledge) are at odds with epistemic internalism but not with
epistemic individualism. After all, so long as the reliable processes themselves supervene
on brain-bound processes, they can convert a true belief into knowledge by the lights of
epistemic individualism.
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her cognitive agency.
COGAWEAK : If S knows that p, then S’s true belief that p
is the product of a reliable belief-forming process which is
appropriately integrated within S’s cognitive character such
that her cognitive success is to a significant degree creditable
to her cognitive agency (2010, 136–7).
Notice, for starters, that COGAWEAK does not entail epistemic individualism. What matters for knowledge, according to COGAWEAK is not
whether your belief is the product of a process that plays out entirely inside your head, but rather whether it is the product of a process that passes
a kind of ‘integration condition’ – it needs to be integrated well enough
that when you get it right (through that process), your getting it right is
credible to your agency.
Of course, Pritchard’s appeal to COGAWEAK still leaves us with a crucial
question “But what has to happen for you to be appropriately subject to
such a credit attribution in an extended cognition case?” It will be worth
getting clear about the details of Pritchard’s reasoning at this point (as the
reasoning here will serve as a reference point when we look at other views.)
In order to do this, let’s briefly consider a case that obviously fails
COGAWEAK – the case of ‘Temp’, who is assisted by a benevolent
demon:
TEMP: ‘Temp’, who regularly forms his beliefs about the
temperature in the room by consulting a thermometer on
the wall. Unbeknownst to Temp, however, he is looking at
a faulty thermometer which is randomly fluctuating within
a given range. Nonetheless, his beliefs so formed are reliable
because (again unbeknownst to him) there is someone hidden in the room next to the thermostat who every time she
sees Temp head towards the thermometer adjusts the thermostat so that the temperature of the room corresponds to
the reading on the thermometer. Accordingly, Temp’s way
of forming his beliefs is highly reliable. Clearly, however,
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Temp does not know the temperature of the room, and the
reason for this is that his reliability does not reflect his cognitive ability at all, but merely the helpful assistance of the
hidden helper (Pritchard 2010, 135).
Clearly, Temp, despite being unfailingly reliable in his temperature beliefs,
fails COGAWEAK – after all when he gets it right, he deserves effectively
no credit (if anything, we credit the helper, to whom Temp is oblivious,
which is the actual source of the reliability of Temp’s beliefs); Temp’s own
cognition contributed basically nothing here to his getting it right, which
is why we aren’t inclined to give him any significant degree of credit.
But let’s now add a twist to the tale. Suppose that Temp were to come
to learn about the benevolent helper (the source of the reliablity in this
case). Suppose that, over time, he came to realise that with the benevolent helper Temp knew very reliable process, even if a somewhat unusual.
As Pritchard suggests, the credit intuition now shifts once Temp appreciates this reliability, and we’d plausibly then over time have no problem
suggesting that Temp’s cognitive successes would be to a significant degree
creditable to his cognitive agency (which now includes his appreciation
of the process’s reliability) and thus that Temp can come to know what
the thermometer tells him. Question: would his getting it right then entirely or primarily creditable to his cognitive agency? No. However, notice that this is not what COGAWEAK requires – just some more minimal
notion of ‘to a significant degree creditable’ – which seems like one plausibly meets, as Pritchard’s thought goes, in cases in which one comes to
appreciate the reliability of an extended process one is relying on.
Or course, the key parallel here is that, for Pritchard, what goes for Temp
will also go for Otto in standard cases of extended cognition. If Otto (like
Temp in the original version of the case) lacks any conception whatsoever
of the reliability of the extended process (that includes his oursourcing to
the iPhone, notebook, or whatever) then even if this process counts as an
extended cognitive process by the lights of HEC, Otto nonetheless fails
to acquire moderate extended knowledge by relying on it and accepting
the deliverances of the process. However, by the same token, if Otto does
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come to have such an appreciation, then (as with the case of ‘enlightened’
Temp just described) then there is no longer a barrier to attributing him
moderate extended knowledge by the lights of COGAWEAK .
The above summarises the key line of thinking in Pritchard’s paper
– which offers us a way to render an ability condition on knowledge
compatible with the kind of moderate extended knowledge that a
proponent of HEC would want to countenance.
What the observant reader will have noticed, though, is that a vindication
of moderate extended knowledge (although it does imply the falsity of
the epistemic individualist thesis) offers us (at least, absent further development beyond what Pritchard has defended) only a rather limited kind
of answer to the Conversion Question of interest in this chapter. The reason here is that Pritchard’s vindication of moderate extended knowledge
doesn’t tell us anything about how digital information (that p) externally
stored could be ever be converted into knoweldge without a thinker forming a belief on the basis of the extended process. That is – it tells us how
Otto can come to know when his doctor’s appointment is by storing this
information in his iPhone (but not in biomemory) and then retrieving
the information by looking at his phone – but it doesn’t tell us how the information stored in Otto’s phone can rise to the level of (dispositional)
knowledge when his phone is in his pocket – in a way that woudl be analogous to how our information about our doctor appointment (stored in
biomemory) can rise to the level of dispositional knowledge when we are
not actually consulting our memory.
At this point, it will be helpful to distinguish between two kinds of
extended knowledge. The ‘moderate’ kind of extended knowledge
Pritchard has vindicated, and which is extended in the specific sense that
it is the result of an extended cognitive process (by the lights of HEC) and a
stronger kind of extended knowledge which is extended in the sense that
that it is extracranially stored (by the lights of HEC).
Strong extended knowledge: S’s knowledge that p is
strongly extended iff it is the content that p is extracranially
stored (by the lights of HEC).
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Pritchard’s COGAWEAK is meant to illuminate how we can have moderate
extended knowledge, and in a way that is epistemically respectable (by the
lights of an ability condition on knowledge, at least). For our purposes,
let’s consider now this: Might Pritchard’s COGAWEAK (and associated
rationale for what is required to satisfy it) help us to illuminate how we
can have strong extended knowledge, and in a way that would be likewise
epistemically respectable (by the lights of an ability condition)?
Let’s try to imagine a variation on his condition that might help to get
such a result. A first – and important – change we’ll need to make is to
omit the reference to occurrent belief in COGAWEAK . Perhaps one might
have not merely moderate but strong extended knowledge (with reference
to the key ideas in COGAWEAK that p provided p is true and were S to
form a belief that p, their doing so would then be creditable in the way
that is captured by COGAWEAK . Here is such a variation:
COGAWEAK (dispositional knowledge): If S dispositionally knows that p (at t), then (i) p is true (at t), (ii) S dispositionally believes p at t, and (iii) were S to form a true
belief that p at t it would be the product of a reliable beliefforming process which is appropriately integrated within S’s
cognitive character such that her cognitive success is to a significant degree creditable to her cognitive agency.
With reference to COGAWEAK (dispositional knowledge), we could
make sense of how the information stored in Otto’s phone can conceivably rise to the level of (dispositional) knowledge when his phone is in his
pocket. It does so – and in a way that would appear respectable by the
light of the kind of requirement Pritchard is capturing with COGAWEAK
– provided that Otto is such that were he to consult the information in
his phone, his doing so would be suitably creditable (at least provided
Otto’s extended memory process is suitably integrated in his cognitive
character, which it will be on Pritchard’s view if the process that gets
ruled in as extended memory (by HEC) is one Otto has previously
endorsed as reliable).
One selling point of COGAWEAK (dispositional knowledge) is that can
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help us get the right result in the following pair of cases: Compare Otto,
with Blotto, who, is using – rather than an iPhone that he has endorsed as
reliable as a way of offloading memory – a new touch-screen technology
called the ‘Black Box’, about the size of a small brick, and much cheaper
than typical smartphone. Blotto has only just started using the Black Box.
When he comes across new information, he enters it via touch screen into
the portable black box (hoping it will keep track of it); when he needs old
information, he looks it up in the black box (hoping it will be there) –
he’s not yet established its reliability. Suppose now that, unbeknownst to
Blotto the Black Box is a perfectly normal smartphone cleverly disguised
to look completely different. Suppose further that Blotto and Otto have
both entered “The Museum of Modern Art is on 53rd street” into their
respective gadgets. And, suppose further, that both of them have been using these gadgets in such a way that will satisfy the demands of extended
cognition. Even so – as the thought goes – this information stored in
Blotto’s black box plausibly does not rise to the level of (dispositional)
knowledge when his black box is in his pocket even if the same information
stored in Otto’s phone can conceivably rise to the level of (dispositional)
knowledge when his phone is in his pocket. And COGAWEAK (dispositional knowledge) offers an elegant explanation for why this would be so.
The reason is that (while both gadgets are still in their users pockets), the
counterfactual is true (of Otto but not Blotto) that were he to retrieve
the relevant information and come to form an occurrent belief, his doing
so would be significant degree creditable to his cognitive agency, but the
same doesn’t hold of Blotto. And the key difference here is that Otto,
but not Blotto, has come to appreciate his extended process as reliable,
whereas Blotto has not.
What we’ve seen, then, is that while Pritchard’s account of extended
knowledge is really an account of moderate extended knowledge, we can
easily see how it might be tweaked in such a way that it may be read as
framing a kind of ability condition on strong extended knowledge. And
as such, it then offers what might look like an attractive kind of answer
to our Conversion Question.
That said, qua candidate answer to the Conversion Question, a Pritchard59

style approach would also seem to face two kinds of challenges. For reference, let’s refer to these as the bio-asymmetry challenge and the endorsement credentials challenge.
The bio-asymmetry challenge
The bio-asymmetry challenge takes as a starting point the fact that – in the
case of innate biological mememory – we needn’t ever actually form such
a belief about their about their reliability in order to gain knowledge by
trusting them. It would extraordinarily demanding to suppose that one
must first come to know that biological memory is reliable before one can
come to acquire knowledge by retrieving information from biomemory.
Such a requirement, in fact, has been considered (and typically rejected)
in the history of epistemology8 , as a condition that would generate the
result that we know very little through our basic faculties.
But then, why, if we needn’t first appraise the reliability of biological belief forming processes (e.g., memory, perception, etc.) before we can gain
positive epistemic status by accepting the deliverances of these processes,
should we treat extended cognitive processes asymetrically? Perhaps there
is a good answer to this question – e.g., that the additional requirement
is ‘triggered’ by a change to one’s innate cognitive architecture. But even
such an answer woudl then kick up further questions: what if we were
all born and then immediately fitted with, say, a memory chip. If changes
to architecture trigger the requiremenet that one must first endorse the
reliability of the extended process (in this case, which involves using a
memory chip), then it woudl seem they woudl also do so in this ‘fittedfrom-birth’ case. But this seems potentially counterintuitive. Pritchard,
to his credit, wrestles with this kind of thought experiment at the end of
his paper. His approach is to both (i) accept that adding something new
to your cognitive architecture triggers the extra requirement (that its reliability be endorwed prior to one’s being qbl3 to gain justified beliefs and
knowledge by relying ont he process) that is not triggered in innate cases,
8 For

discussion, see, e.g., Sosa (1997b). See also, with connections between this requirement and issues to do with epistemic bootstrapping, Vogel (2008), Cohen (2002),
and Markie (2005).
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while also maintaining that certain kinds of social norms could then relax such requirements that woudl otherwise be triggered. For instance,
Pritchard thinks that in the kind of ‘fitted from birth’ case just described,
the right move is to assume that we should relax the requirment. However, why this should be is not something we’ve got a clear answer to. A
satisfactory reply to the bio-asymmetry reply will need to not only give a
principled reason for bio-asymmetry (when it comes to the endorsement
of reliability requirement), but also a principled reason about why this requirement when triggered might then be relaxed in certain situations like
in the above innate case.
The endorsement credentials challenge
A second potential challenge that faces Pritchard’s proposal – as supporting a potential answer to our Conversion Question – is one we can call
the endorsement credentials challenge. Recall that they key difference between Otto and Blotto is that the former (presumably due to some belief
formed in the past)* appreciates the reliability* of the extended process
he relies on, but the latter doesn’t. But what, positively, is it that Otto has
done in the past which separates him from Blotto?
Consider this passage from Pritchard:
if Otto had no awareness at all of the source of the reliability
of the belief forming process, nor that it was reliable, then it
is hard to see why we would now regard the true beliefs that
he forms as a consequence as knowledge (Pritchard, 2010,
145)
There are multiple ways to interpret this idea. On one very weak interpretation, Otto simply must have, at some point in the past, formed (and
presumably sustained in memory) the belief that the extended process of
consulting his notebook is reliable. However, this weak interpretation is
one we should dismiss out of hand, given that a bleief about the reliability
of the process is something that could itself be acquired in epistemically
problematic ways (say, through supersitituiton or a guess that the process
is reliable). And if acquired in such a way, the mere belief that the pro61

cess is reliable (even if true) is not plausible the sort of thing that would
make the difference between whether Otto counts as knowing or not the
deliverances of the extended process.
Pritchard’s own language suggests he has something stronger in mind anyway. Awareness carries a factive connotation. Perhaps what Otto must do
is not merely have believed in the past that the extended process is reliable, but to have, in the past, come to know this, and retain this now in
memory. Knowledge is a better epistemic credential than belief ! And it
would not be implausible to think that such knowledge (of the reliability
of the extended process) could indeed – as Pritchard suggests – make the
difference for why we’d be inclined credit Otto but not Blotto with the
truth of the belief then reached through the reliable extended method.
However, even on a knowledge-reading of the kind of epistemic credential we should have expected Otto to have met in the past (and retained
in memory), we aren’t yet in the clear. This is for a reason ostensibly to
do with epistemic circularity. Consider that the past knowledgeable endorsement of the reliability of the extended process is something that itself
will have either been retained in memory in one of two ways by Otto: either in biomemory, or in extended memory. If the former, then we have
reason to question whether that knowledge will very often be preserved,
given the presumption one is now relying primarily on extended memory.
If, however, the knolwedgeable endorsement of reliability of the extended
process is retained in memory via extended memory, a kind of circularity
worry materialises – after all, then, Otto would be effectively relying on
the notebook in order to endorse it’s reliability.9
Taken together, the bio-asymmetry and endorsement credentials challenges
suggest that – whjile something like COGAWEAK (dispositional knowledge) offers us a prima facie plausible way to answer our Conversion Question, the view is not without some limitations that (absent satisfactory responses to both challenges) should lead us to want to see what else is on
offer.
9 For a development of this worry, see Carter and Kallestrup (2018).
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2.2.2

Palermos on feedback-loops and epistemic presentism

S. Orestis Palermos (2015), like Pritchard, defends (contra epistemic individualism) a view of moderate extended knowledge – one that gives epistemic feedback loops rather than reliability endorsement a starring role –
and which (like Pritchard’s COGAWEAK ) can be tweaked in order to provide view of strong extended knowledge that offers an answer to the Conversion Question. Even more, Palermos (2018) develops – elsewhere – a
very different kind of approach to addressing the Conversion Question,
one that actually undercuts not only the question itself, but also the widely
held idea that we can have dispositional knowledge in the non-extended
case.
Both of Palermos’s ideas are interesting in their own right, and they’re
worth looking at separately.
Feedback loops and continuous reciprocal causation
Recall that, for Pritchard, it is not the case that all belief-forming process
that qualify as extended cognitive processes by the lights of HEC are such
that they are capable of supporting knowledge. After all, Pritchard’s view
implies that when Blotto forms a belief on the basis of his black box, this
is going to fail COGAWEAK . And this is so, crucially, even if Otto’s use
of the black box counts as bona fide memory extension, with reference to
HEC.
Palermos takes an importantly different tack here. As he sees it, once a
process has met the conditions needed to count as extended (according to
his preferred way of articulating these conditions), then – from an epistemological point of view – such a process is going to be in the clear, in the
sense there is no further condition (e.g., such as Pritchard’s endorsement
condition) that needs to be met in order for one to gain knowledge by
trusting the deliverances of the process.
That being said, Palermos’s own view of what has to happen for a process
to count as extended goes beyond the simple idea of functional parity (i.e.,
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the Parity Principle, see Chapter 1). Recall that on initial characterisation
of extended cognition in the literature, the key idea is that – as Clark and
Chalmers put it – “[I]f, as we confront some task, a part of the world functions as a process which, were it to go on in the head, we would have no
hesitation in accepting as part of the cognitive process, then that part of
the world is part of the cognitive process (1998, 8).” Because this test is
a functional test, the concrete questions we should ask to assess whether
a given artifact you might use for cognitive offloading is part of your extended cognitive process are questions about whether the artifact is really
playing the same kind of role as biomemory plays in the process of information storage and retrieval.
Here things get a little bit murky, because there is potentially room for
debate about what is involved in an artifact playing the relevantly same
kind of functional role as biomemory plays in the course of information
storage and retrieval.
To make this point more concrete, let’s imagine another character (forget
Otto and Blotto for the moment) – call this character (for reasons that
will become apparent) ‘Flaky’. Flaky is in all respects like Otto, except
unlike Otto, Flaky doesn’t actually carry his notebook around with him
wherever he goes. He simply carries it around sometimes (roughly, every
other day, but not weekends). Secondly, unlike Otto, Flaky’s use of the
notebook is not automatic; when he takes it out of his bag, he does so
quite deliberately to write down information, and when retrieving it, he
(ever so briefly) stops to think about whether it’s true before endorsing
what’s in there. Thirdly, there are plenty of times when Flaky reaches for
the notebook, expecting to find it, but finds it’s not there, or that it is there,
but requires considerable effort to wrangle up (e.g., from the bottom of his
rucksack.)
Technically, it’s true that Flaky is, like Otto, using the notebook (albeit,
haphazardly) “for information storage and retrieval”, which is the same
coarse-grained job description of memory that characterises what Inga
(Otto’s bio-counterpart) is doing when relying on her biomemory. However, at the same time, there are some important ways in which Otto is
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using his notebook in a way that is very different from how we use our
biomemory. Unlike Flaky (and like Otto), (i) we carry our memories
around with us, (ii) we uncritically endorse the content we retrieve from
memory, and (iii) what we use to for memory storage is reliably enough
available when we need it.
These three key ideas were made explicit by Clark (2010) in a later paper
discussing the Otto case, and they have since been used (under the description of Clark’s “Glue and Trust” conditions) as a kind of practical rubric
for assessing whether a given artifact passes the functional test captured
generally by the Parity Principle. Clark’s three conditions – availability,
default trust, and accessibility, are as follows:
Clark’s “Trust and Glue” Integration Conditions
1) Availibility condition: “That the resource be reliably available
and typically invoked.”
2) Default trust condition: *“That any information thus retrieved be
more-or-less automatically endorsed. It should not usually be subject to critical scrutiny. […] It should be deemed about as trustworthy as something retrieved clearly from biological memory.”10
3) Accessibility condition:: “That information contained in the resource should be easily accessible as and when required.” (Clark
2010, 46).
One very natural research question (one that a critically minded reader
might be considering right now) is whether more (or fewer) conditions
are needed to distinguish cases of genuine extended cognition from cases
where someone is (presumably, like Flaky) merely using an artifact. If the
conditions are too strong, then the result is that there is very little if any
genuine extended cognition. If the conditions are too weak, by contrast,
the consequence is ‘cognitive bloat’ – viz., too much extended cognition.11
10 This condition is sometimes articulated in terms of transparency. For a detailed
recent discussion of this condition in the context of extended cognition, see Andrada
(2019).
11 For various articulations of this problem for proponents of extended cognition, see,
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Here is where Palermos comes in, with what looks initially like an elegant solution, one that offers prima facie promise to, at the same time, (i)
sidestep the messy business of working out whether to add (or subtract)
or otherwise tweak Clark’s Glue and Trust Conditions; while also (ii) giving us a view (which Pritchard’s COGAWEAK aimed to do) that says what
is required for a process to be integrated into an agent’s cognitive system
and thereby count as knowledge-conducive.
Palermos’s key move is as follows. Notice that we only get bogged down
in working out how to spell out the glue and trust conditions if we are
initially guided by the functionalist insight enshrined in the parity principle. Once we buy in to that idea as the guiding principle behind the
metpahysics of mind, then it makes sense to use a rubric like Clark’s Glue
and Trust conditions to put, as it were, some meat on the functionalist
bones.
But – as Palermos argues – we don’t actually have to take commonsense
functionalism as our initial idea in the first place in order to get the result
that at least some cognitive processes extend so as to incorporate elements
in the world. Rather, you can get this very same result from a different
starting point – dynamical systems theory (DST). DST is a mathematical
framework for studying the behavior of complex that change over time,
and which – importantly for the present purposes – has the power to explain how a given system can grow by adding new parts. The explanation,
in short, is that a system grows via continuous reciprocal causation, alternatively known as ‘feedback loops’, when these emerge between parts of the
system and what is external to it.
To get a grip on this idea (before transferring it to the cognitive case) consider how a biological system can extend itself. An illustrative example,
discussed by Mark Alfano and Gus Skorburg (2017) concerns a coupled
system consisting of certain fish in the Mediterranean and the isopod parasite Ceratothoa italica.12 Suppose we begin with the fish, with a normally
e.g., Rupert (2004), Allen-Hermanson (2013), Weiskopf (2010), Ludwig (2015), and
Carter and Kallestrup (2020, 2018).
12 See Brusca and Gilligan (1983) for the original scientific paper Alfano and Skorburg
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working tongue – and a parasite, Ceratothoa italica separate from the fish.
What this parasite does is to enter the gill cavity of the host fish and settle on its tongue. The parasite, as Alfano and Skorburg put it ‘degenerates most of the host fish’s tongue, attaching itself to the small remaining
tongue stub with little hook-like pereopods’. This might sound unpleasant, but from here the fish and the parasite enter into a mutually beneficial
relationship: the parasite then does the work of the tongue (it is apparently shaped like the fish’s natural tongue which it destroyed) for the fish,
allowing the fish to process food and thrive, and the fish’s survival then
continues to sustain the parasite, which continues to sustain the fish.
What we have at this point between the fish and the parasite is two-way
reciprocal causation; the parasite is affecting the fish – but it is doing so
in a way that then leads the fish to exert influence on the parasite, so that
the parasite can then keep playing the tongue role for the fish, and on and
on. The parasite is in this way now ‘coupled’ to the biological system that
was originally the fish – the fish is a biological system that now includes
the parasite.
One of Palermos’s key insights is that this is the same kind of explanation
we should give when asking ourselves whether Otto’s notebook or Phone
is part of his cognitive system.13 We should, when attempting to settle this
question, ask not whether the artifact Otto is using to store his memory
plays the same functional role as biomemory, but rather, whether the causation between Otto and the artifact he is using for information storage
and retrieval is continuous and reciprocal (i.e., two-way), so as to generate
‘feedback loops’. And with this in mind, Palermos suggests, notice that
with Otto, the causation between him and his notebook (in the original
case) is not just one directional (as it is in the case of True Temp’s thermometer which asymmetrically influences Temp) but very much reciprocal as Otto continually updates the notebook, which in turn shapes his
beliefs and actions and thus his further updates, etc. in a continuous, ondiscuss in connection with dynamical systems theory.
13 See also Chemero (2011) for a similar view; however, Chemero and Palermos offer
a different interpretation of the kinds of non-linear relations that are needed by the lights
of DST to extend cognition. For discussion of the differences, see Palermos (2014b).
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going way.
In sum, then, on Palermos’s view, in order to have an extended cognitive
system, all we need is that the internal (biological) and external parts of a
candidate cognitive system interact mutually with each other. Notice now
that the existence of such processes of mutual interactions is a requirement
that clearly goes unsatisfied in the case of Flaky, even though it does appear
to be satisfied in the case of Otto. And this is a nice result for Palermos,
because it suggests that the appeal to DST offers us a principled way to
distinguish cases of geniuine extended cognition without having to get
bogged down in the task of enumerating and tweaking Glue and Trust
conditions.
But Palermos’s view is elegant in a further respect. Whereas Pritchard
thinks (as do others in this literature14 ) that there are separate conditions
that apply for (i) an external artifact’s being included as part of an
extended cognitive process (this condition is, for Pritchard, just the
Parity principle, suitably supplemented with some Glue and Trust
conditions); and (ii) an eternal artifact’s being included as part of an
extended knowledge-conducive cognitive process (where here, additionally, COGAWEAK applies), Palermos thinks two separate criteria here
are unnecessary and that a single criteria – his continuous reciprocal
causation requirement licensed by DST – will do the trick for both jobs.
As he puts it:
the satisfaction of the same criterion (cooperative interaction with other aspects of the agent’s cognitive system) is
required for a process to be integrated into an agent’s cognitive system and thereby count as knowledge-conducive.
Accordingly, there is no principled theoretical bar disallowing extended belief-forming processes from counting as
knowledge-conducive (2014a, 1946, my italics).
Palermos continues here by suggesting that this kind of ‘single criterion’
position is just what we should expect. He adds:
14 See, for example, Carter and Kallestrup (2018, 2020).
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This … should not really come as a surprise. Given that
[an ability condition on knowledge in epistemology]
holds that knowledge must be the product of cognitive
ability (however that ability may be realized) and that the
hypothesis of extended cognition sets out to reveal which
processes can count as cognitive abilities (wherever they
may be located), this close fit between the two theories
seems to be as it should be (Ibid., 1946)
At this point, two points are worth emphasising. First, to be clear, Palermos is very explicit that the kind of extended knowledge his view is meant
to illuminate is moderate extended knowledge – not strong extended
knowledge. However, even so, we can, as we did with Pritchard’s account
of moderate extended knowledge, envision a variation on Palermos’s
view which would ‘convert’ the proposal (beyond what he himself has
suggested) into a view of strong extended knowledge which provides
an answer our Conversion Question. Such an envisioned tweak to his
account might go as follows:
DST Knowledge (dispositional): If S dispositionally
knows that p (at t), then (i) p is true (at t), (ii) S dispositionally believes p at t, and (iii) were S to form a true belief that p
at t it would be the product of an extended belief forming
process by the lights of DST.15
Is the account plausible? This brings us to the second main point worth
emphasising, which is a critical one. I want to suggest now that Palermos’s
15 Interestingly, on DST Knowledge (dispositional), Palermos’s feedback-loop condi-

tion does ‘double duty’, in both clauses (ii) and (iii) of the account. That is, when – say
– Otto knows that the Museum of Modern art is on 53rd street (before looking at his
phone), on DST Knowledge (dispositional), this will be because continuous reciprocal
causation between Otto and the notebook explain (as is relevant to clause (ii)) why the
content counts as being stored in extended memory such that it would meet the memory storage condition on dispositional belief; and also continuous reciprocal causation
features in clause (iii) because it is the criterion by which we assess whether were Otto to
form a true belief that Museum of Modern art is on 53rd street by consulting his notebook,
it would be the product of an extended belief forming process.
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account of moderate extended knowledge is too weak, and that the reason
why this is so would ‘carry over’ so as to apply, mutatis mutandis, to DST
Knowledge (dispositional).
So why is his initial account too weak? I think the problem can be brought
out well by returning to our character Blotto from §2.2.1. Recall that the
only difference between Otto and Blotto was an epistemic one (Blotto
had no confirmation that the process was reliable, even though it was,
whereas Otto did have such confirmation); even so, crucially, both Otto
and Blotto’s uses of the notebook and Black Box, respectively, were assumed to be exactly analogous; that is to say, the causal relations between
Blotto and the black box are ex hypothesi going to be mutually reciprocal
by the lights of DST iff the causal relations between Otto and his notebook are mutually reciprocal by the lights of DST. However – and this is
the worry for Palermos – Blotto very plausibly, as Pritchard’s view implies,
lacks moderate extended knowledge. But it seems that Palermos’s view has
no way to account for why this should be. And notice that this worry then
carries over to the envisioned DST Knowledge (dispositional) account of
strong extended knowledge. With reference to that view, Blotto would
have strong extended knowledge of the contents of the black box even
when it is in his pocket. However, if Blotto (as we’ve suggested) given his
epistemic position with respect to the extended process involving its use
lacks (moderate) extended knowledge when looking up information in the
black box, he surely doesn’t have (strong) extended knowledge when not
doing so. Thus, as the worry goes, Palermos’s proposal is too weak, both
as an account of moderate extended knowledge and, when modified, as
an account of strong extended knowledge.
Of course, Palermos might respond to the above objection by claiming
that his view is, despite appearances, not too weak. Such a reply takes as
starting point the observation that the entire piece of reasoning above is
predicated on the assumption that Blotto lacks moderate extended knowledge (and so then, by extension, strong extended knowledge). However,
why must we say Blotto lacks moderate extended knowledge? For one
thing, the process that gives rise to it is suitably integrated, as Palermos
has suggested, to count as an extended cognitive process. In this respect,
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Blotto is very different from ‘unenlightened Temp’ (e.g., where the causation was merely in one-direction). But, secondly, let us not forget that
Blotto’s Black Box is in fact a noramlly working phone; his process of storing and retrieving information from it is in fact reliable, every bit as reliable as Otto’s. With these points in hand, the reply to the above objection
might then proceed even further, by exploting the bio-asymmetry objection against Pritchard’s view. The thought is that, if Blotto’s process of
storing and retrieving information in the black box is both suitably integrated to qualify as an extended cognitive process, and it is in fact reliable,
then to deny moderate extended knowledge to Blotto is to commit oneself to a problematic kind of bio-asymmetry, given that we do think that
ordinary thinkers gain knowledge by relying on integrated and reliable
biological cognitive processes (e.g., memory and perception) even in the
absence of knowledge of their reliability.
What to make of this reply to the objection? While it might be tempting to try to press back by insisting that (i) Blotto doesn’t have moderate extended knowledge, and that (ii) the claimed commitment to bioasymmetry that would follow from (i) wouldn’t be (as Pritchard thinks)
as problematic as it might seem.
As it turns out, though, the critic of of DST Knowledge (dispositional),
has a much stronger card to play here:
Consider now the following case:
BLOTTO*: Blotto* is just like Blotto, except that Blotto*’s
black box is, unlike Blotto’s, glitchy. Too often, and in ways
that would be difficult for a user to detect, Blotto*’s black
box malfunctions (due to some virus that subverts its connection to iCloud), subtly converting accurate information
into inaccurate information.
Blotto* lacks knowledge when he forms a belief by retrieving stored information (even when the glitch doesn’t effect it) from his black box, and
this is so even if we were to concede the point that Blotto does gain such
knowledge using his; after all, whereas Blotto’s process of relying on his
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black box is (unbeknownst to him) reliable, Blotto’s is (also unbeknownst
to him) unreliable, and thus simply not a candidate for generating moderate or strong extended knowledge. Even so, the causal relations between
Blotto* and the black box are ex hypothesi going to be mutually reciprocal by the lights of DST iff the causal relations between Blotto and his
black box are mutually reciprocal by the lights of DST. And so this means
that Palermos is going to have to count Blotto* as having moderate extended knowledge if Blotto does, and as we already saw, the view must
count Blotto as having moderate extended knowledge if Otto does (which
Palermos maintains). However, Blotto* doesn’t have moderate extended
knowledge given the unreliability of the process, and so by extension, neither does he have strong extended knowledge.
The underlying problem here, which the Blotto* case reveals, is that continous reciprocal causation is something one can have with an artifact (e.g.,
such as Blotto*’s black box) even when one’s use of the artifact isn’t reliably enough truth-conductive to qualify as a knowledge-generating process. And this result, on reflection, is just as we should expect. After all,
just because biomemory is a paradigmatic cognitive process, we don’t attribute memory knowledge to individuals who rely on bad bio-memories,
either when they in fact rely on them, or (in the dispositional case) when
information is simply stored in bad memory.
Continual reciprocal causation might well be a promising way to identify what counts as an extended cognitive process – perhaps (though I’ll
revisit this in Chapter 3) it is even superior to relying on commonsense
functionalism and the associated Glue and Trust Conditions. However,
even so, if we want a compelling account of extended knowledge, one that
answers our Conversion Question, we will need to look further than to
mere dynamical systems theory.
An appeal to epistemic presentism?
Palermos (2018), on other work, has canvassed a radically different approach to the Conversion Question, one that – to my knowledge – has
received no other takers to date.
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Without further suspense, here is the key idea, one that throws a spanner
in the way we’ve been thinking about things thus far:
Epistemic presentism: Beliefs – and by extension, knowledge – can only be occurrent, and any other proposition
we are inclined to assent to is not a dispositional belief but
merely a disposition to believe” (2018, 6).
Recall from Chapter 1 that – at least according to epistemological orthodoxy (see Audi 1994) – what makes the difference between a bona fide
dispositional belief and a (mere) disposition to believe is that the former
but not the latter requires past endorsement of the relevant content and
retention of that content in memory. I can have a disposition to believe
p even if I’ve never considered p before, provided that were I to consider p
I would assent to it. But of course I don’t dispositionally (or otherwise)
know anything I’ve never considered before. Dispositional knowledge requires not a disposition to believe that p but dispositional belief that p,
where (recall) S dispositionally believes that p at t only if, at least, (i) at t,
S has previously endorsed p, (ii) p is stored in memory at t; and (iii) p is
suitably available for S’s endorsement at t on reflection (of whether p).
By rejecting dispositional beliefs as a cateogory of belief distinct from a
mere disposition to believe something, Palermos is thereby countenincing,
under the desdription of a belief, only occurrent beliefs. If you are not
right now thinking that Paris is the capitol of France, then you don’t right
now believe that Paris is the capitol of France, even if you are (alsso right
now) a French geography expert who lives in Paris, but who happens at
the moment to be thinking of London.
Notice that if epistemic presentism is right, then since epistemic presentism rejects dispositional knowledge wholesale (in both the biological and
extended case) the epistemic presentist will reject ex ante that there is
any thing (other than occurrent belief ) that might answer the Conversion
Question.
So why would anyone accept epistemic presentism? Obviously, it flies in
the face of the widely held idea that we ordinarily have a lot of disposi73

tional knowledge. Here the rationale offered is that epistmeic presentism
– even if counterintuitive – is our only way out of a dangerous trilemma.
The trilemma is as follows:
1. Reject commonsense functionalism
2. Accept knowledge bloat
3. Accept epistemic presentism (2018, 5).
Palermos’s contention is that the only way to avoid accepting either (1) or
(2), either of which would be problematic, is to accept (3) – epistemic
presentism.
Let’s look at each of these in order, starting with (1). Firstly, the reader
might wonder ” But wait a minute, doesn’t Palermos already think we
should reject commonsense functionalism? Isn’t that the point of using
dynamical systems theory in order to motivate extended cognition?” The
answer is: not really. Palermos’s position (as discussed previously in this
chapter) isn’t that commonsense functionalism is false, but rather that we
simply don’t need it in order to generate the result that, e.g., some cognitive processes criss-cross the brain, body and world. We can get this result
more elegantly by simply appealing to DST; in doing so, it then isn’t incoumbent upon us to enumerate glue and trust conditions.
With that clarification in mind, Palermos thinks that if we don’t reject
commonsense functionalism (but accept that there are dispositional beliefs), then – since Inga and Otto are functionally on a par – we have
to countenance beliefs stored in Otto’s notebook (just as we do in Inga’s
biomemory). So far, so good. The problem, however, is that it is then
claimed that such a consequence will lead to attributing too many beliefs
to Otto – e.g., to ‘cognitive bloat’. It would, of course, be a bad result if
– as Robert Rupert (2004) has pointed out – we ended up committed to
the thought that Otto ‘believes’ everything in the phonebook provided he
carries it around and consults it just like he carries around his notebook,
and just like Inga carries around and consults her biomemory.
If ‘cognitive bloat’ (i.e., the attribution of an implausibly large amount
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of beliefs to an agent) is manifestly unacceptable, then, as the thought
goes, commonsense functionalism has to go (which itself is a problematic result) unless we do away with an assumption largely unquestioned,
namely, that we have dispositional beliefs. Accordingly, then, by embracing epistemic presentism (which denies this), we are uniquely suited to accept commonsense functionalism and avoid any worry whatsoever of cognitive bloat. As Palermos puts it:
If we allow for this, then we can both claim that Inga and
Otto are functionally on a par and avoid the ensuing knowledge bloat: We can’t possibly know the contents of our notebooks, phonebooks, the internet, or what have you without
looking them up, simply because we do not believe them.
And the reason why we don’t believe them is not because
they are externally stored but because they are not presently
occurrent (2018, 5).
This is a striking line of thought; Otto lacks any dispositional beliefs or
knowledge in his notebook (when it is in his pocket), but also, Inga lacks
any dispositional beliefs or knowledge of any proposition she is not occurrently thinking about. If the above is right, then Palermos is right that
one can retain commonsense functionalism without any worry whatsoever about cognitive bloat, as a precondition for cognitive bloat (i.e., the
very possibility of dispositional beliefs) will have been nipped in the bud.
Accepting epistemic presentism, though, is a bullet to bite in itself. As
with any bullet in philosophy, we should bite it only if we must. And we
must if the alternative is to bite worse bullets. But are we really in such
a position here? On closer inspection, I think, there is really no plausibly construal of the claim that commonsense functionalism generates any
kind of unpalatable cognitive bloat. And so one can embrace commonsense functionalism and avoid cognitive bloat without needing to accept
epistemic presentism. I’ll take the remainder of this section to explain
why.
So why exactly is commonsense functionalism thought to generate cognitive bloat, where the latter is understood, to a first approximation, as
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”implying that people have more beliefs than we really have? Here is Palermos:
commonsense functionalist criteria can be far too easily
satisfied … Many critics are suspicious even of the Otto case,
but it is easy to generate numerous other counterexamples.
Rupert (2004, 401–5), for example, notes that a case
similar to Otto is the case of a person who has access to
a phonebook, or a directory service, through the use of
her cellular phone. Nevertheless, it is counterintuitive to
conclude that the phonebook or the directory service allows
her to have non-occurrent true beliefs about (or knowledge
of ) the phone numbers of everyone whose number is listed.
In other words, if any externally stored information that
satisfies the above criteria were to count as a dispositional
belief of ours, we would be led to a “knowledge bloat,”
whereby our belief-systems would appear to “leak” in
implausibly many directions.
Let’s zero in on the Rupert example of the phonebook directory. Here’s a
concession we should all make: any view that implies that someone (with
the exception, perhaps, of memory megasavants such as Kim Peek16 )
could have dispositional beliefs of all of the numbers in the telephone
directory is bonkers. That would be unpalatable cognitive bloat.17
16 For example, Peek could recite Edward Gibbons’ The Decline and Fall of the Roman

Empire verbatim, as well as 7,600 other books (and many other pieces of information,
such as all zipcodes and highways in the United States) by heart. For discussion, see
Treffert and Christensen (2005).
17 There are two caveats here; perhaps – as Sprevak (2009) notes – there could be
alien species with utterly different kinds of cognitive architecture which interface in
completely different ways with the environment, such that merely being the presence
of certain kinds of information might somehow suffice for what we humans do when we
endorse that information. I am not sure how to be interpret such thought experiments,
though I mention such cases to temper my claim that the suggestion that one could have
such dispositional beliefs prior to endorsement is ‘bonkers’; it plausibly is at least with
our cognitive machinery. A second caveat concerns the potential bifurcation of the concepts of ‘belief ’ and ‘knowledge’. As Bjerring and Pedersen (2014) suggest, the kind of
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But does the kind of commonsense functionalism that says Otto’s memory storage is outside his head actually committed to this kind of result?
Or, more weakly, is there a risk that such fucntionalism invites the worry
that in Otto’s case we’d need to rule so much in?
The answer here is ‘no’. There are two reasons why this kind of worry isn’t
one that functionalist has to take seriously (I will later explain why I think
people might have been led to worry otherwise.) The first is that – and this
is a point we need to be very clear about – only previously endorsed content
is in the market for being a dispositional belief. Recall again our three necessary conditions on a dispositional belief: you dispositionally believes that,
p at t only if (i) at t, you have previously endorsed p, (ii) p is stored your
memory at t; and (iii) p is suitably available for your endorsement at t
on reflection (of whether p). Just as Inga doesn’t dispositionally believe a
bunch of information she’s never previously endorsed in biomemory, neither does Otto dispositionally believe a bunch of information he’s never
endorsed, even if that information is in a book he carries around with him.
A second and closely related point worth making is this. The idea that
Otto’s extended memories include only content he has previously endorsed
is also something that is implied by a charitable construal of the Glue and
Trust conditions. Although Clark did not mention the following forth
condition in his 2010 paper in which he lays out his Glue and Trust conditions, a fourth condition did appear in Clark and Chalmers’ (1998) original paper:
4. Past endorsement condition: “Fourth, the information in the
notebook has been consciously endorsed at some point in the past,
and indeed is there as a consequence of this endorsement.” (1998,
17).
‘bloat’ situations that have been taken to be problematic consequences of extended cognition needn’t be if we operate with bifurcated concepts of belief and knowledge, where
a more permissive concepts are associated with extended cognition, and more restricted
concepts are associated with on-board cognition. Such a conceptual bifurcation would
permit us to re-evaluate the kind of ‘bloat’ and ‘explosion’ charges as less applicable to
the more permissive extended concepts.
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Information stored in a telephone directly (again, unless one has endorsed
every line of it!) will obviously fail the past endorsement condition, even
if a phonebook itself would pass other of the Glue and Trust conditions
– e.g., even if the phonebook as a resource passes the availability, default
trust, and accessibility conditions.
With these points in mind, then, it seems that the cognitive bloat ‘worry’
can be doubly dealt with. First, the kind of cognitive bloat described by
a Rupert-style phonebook case is simply not going to satisfy basic conditions on dispositional belief that anyone should subscribe to. Secondly,
a commonsense functionalist-inspired defense of HEC really should add
condition 4, at least when giving conditions for extended memory, as condition 4 makes it clear that the proponent of HEC is not going to be
committed to ruling in non-previously-endorsed information (e.g., all the
names in the phonebook) as ‘memories’ simply because someone lugs the
phonebook around and retrieves information from it trustingly.
Bearing these points in mind, then, it looks as though there is no need to
bite the bullet of epistemic presentism for those inclined to functionalist
thinking, as such thinking, even by committing us to extended cognition,
does not commit us to any objectionable kind of cognitive bloat.18
As a purely historical point: one reason I suspect that at least some critics
of HEC have feared cognitive bloat as a consequence of the position is
that they they have taken the three Glue and Trust conditions from Clark’s
2010 paper to be definitive. A reading of these conditions in conjunction
18 One

side point that I think is worth registring is this. In an interesting early paper,
Mark Sprevak (2009) thinks we shoudl reject functionalism on the basis of cognitive
bloat concerns, though he does so on the basis of a Martian-based thought experiment
(exploiting the multiple realisability of mental states implied by functinoalism); crucial
to that thought experiment (it is complex, and the full details won’t concern us here),
however, is the thought that a Martian might have innate dispositional beliefs. But this,
I think, is a mistake, and because we shouldn’t permit this, the rest of the thought experiment is in doubt. The reason we shouldn’t permit innate dispositional beliefs is that such
beliefs fail the endorsement constraint on dispotiional beliefs. Thus, worries about cognitive bloat being implied by HEC which take for granted innate dispositional beliefs
are worries we needn’t be troubled by.
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with the fourth condition from the 1998 paper, however, cuts this worry
off.
Secondly, perhaps, such critics might have overlooked that it is a necessary
condition on any dispositional belief that it be previously endorsed (this
is after all the key distinguishing feature of dispositional beliefs, of the
sort that can rise to dispositional knowledge, and mere dispositions to
believe, which can’t) – and with this point appreciated, it’s apparent that
there is simply no risk that HEC would ‘generate’ the result that there is
an explosion of unendorsed dispoisitional beliefs.

2.2.3

Clark’s ‘Extended Knowledge Dilemma’ and a subpersonal solution

We’ve looked at two kinds of answers to the Conversion Question, and
we’ve seen challenges that face each. Let’s now look at an entirely different kind of answer, defended in Andy Clark’s (2015) recent paper “What
‘Extended Me’ Knows.”
Clark’s paper begins with a bang – a kind of dilemma that seems to pose
a problem for both strategy types we’ve considered so far. Even worse,
the dilemma, taken at face value, seems to suggest that extended knowledge (either in a moderate or strong variety) is in principle impossible. The
dilemma is as follows:
Clark’s Extended Knowledge Dilemma: Otto must either
consciously encounter the notebook as an object for epistemically hygienic practice, or not. If he does, this makes the
notebook look, at that moment, more like external equipment (it may then be a source of knowledge while failing to
be part of Otto). If he doesn’t, it looks unable (even on these
weakened forms of virtue epistemology) to act as a source of
knowledge. (2015, 3763).
Key to the first horn of the dilemma is the ‘default trust’ Trust and Glue
condition (see §2.2.2), outlined in Clark (2010) – which stated:
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2. Default trust condition: *“That any information thus retrieved be
more-or-less automatically endorsed. It should not usually be subject to critical scrutiny. […] It should be deemed about as trustworthy as something retrieved clearly from biological memory.”
Given that we don’t stop and inspect our biomemory, or even think about
using it for retrieval (we - special circumstances excepted - just automatically endorse what we seem to remember), the default trust condition
seems like an important condition that the process of using a notebook
would need to meet if it is to really achieve functional parity with the way
we uncritically use biomemory.
Clark’s key move in framing his dilemma is to encourage us to think about
what is implied by satisfying the default trust condition. It looks very
much as though if Otto scrutinises the reliability of the notebook otherwise so much as consciously thinks about the notebook in a critical way
(of the sort one might do when assessing it from an epistemic point of
view), then he is thereby failing the default trsut condition, and the notebook is more like external equipment than extended memory. However –
with this implication traced out, now the trap seems to be set. For – and
this draws from Pritchard’s assessment – if Otto is completely unaware of
whether the notebook process is reliable, and has never endorsed or affirmed its reliability, then Otto is no better epistemically than Blotto and
his black box. Of course, Otto could distinguish himself from Blotto by
doing exactly that – e.g., through some kind of ‘epistemic hygiene’, which
will involve some kind of scrutiny and assessment of the notebook and its
reliability – but then, as the thought goes, we’re back to failing the default
trust condition, and so no longer have a case of extended cognition. Either
way, as Clark’s dilemma seems to suggest, any form of extended knowledge
is off the table.
Clark is not an extended knowledge sceptic, and so he has a preferred solution to the dilemma, one that encourages us to ‘drop down a level’ from
the personal to the subpersonal level of description.
Here a brief clarification. What is the personal level? In broad strokes, it is
the realm of states of persons “as such, as experiencing, thinking subjects
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and agents” (Davies 2000, 88, summarizing Dennett’s original thought
when introducing the idea of a distinctively personal level of explanation
or description).19 Talk of ‘beliefs’, for example, is talk at the personal level
of description. Generally, researchers who distinguish the personal from
the subpersonal level of description take accessibility to consciousness –
typically operationalized as reportability – and suitability for appearance
in folk psychological and rationalizing explanations as the primary marks
of personal-level status.
The subpersonal level, by contrast, describes cognitive mechanisms
(think here about the kinds of mechanisms that drive unconscious bias)
that don’t appear in folk psychological and rationalising explanations
even though – according to our scientific theories of the mind – descriptions of such mechanisms are our best descriptions of cognition and
behaviour.[^cl] As Clark points out, supbersonal cognitive processes
(unlike personal-level processes) “operate entirely outside the sphere of
conscious awareness.”
This observation offers in interesting vantage point to reconsider the Extended Knowledge dilemma, especially given that we might expect subpersonal processes might be able to do certain kinds of positive epistemic
work. As Clark puts it:
Given the scope and power of unconscious processing,
it should come as no surprise to learn that some forms
of epistemic hygiene may likewise be non-consciously
acquired and non-consciously deployed (2015, 3769).20
19 For a recent discussion of the personal/subpersonal distinction and its , see (Carter

and Rupert 2020)
20 Clark clarifies here that “…the large and crucial second- order apparatus of precisionweighting of prediction error constitutes a potent means of responding, without need for
awareness, to the context-varying reliability of our (inner and outer) information sources.
This is because variable precision-weighting provides a tool that can favour some sensory
inputs or top-down expectation over others, but also (more generally) one that can enhance the effects of any neural population, changing the moment by moment patterns
of ‘effective connectivity’ (ref ) that determine the varying flows of information as we
perform our tasks” (2015, 3769).
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The reader can probably see now where Clark is headed.
consider once more the story about Otto and his notebook. Clearly, neural mechanisms specializing in the
estimation of precision are not themselves operating
within the notebook. But the notebook … delivers a
stream of information apt for automatic non-conscious
meta-cognitive assessment whenever the notebook resource
is invoked in active problem-solving. This means that the
notebook case can be treated in the same way as Temp. But
with one important difference. The notebook, by being
a constant, automatically-invoked, resource, meets the
additional requirements that (arguably, following Clark
and Chalmers 1998) warrant treating it as forming part
of an extended cognitive circuit. But the information in
the notebook, when the notebook is invoked in a bout
of active problem-solving, is subject to all the automatic
sub-personal checks and balances that apply to information
retrieved from bio-memory. These checks and balances
(the automatic ‘precision-weighting’ of information and
information sources) in no way require that the notebook
be encountered, or even be poised to be encountered, by
the agent as an object of active epistemic scrutiny (2015,
3769–70).
This is an interesting line of argument, as it shows a potential way to
‘thread the needle’ of the dilemma Clark raises, one that simply isn’t
obvious to most epistemologists who are used to trafficking at the
personal level of description.
Taken together, then, Clark offers a puzzle, he thinks other accounts of
extended knowledge (Pritchard is his central critical target) are done in
by the puzzle, but that if we drop down a level from the personal to the
subpersonal, we can see make sense of the kind of epistemic hygiene that
knowledge requires needn’t also be such that it is incompatible with extended cognition by way of violating the ‘default trust condition.’
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In what follows, I want to offer two kinds of responses to Clark’s interesting line of argument. I want to first suggest that the dilemma isn’t, on
closer inspection, as daunting as Clark suggests, and that we don’t need
a subpersonal strategy to make sense of extended knowledge. Second, it
will be shown that the subpersonal strategy Clark offers has, along with
the theoretical advantages he rightly identifies, also some important epistemological limitations. Let’s consider these points in turn.
The Extended Knowledge Dilemma revisited
There are two ways I think we might press back. One such strategy is pursued recent work by Gloria Andrada (2019), which we’ll discuss first. Andrada’s critical target here is the first horn of Clark’s dilemma, and specifically, a particular premise (Premise 2 below) in the reasoning Clark employs to transition from commonsense functionalism to the first horn of
the Extended Knowledge Dilemma.
Argument for First Horn of Clarks’ Extended Knowledge
Dilemma.
1. An external resource can be part of an agent’s memory system only
if it plays the same functional role as biological memory (From commonsense functionalism)
2. (!) Consciously encountering an external resource prevents it
from playing the functional role of biological memory (From
Clark (2015) - also suggested in Clark (2010))
3. Therefore, if an agent consciously encounters an external resource,
then that resource is not part of her memory system (Implies first
horn of Clark’s Extended Knowledge Dilemma)21
Andrada takes it that (2) in the above argument is simply too strong, and
thus that there is really no good reason to think that extended cognition
precludes the ‘consciously encountering’ the external resource in a manner
that would be needed to actively pursue the kind of epistemic hygiene that
knowledge requires. In order to draw this point out, consider the case
21 See Andrada (2019)
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she offers of ‘Careful Inga’, who pursues epistemic hygiene vis-à-vis her
biomemory:
CAREFUL INGA: Inga is a meticulous epistemic agent. In
order to preserve the good working state of her biomemory,
she takes a pill of Ginkgo Biloba every morning. She has
read in a psychology magazine that memory can be quite unreliable, and so she takes great care to maintain her biological memory system. Besides taking pills of Ginkgo Biloba,
she practices mnemonic techniques, and takes care of her
biomemory in other ways. In short, she is very careful to
keep her biological substrate in good working order, and is
very careful to ensure that her memory system is accurate
and reliable (Andrada 2019, 4699).
Here are two observations Andrada makes about CAREFUL INGA case.
First, Inga has biological memory, e.g., her biological brain (obviously)
gives rise to the memories she has. From this observation, it’s clear that
the functionalist has to allow that Inga’s biomemory plays the ‘memory
role’. But, by hypothesis in Andrada’s case, Careful Inga is actively pursuing epistemic hygiene. That is, ‘She deliberately directs her focal attention
and cognitive awareness towards the physical realizer of her memory, making sure that it functions properly.’ But once this point is appreciated, the
thought that we must accept (in virtue of accepting commonsense functionalism) Premise 2 in the argument above is called into doubt, and by
extension, so is the first horn of the Extended Knowledge Dilemma.
While I think Andrada’s reasoning above is persuasive, I want to now
go a step further and suggest that even if we embrace the first horn of
the dilemma (suppose we simply grant Premise 2 in the reasoning that
Andrada challenges above), there remains a further way to defuse the
dilemma, by focusing on the second horn.
Recall that the second horn maintains that if Otto doesn’t consciously encounter the notebook, then the notebook is not going to be able to serve
source of knowledge for him. The idea here is that it takes at least some
conscious encounter with the notebook in order to do the kind of thing
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(i.e., acknowledge the reliability of the process that incorporates the new
artifact – as Pritchard puts it22 ) in order for the process incorporating it
to be capable of generating knowledge.
However – and this is a subtle but I think important point – just consider
that the the kind of conscious encounter that would be a prerequisite for
forming, as Pritchard puts it ‘a view as to the reliability of this process’
(2010, 147) that includes the notebook might be a single conscious encounter that occurred one-off in the past, followed by, suppose, years of
taking its deliverances for granted in just the same way we do with our
biomemory (which we don’t continuously consciously inspect). Let ‘t 1 ’
pick out whatever time in the past that Otto, let’s suppose, critically reflected on the reliability of his extended memory process, after incorporating his external equipment (e.g., iPhone, notebook, etc.) to play the
role of biomemory for him. Suppose, to sharpen the case, he even spent
a full week doing nothing but consciously focusing on and analysing the
reliability of the external equipment, seeking independent verification for
entries, reading about, say, the reliability of the iPhone-notebook app,
checking for glitches, etc. At the end of this week – after which it has
passed sustained conscious scrutiny – Otto then never thinks twice about
the notebook/iPhone again, and just uses it with the same level of default trust that he had previously given biomemory. Notice that in this
above vignette, the bare fact of a previous conscious encounter with the
notebook – even if an extensive such encounter – would seem to matter
nought for whether the notebook could later, at t 2 , play the funcitonal
role of biomemory when Otto is no longer consciously encountering it,
and when his use of the device is as transparent and seamless as our use
of biomemory. To suggest otherwise, one might have to embrace much
stronger version of the claim that Andrada challenged – viz.,
2*. Consciously encountering an external resource, at any
22 As Pritchard (2010) puts it, if Otto ‘adds’ some new equipment (e.g., whether it be a

notebook to replace biomemory, or for that matter a brain chip) to their cognitive architecture ‘then we would require him to form a view as to the reliability of this process, and
the source of this reliability, before we would regard the process as knowledge-conducive’
(2010, 147).
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point in the past, prevents it, for ever thereafter from playing
the functional role of biological memory
But once the implausibility of 2* is clear,23 it becomes much more clear
that a reasonable defence of Clark’s condition that “Consciously encountering an external resource prevents it from playing the functional role of
biological memory” should actually be compatible with some past assessment of its reliability (so long as such assessments are not ongoing). But,
crucially, a past assessment is really all Pritchard is demanding, as opposed
to continuous conscious reliability assessments. (After all, compare, our
biomemory isn’t something whose reliability we continuously reflect on.)
The key takeaway from this critical discussion is of Clark’s Extended
Knowledge dilemma is that we don’t ultimately need a subpersonal
strategy of the sort Clark offers to vindicate extended knowledge,
moderate or strong. The dilemma, as it were, does not ultimately force us
to either accept such a strategy or face extended knowledge scepticism.
Even so, though, it remains to be seen whether the kind of subpersonal
strategy Clark offers has the potential to stand on its own as an answer to
our Conversion Question.
A critique of Clark’s subpersonal strategy
Let’s now look squarely at Clark’s subpersonal strategy. As with our assessment of the other views, we can ask whether it succeeds at vindicating
moderate extended knowledge, and also whether it succeeds in vindicating strong extended knowledge – where only a compelling account of the
latter holds promise as an answer to the Conversion Question. At the
same time, as we’ve seen with other views, if a view has no good vindication of moderate extended knowledge, then this sinks the prospects of an
account of strong extended knowledge.
Accordingly, let’s consider Clark’s view as a way to vindicate moderate ex23 For further discussion on why extended, seamless use over time can obviate the sig-

nificance of conscious encounters with the equipment in the past, see Pritchard’s (2010,
148) discussion of the Tempo* case. See also Carter and Kallestrup (2020) for a sympathetic view of this point.
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tended knowledge. To this end, let’s imagine a version of the Otto case
where (as we are to assume in the original version from 1998) all functionalist conditions on extended cognition are met. Otto thus has memories
stored in the notebook. Now, can he gain memory-supported knowledge
by simply trusting what is in the notebook?
Clarks’s answer is ‘yes’ – but unlike Palermos this is not simply because of
how he causally interacts with the notebook, and unlike Pritchard, it is
not because he has ever consciously encountered the notebook in order
to endorse its reliability (such conscious encounter, for Clark, falls foul of
the first horn of the extended knowledge dilemma). Rather, his answer
appealed to supbersonal epistemic hygiene.
Just as attempted epistemic hygiene at the personal level could be either
reliable or unreliable (compare here inferring from tea leaves versus from
inferring reliable inference rules), the same is of course the case at the subpersonal level. And given that some subpersonal processes (consider here
some of your unconscious biases that lead you astray) are unreliable, on
a view like Clark’s, it could only our reliable (i.e., truth conducive) subpersonal routines that actually have have the capacity to confer positive
status on beliefs reached through relying on extended equipment (e.g.,
Otto’s notebook), through reliable subpersonal sensitivity to the truthconduciveness of the process that incorporates that equipment.
It looks then for Clark, then, that (to use his expression) “reliable subpersonal epistemic hygiene” is necessary and sufficient to do the epistemic
work needed explain why when Otto retrieves accurate information
from his notebook, he gets not mere true belief but (moderate extended)
knowledge.24
What I want to press now is specifically the sufficiency leg of the above
view. With this in mind, consider now the following case featuring an
epistemically serendipidous brain lesion25 :
24 This at any rate looks like a fair characterisation of the way he describes the subpersonal view as applied to the Otto case in (2015, 3769–70).
25 This case is an adaptation of a case familiar from Alvin Plantinga (1993, 195–98,
205–7).
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OTTO (SERENDIPIDOUS BRAIN LESION): Otto’s
normal supbersonal mechanisms of epistemic hygiene (of
the sort Clark (2015) adverts to) have been compromised,
as an unfortunate side-effect of some medication he is
taking. As a result, these ordinary mechanisms only
haphazardly provide the kinds of ‘quality checks’ on
Otto’s extended process of using extended memory, below
whatever threshold for reliability would be necessary for
supporting knowledge. However, a second side effect
of this medication is the development of a brain lesion,
which Otto is entirely unaware of, and which has the
peculiar effect of picking up the slack where his ordinary
mechanisms of subpersonal epistemic hygiene have let him
down. The brain lesion reliably, by luck, performs the kinds
of subpersonal checks and balances on the reliability of
the process of using the notebook which, for Clark, the
subpersonal processes which have been compromised as a
side-effect of the medication would have ordinarily played.
Let me explain why I think the above case poses a worry for Clark’s supbersonal strategy. Firstly, it is a widespread view in contemporary epistemology – ever since Plantinga’s (1993, 195–98, 205–7) original brain-lesion
case posed as a criticism of standard process reliabilist views of knowledge
– that (in short) reliability sourced in an undetected brain lesion is simply
not the kind of reliability that can support knowledge.26
But if we follow the standard line here that brain-lesion-sourced reliability
isn’t enough to convert a true belief to knowledge (as the standard process reliabilist would seem committed to), then, – crucially for our purposes – likewise we should not expect undetected brain-lesion-sourced reliability to be enough to ‘convert a true belief into knowledge’ indirectly
– e.g., by performing the kind of subpersonal epistemic hygiene routines
26 (Compare: neither, as the thought goes with these kinds of thought experiments
against standard reliabilism, is reliability sourced in undetected clairvoyance (BonJour
1980) or sourced in an undetected thermometer stuck in one’s head (Lehrer [1990]
2018)).
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that Clark takes to support (moderate) extended knowledge in the case of
Otto. And – what goes for moderate extended knowledge will then also
go for strong extended knowledge: when Otto is not looking at his phone
or notebook, the information in the book can’t rise to the level (a propos
the Conversion Question) of dispositional knowledge simply because undetected brain lesion-sourced reliable subpersonal mechanisms have been,
by fluke luck, providing unconscious checks and balances on the reliability of notebook.
In order to address this worry without biting the bullet that brain-lesionsourced reliability is as good as any other kind of reliable supbersonal epistemic hygiene, it seems that Clark would need to offer some principled
way of disgintuishing why some (but not all) subpersonal reliable processes are capable of doing the relevant kind of reliable epistemic hygiene
work needed.
It is worth briefly noting a second limitation to this kind of strategy – one
we will pick up again a bit in the next chapter, and in more detail in Chapter 4. The second limitation is implied by a desiderata that we presumably
want to hold any theory of knowledge (or any sort, extended or otherwise)
accountable to, which is that we any theory of knowledge ought to give
us the resources to satisfactorily defend that knowledge we have against
sceptical challenges – viz., challenges to the scope of knowledge satisfying
the criteria proposed by the theory. Wiht that in mind, what is not initially obvious at how such a desiderata is going to be met for a proponent
of a view of knowledge that drops the relevant epistemic work (which distinguishes mere true belief from knowledge) from the personal-level to
the subpersonal-level. (Consider, after all, that while supbersonal mechanisms might be useful for hygiene related to the notebook, subpersonal
mechanisms don’t provide hygiene at the second-order against the sceptic – it looks as though, here, we need the personal-level of description).
Here isn’t the place to fully develop this second kind of worry (and the
desiderata driving it) – but it is one we’ll return to in more depth in what
follows.
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2.3

Concluding remarks

This chapter began by posing and sharpening the Conversion Question –
viz., what is needed to convert mere correct digitally stored information
into digital knowledge?
In the course of considering some candidate answers to this quesiton,
we’ve distinguished between moderate extended knowledge and strong
extended knowledge, where an account of the latter, if compelling, would
serve to answer our guiding conversion question.
As we’ve seen, the kinds of answers to the Conversion Question that we’ve
canvassed on behalf of Pritchard, Palermos, and Clark each relies on an interestingly different strategy. What’s been instructive to see is how these
researchers have thought (very differently!) about the relationship between:
(i) what has to happen for an artifact to be ‘ruled in’ as part of an extended cognitive process; and
(ii) what has to happen for an artifact to be ruled in as part of the kind
of cognitive process that is capable of generating (moderately) extended knowledge.
For Pritchard, satisfying (i)-style conditions doesn’t entail the satisfaction
of (ii)-style conditions, given that to satisfy (ii)-style conditions the subject must have at some point also acknolwedged the reliability of the extended process. For Palermos, satisfying (i)-style conditions ensures the
satisfaction of (ii)-style conditions, so long as the satisfaction of (i)-style
conditions is understood in line with dynamical systems theory. And for
Clark, satisfying (ii)-style conditions will ensure that you dont’ satisfy (i)style conditions, unless (ii)-style conditions are satisfied via thoroughly
subpersonal epistemic hygiene that does not include conscious encountering of the relevant artifact.
As we’ve seen, there are important limitations to each of these strategies;
none delivers a satisfactory account of moderate extended knowledge –
and consequently, none of these strategies is going to support a satisfac90

tory account of strong extended knowledge of the sort needed to address
the Conversion Question.
In the next chapter, we’ll explore a way to avoid the problems that face all
of these approaches – and in doing so, defend an answer to the Conversion
Question that holds up to scrutiny.

2.4

Appendix: Generativism and Preservantism in the epistemology of (extended)
memory

One longstanding dividing line in the epistemology of memory concerns
the matter of justhow memory serves to support knowledge of what we
remember when it does. Here the two most prominent answers are given
by (i) generativism; and (ii) preservantism.27 In this appendix, I want to
briefly explain this distinction and how it interfaces with the distinction
drawn in this chapter between moderate extended knowledge and strong
extended knowledge.28
According to generativism (e.g., Huemer 1999), there is a close analogy between memory and perception. The idea is that, just as the phenomenology involved in perception is claimed to generate positive epistemic status
for one’s perceptual beliefs, so likewise, the phenomenology of recalling
generates positive epistemic status for one’s memorial beliefs. While this
view might have some initial plausibility (it seems like “because I seem to
remember it!” might be a reason we’d supply for thinking something is
true), generativists in the epistemology of memory are in the minority;
one notable and prima facie problematic implication of the view is that it
appears committed to the result that the more we recall a phenomenon
the greater the epistemic support the recalled content enjoys.29
27 For some helpful overviews of this distinction, see, e.g., Bernecker (2011) and Senor
(2005).
28 See also here Carter and Pritchard (2020) for related discussion.
29 See McGrath (2007) for discussion here.
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The more standard view, preservativism (Burge 1993) by contrast, draws a
closer parallel between memory and testimony than between memory and
perception. Just as testimony can transmit positive epistemic status from
one person to another, memory is said to preserve positive epistemic status
from one time to another. In concrete terms, what this means is that – on
the preservantist view – if you justifiably believe (or know) p on the basis of memory, then you must have acquired this justification/knowledge
in a non-memorial way at some earlier time (Bernecker 2011). As Sven
Bernecker puts it, the preservantist maintains that:
Memory cannot improve the epistemic status a belief has
at the time of recall vis-à-vis the epistemic status it had at
the time it was originally acquired. Memory is incapable
of making an unknown proposition known, an unjustified
belief justified, or an irrational belief rational—it can only
preserve what is already known, justified, or rational: (2011,
330)30
In the simple case of Inga (relying on biomemory), then, this means that
if Inga knows the Museum of Modern Art is on 53rd Street by consulting her biomemory, she must have had, at some previous time, acquired
non-memorial epistemic support for this belief. For example, we might
suppose that Inga came to acquire this information via perception (e.g.,
seeing the building) or testimony (learning from a trusted source), stored
this non-memorially justified information in memory and then retrieved
it at a later time, when she (in forming an occurrent beLief ) knows via
memory that the Museum of Modern Art is on 53rd Street.
30 Likewise, on the preservantist view, if you are (non-memorially) justified in believing p at a previous time, and retain p in memory, p is (when retrieved from memory at a
later time) prima facie justified for you at that later time, where the ‘prima facie’ is meant
to signal defeasibility. For example, on the preservantist line, the justification for your
belief (retrieved from memory) that the Museum of Modern Art is on 53rd street can
be defeated through the acquisition of an undefeated defeater – e.g., suppose you learn
from reliable testimony that the Museum has temporarily moved. Such defeasibility is
applicable equally to both Ingo who uses biomemory and Otto who uses extended memory.

92

Likewise, we give can envision a structurally analogous preservantist story
about Otto. If Otto knows the Museum of Modern Art is on 53rd Street
by consulting is extended memory (i.e., the notebook or phone), he must
have had, at some previous time, acquired non-memorial epistemic support for this belief. Otto might have acquire this information originally
via perception or testimony, stored this non-memorially justified information in his (extended) memory (i.e., notebook) and then retrieved it at a
later time, when he (in forming an occurrent belief ) knows via memory
(i.e., attains moderately extended knowledge) that the Museum of Modern Art is on 53rd Street.
Likewise, we can envision (structurally analogous) generativist stories for
both Inga and Otto, when they form a belief by retrieving information
from memory. In Inga’s case, memory generates positive epistemic status for her memory-retrieved belief because seeming to remember from
biomemory generates positive epistemic status for her belief. Otto’s story
here is going to be structurally the same, despite a somewhat different phenomneology: In Otto’s case, (extended) memory generates positive epistemic status for his memory-retrieved belief because the experience of retrieving from extended memory generates positive epistemic status for his
belief.
Note that both of these competing preservantist and generativist stories
described above Otto/Inga are applicable in cases where Otto and Inga
in fact retrieve information from memory; and so the above stories offer
different ways to think about what has to happen for memory retrieval to
support occurrent knowledge – in Otto’s case, this will be a story about
moderate extended knowledge, which is occurrent extended knowledge.
Let’s now consider how the preservantism/generativism distinction applies differently to Otto and Inga if we shift from the occurrent to dispositional case – viz., when we ask about Inga’s and Otto’s dispositional
knowledge – in the Otto’s case, this will be a story aobut strong extended
knowledge, which is dispositional extended knowledge.
The reader will notice immediately that generativism lacks at any prima facie applicability whatsoever in explaining how memory serves to support
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dispositional kowledge, be it of the intracranial sort Inga hosts or the extracranial sort Otto hosts. This is because no occurrent belief is formed
in these cases, and so one lacks the relevant phenoemeonlogy.
However, I think such an assessment is too quick. While I favour a preservantist story, both have applicability to dispositional as well as occurrent
memory-supported knowledge – and for Otto, this means that strong
extended knowledge via memory could potentially be glossed in either
preservantist or generativist lines – though in the later case, we will need
to add a few twists to make such a story work.
Let’s consider (respective) preservantist stories for Inga and Otto, when
what is at issue is dispositional knowledge, possesed in virtue of storing
dispositional beliefs (in biomemory and in external storage, respectively).
The preservantist line for Inga is relatively straightforward: when Inga
dispositioally knows p at t 1 , this will imply that at t 0 Inga acquired nonmemorial grounds for p and believed p on those grounds and then reliably enough preserved in biomemory. Equally straightforward here is the
preservantist story for Otto: when Otto dispositinoally knows p at t 1 , this
is because at t 0 Otto acquired non-memorial grounds for p and believed p
on those grounds and then reliably enough preserved p in extended memory.31
A gloss of dispositional knowledge (for Inga as well as Otto) in a generativist spirit – even if not strictly a generative proposal – might go as follows. When Inga dispositioally knows p at t 1 , this will imply that at t 1 it is
true of Inga that (i) p is stored in memory at t1 , and (ii)were Inga to form
an occurrent belief p at t1 the experience of her doing so would generate
for her positive epistemic status for believing p. And, mutatis mutandis,
for Otto: When Otto dispositioally knows p at t 1 , this will imply that at
31 Of course, there will plausibly be more conditions required for dispositional knowledge – for example, the kinds of conditions that Pritchard, Palermos and Clark purported to offer, and which we critiqued, in this chapter. What is described here is merely
what is implied about any dispositional knowledge Inga and Otto might have (regardless
of what the substantive conditions are for possessing such knowledge), if preservantism
is true as a theory about how memory functions to support knowledge.
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t 1 it is true of Otto that (i) p is stored in (extended) memory at t1 , and
(ii)were Otto to form an occurrent belief that p at t1 the experience of his
doing so would generate for him positive epistemic status for believing p.
It is worth emphasising that these generativist and preservantists glosses
on Otto (and the Inga comparison) in the moderate extended knowledge
case and in the strong extended knowledge case are not meant to be ‘substantive theories’ of moderate and strong propositional knowledge. Such
substantive theories were, e.g., what Pritchard, Palermos and Clark purported to offer, and which I’ll be offering in the next chapter. Rather,
these preservantist and generativist glosses are meant to be descriptions
of the mechanisms by which memory supports positive epistemic status
of beliefs stored in memory – and the aim of this appendix has been to
give the reader a sense of what these contrasting stories woudl look like in
the cases of both moderate and strong extended knowledge, substantive
views of each I’ll now set out in Chapter 3 to defend.
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Chapter 3
The Nature of Digital Knowledge:
A Bi-Level Account
3.1

Introduction

In the previous chapter, we examined in some depth three very different
accounts of moderate extended knowledge, and we considered how each
might be tweaked to support an answer to the Conversion Question:
Conversion Question: What is needed to convert mere correct digitally stored information into digital knowledge?
As it turned out, though, the views we considered in Chapter 2 –
Pritchard’s COGAWEAK account, Palermos’s DST-based account, and
Clark’s subpersonal strategy – each ran in to its own problems, despite
getting certain important things exactly right.
Pritchard’s COGAWEAK view seems to get the right result in the cases of
Otto, Blotto, and Blotto*, as well as Otto (brain lesion) at the price of
facing two challenges: the bio-asymmetry challenge and the endorsement
credentials challenge. Palermos’s DST-based account, on the other hand,
gets the wrong result in both Blotto and Blotto*, despite avoiding prob96

lems elsewhere. Clark’s supbersonal account, by contrast, gets the wrong
result in Blotto and Otto (brain lesion), despite avoiding problems elsewhere.
The table below summarises just where each of these three approaches
comes up short.

Otto (moderate ext. K)
bio-asymmetry
endorsement cred. problem
Blotto (no K)
Blotto* (no K)
Otto (brain lesion) (no K)

COGAWEAK

DST VIEW Subpersonal view

✓
x
x
✓
✓
✓

✓
✓
(N/A)
x
x
✓

✓
✓
(N/A)
x
✓
x

As the reader can see from this scoreboard, every desiderata on the lefthand side of the table is successfully accommodated (or sidestepped1 ) by
at least one of the three views we considered. However, none of these views
is without at least two problems.
But the situation is perhaps even more vexed. This is because succeeding
in meeting some of these desiderata on the left hand side seems as though
it would be at the cost of raising other problems elsewhere. For example, it
looks like getting the right result in the Blotto case requires placing some
kind of Pritchard-style ‘reliability endorsement’ condition on moderate
extended knowledge; but doing this then just opens the door to the bioasymmetry and endorsement credentials challenges. By contrast, avoiding
bio-asymmetry also would seem to come at a price; if we avoid bioasymmetry by going with a DST-style view such as Palermos’s, the cost is that
we’ll get the wrong result in Blotto and Blotto* cases; and if we try to avoid
1 Given that Palermos and Clark do not require an ‘reliability edorsement’ condition

as Pritchard does, I’ve described them in the table (using ‘(N/A)’) as sidestepping that
particular problem (as it is inapplicable), as opposed to directly accommodating it – viz.,
in the sense that their views directly accommodate the bio-assymetry challenge.
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bioasymmetry by going with a Clark-style subpersonal strategy, the cost is
that we’ll get the wrong result in the Blotto and Otto (brain lesion) cases.
Given that (as we’ve seen) problems with an account of moderate
extended knowledge will have ‘knock-on’ effects that would sink any
account of strong (i.e., dispositional) extended knowledge, it might seem
as though a good answer to the Conversion Question will prove elusive.
But pessimism here is premature!
In what follows in this chapter, I’m going show how – by drawing from
the framework of bi-level virtue epistemology – we have just the materials
we need to develop promising accounts of moderate and strong extended
knowledge, where a viable account of the latter will (finally!) offer a good
answer to the Conversion Question, by explaining how to convert mere
digital informaiton into (dispositional) knowledge.
Here is the plan. §3.2 develops an account of moderate extended knowledge and shows how compares favourably to the competition; and §3.3
then – building from this account of moderate extended knowledge – develops a view of strong extended knowledge, answering the Conversion
Question. §3.4 considers some objections and replies.
Key to the overarching view that will be defended in this chapter is an
idea at the heart of bi-level virtue epistemology, which is that knowledge
comes in different grades of quality – there is a kind of first-order knowledge that requires that just that we believe truly through ability (regardless of whether we know that we have done so) and a higher, reflective
level, which requires – in addition – knowledge that the correctness of
our belief manifests ability.
An application of this core idea will both show us a surprisingly straightforward way out of the problematic noted above, and it will offer a fresh
way to think about digital knowledge and its value to us as both intracranial thinkers and cognitive offloaders.
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3.2

Two kinds of moderate extended knowledge

Recall our working template statement of moderate extended knowledge:
Moderate extended knowledge: S’s knowledge that p
is moderately extended iff it is the result of an extended
cognitive process (by the lights of HEC).
Of course, ‘by the lights of HEC’ can be glossed in at least two different
ways which we reviewed in Chapter 2 – viz., it can be given a commonsense
functionalist gloss (whidh is standard from Clark and Chalmers (1998))
or it can be given a Palermos-style dynamical-systems-theory gloss (where
what matters for extended cognition in the latter case is only whether the
releant feedback loops are present.) For our purposes in this chapter, nothing will ultimately hang on which of these views in the philosophy of cognitive science gloss we opt for – though for ease of exposition, I’ll discuss
HEC (where applicable) using the standard language of functionalism.
In what follows in this section, I’ll sketch a substantive account of moderate extended knowledge – one that goes beyond the bare template above
to illuminate the nature of moderate extended knowledge. The account of
moderate extended knowledge will be developed in two parts; §3.2.1 offers a simple account of first-order moderate extended knowledge; §3.2.2
offers an account of second-order, or reflective, moderate extended knowledge. This ‘bi-level’ picture of moderate extended knowledge will then be
shown to outperform the competition considered.

3.2.1

Moderate extended knowledge as apt belief

Accuracy, adroitness, aptness: a primer
A simple and intuitive idea – at the heart of virtue epistemology – is that
any kind of performance with an aim internal to that performance-type
can be evaluated along three dimensions:
(i) accuracy – i.e., we can ask whether the performance succeed in at99

taining its aim;
(ii) adroitness – i.e., we can ask whether the was the performance competent (i.e., adroit), and regardless of whether it succeeded in attaining its aim.
(iii) aptness – i.e., we can ask whether the performance was accurate
because adroit.
For a concrete illustrative example, consider the case of archery. An
archer’s shot is accurate if and only if it hits the target. And regardless
of whether it hits the target, it might be adroit – viz., it might be fired
in a manner that would usually (enough) result in a successful shot, in
normal conditions. If the shot is both accurate and adroit – and further,
if the shot’s accuracy is because of the adroitness – then the shot is apt.
The virtue epistemologist’s key insight is this: if we think of a belief as
a kind of cognitive performance (aimed at truth), then – conveniently –
we can straightforwardly evaluate beliefs along these very same ‘Triple A’
dimensions (accuracy, adroitness, and aptness), where accurate belief =
true belief, adroit belief = justified belief, and apt belief = known belief.
The framework I’m calling ‘bi-level’ virtue epistemology is actually a bit
more involved than the above2 , but the above ‘AAA’ framework for evaluating beliefs is good enough for us to get going – and to start thinking
about how (moderate) extended knowledge might be brought together
with this simple ‘AAA’ account.
The key – I want to now suggest – lies in the second ‘A’ – viz., adroitness. A
belief is adroit (alternatively: competent) iff it issues from a skill exercised
by a subject who is in propershape and properly situated to exercise that
skill (notice we have another acronym: ‘SSS’, for skill/shape/situation).
Ernest Sosa (2017, 191–2) offers a helpful example for thinking about
skill, shape, and situation, as these pertains to one’s performance when
driving a car. Obviously, your being such that it’s true of you that you’d
2 For an early development of bi-level virtue epsitemology, see Sosa (1991).

For more
recent developments, see, e.g., Sosa (2010, 2015, 2017, 2021). For a variation on this
framework, see Carter (2020b).
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drive successfully if you tried requires all kinds of things be in place. First,
you need things like a brain, and muscles, and arms, and you need your
brain and nervous system to be configured a certain way (i.e., not anyone
with a brain and two arms can drive a car!) But you also need more than
that to be such that you’d succeed if you tried. You also presumably need
things like sobriety, and freedom from ropes tying your arms. And even if
you had all that, you’d also need to be situated in car (on the road), under
conditions of ambient oxygen and light, etc. Sosa’s ‘SSS’ acronym helps us
to think more sharply about these multifarious kinds of things that need
to be in place for you to be disposed to drive a car well if you tried.
First, anyone disposed to drive a car well must have an inner kind of core
skill – viz., a ‘physical seat’ of their disposition to drive a car reliably – that
supervenes just on their brain, nervous system, and body; this core skill is
what a good driver retains even while asleep or drunk or with hands tied
(i.e., even if they are in improper shape for driving) or deprived of a car,
ambient light, or oxygen (i.e., improperly situated to drive).
We can heuristically test for skill possession by using simple ‘triggermanifestation conditionals’3 ; for example, if I want to know whether you
have the skill to drive a car, I ask: would you perform reliably enough
behind the wheel if you tried to drive while in proper shape for driving
and properly situated? The answer will be ‘yes’ if you indeed have a
certain configuration of brain, nervous system and body (which would
support reliable performance in normal conditions), and regardless if
you are actually in the right kind of shape or conditions to perform.
Note further: suppose you would perform unreliably (viz., you’d wreck
the car) if placed on a highly slick road or drugged with crystal DMT
while behind the wheel; would such considerations count against your
possessing the skill to drive a car? No; what matters is just whether,
given how you are internally constituted, it’s true of you that you’d do
well enough in the right conditions for driving, e.g., whenever you are in
proper shape and properly situated.
A further piece of terminology to introduce here is that of a complete com3 For a detailed discussion, see Sosa (2010).
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petence: suppose you do possess the skill to drive a car (you’ve got right
kind of configuration of brain, nervous system, arms, legs, such that you’d
succeed reliably enough if you tried and were in proper shape and properly situated) and you in fact are in proper shape and properly situated,
then – in those conditions – you possess not only the skill but, additionally, what Sosa calls a complete competence to drive a car; now you are
such that you would succeed reliably enough if you tried (period). Now
– linking this all back up with adroitness; we can characterise ‘adroitness’
in terms of complete competence in the following way: one’s driving is
adroit iff it issues from a complete competence, viz., from a skill (to perform
reliably enough) exercised by one who is in proper shape and properly situated to exercise that skill.
And – for the virtue epistemologist – what goes for the skill (and complete
competence) to drive a car goes equally for epistemic skills; e.g., you have a
relevant visual-perceptual skill provided (given how your are constituted)
your perceptual beliefs would be reliably enough correct when you are in
proper shape (that is, awake, alert) and properly situated (not in the dark,
in thick fog, and so on). And the same goes for other epistemic skills, such
as memory skills. The reader can probably see where this is headed now.
Moderately extended apt and transorganismic skill
With the above (rather brief ) background to virtue epistemology, we have
all the core tools we need to see how it would be possible to connect the
ideas of (i) moderate extended knowledge; with (ii) the virtue epistemologist’s characterization of knowledge as apt belief.
To a first approximation (which we’ll refine as we go on) the idea is as
follows. Knowledge is apt belief. Apt beliefs are accurate because adroit.
This means they are true because of the exercise of a (cognitive) complete
competence, viz., a complete competence to believe truly reliably enough.
The exercise of a (cognitive) complete competence is the exercise of a cognitive skill when in proper shape and properly situated for the exercise of
that skill. In simple case of Inga, we may assume that her cognitive skill
pertinent to memory is a skill that exhibits exclusively intra-organismic su102

pervenience; that is, her memory skill supervenes on, and only on, parts of
biological brain. However, as this line of thought goes, whenever a cognitive skill exhibits trans-organismic supervenience (i.e., the cognitive skill
supervenes not entirely on one’s biological parts, but also at least partly on
some external artifact), then it follows that the exercise of that (transorganismic) cognitive skill would (trivially so!) be a process that is a candidate
for an extended cognitive process (by the lights of HEC); it will after all, be
a process that is cognitive and which also incorporates part of the world.
To sharpen our terminology further, let’s use ‘intraorganismic skills’ to refer to those skills that have an exclusively intraorganismic supervenience
base, and ‘transorganismic skills’ to refer to those skills that at least partly
supervene extra-organismically. Likewise: we can define cognate terminology for complete competences. Let’s say that a subject has a complete
intraorganismic competence iff they have an intraorganismic skill and are in
proper shape and properly situated to exercise it; and that one has a complete transorganismic competence if they have a transorganismic skill and
are in proper shape and properly situated to exercise it.
Recall now that – on the generic template statement of moderately extended knowledge – such knowledge is (as such) produced via an extended
cognitive process (by the lights of HEC); with this in mind, we are now
in a position to substantively characterise moderate extended knowledge
(along the virtue epistemologist’s lights) as follows:
Moderate extended knowledge (virtue epistemology): A
subject, S, has moderately extended knowledge that p iff S’s
belief that p is apt on account of its accuracy (truth) issuing
from a complete transorganismic competence.
On the above view, then, the idea then is that when Otto consults his
iPhone diary to retrieve the information that the Museum of Modern Art
is on 53rd Street, he has moderate extended knowledge when he retrieving this information from his extended memory (by HEC) and forms the
corresopnding belief iff the belief he forms is apt (i.e., accurate because
adroit) on account of his exercising a complete transogranismic competence – viz., a transorganismic skill (which supervenes at least partly on
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his notebook) exercised in appropriate conditions.
The above characterisation still needs further unpacking, though, because
– as the reader may have noticed – I’ve not said anything yet about what
actually determines whether a given cognitive skill supervenes merely intraorganismically (on, e.g., one’s brain) or if it supervenes transorganismically (on, e.g., parts of one’s brain as well as, e.g., one’s iPhone or notebook).
Fortunately for us, there is an idea that is very much in keeping with the
original functionalist Parity Principle, and which can help us to draw a
principled distinction here. Here is the idea. Let’s take as a starting point
that, necessarily, the exercising of a cognitive skill is a process, one traditionally thought to play out via purely brainbound mechanisms. For example,
Inga’s exercising of her memory skill is a process by which she retrieves
information from biomemory, and furthermore, it is a process which (ex
hypothesi) plays out entirely inside her head, when she retrieves information from biomemory.
Question: which bits of Inga’s brain, exactly, does her (intraorganismic)
memory skill supervene on? Is it every part of her brain? There is really no
reason to think so; after all, not all parts of the brain are used in the process
of memory storage and retrieval.4 What the above observation suggests
is a very general idea about the supervenience bases of our traditional intraorganismic cognitive skills: traditional intraorganismic cognitive skills
supervenes on, at least, whatever parts of the brain are constitutive parts
of the process that must occur for the relevant cognitive skill to be exercised. The above, of course, means that Inga’s intraorganismic memory
skill must supervene at least partly on the part of her brain she uses for
memory storage; that part after all, is a constitutive part of the process
4 Compare, your skill to play the piano might supervene on your brain and hands –
perhaps your foot to use the pedal – but not on your nose. Your nose doesn’t feature
in the process that results when you exercise that skill. Likewise, the same is plausible,
mutatis mutandis, for cognitive skills like reasoning; your (intraorganismic) reasoning
skills will supervene on the parts of your brain that are actually part of the reasoning
process – the process that just is your exercise of your skill to reason.
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that must occur for her memory skill (as opposed to some other skill, say,
reasoning) to be exercised. In short: she ain’t exercising memory skill if
she ain’t using her memory.
The above idea offers a useful vantage point to now think about Otto. At
least – with reference to the Parity Principle – we should be saying just
the same thing about Otto as we are about Inga: just as she is not exercising memory skill if she’s not using her (bio-)memory, neither is he –
vis-à-vis extended memory. This point – in conjunction with the foregoing idea that cognitive skills should be taken to supervene on parts of
processes that are consitutive of the exercise of those skills – is suggestive
of an intuitive ‘parity-based’ heuristic for assessing whether a given cognitive skill supervenes merely intraorganismically or transorganismically.
The idea is a kind of ‘parity principle’ for transogranismic cognitive skill
supervenience:
Parity Principle (transorganismic cognitive skill supervenience): If a given cognitive skill X is such that it is exercised
via a process that includes an external part, E, which would,
by the Parity Principle5 , be part of a cognitive process if E
were internal, then that cognitive skill, X, is transorganismic
– viz., it supervenes at least in part on the external part E.
The above parity principle (for transorganismic cognitive skill supervenience) offers a principled way to explain why the aptness of Otto’s belief that p is apt on account of its accuracy (truth) issuing from a complete
transorganismic (as opposed to merely intraorganismic) competence. The
explanation we can now give is that Otto is exercising (in assumed appropriate conditions) a bona fide transorganismic cognitive skill, given that
his exercise of memory involves a process that includes an external part
(his phone/notebook) which, by the Parity Principle, would be part of a
cognitive process if it were internal. Notice that – with reference to the
5 Recall that the Parity Principle maintains that “[I]f a part of the world functions as

a process which, were it to go on in the head, we would have no hesitation in accepting as
part of the cognitive process, then that part of the world is part of the cognitive process”
(Clark and Chalmers 1998, 11).
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above heuristic principle, whatever cognitive skill Otto exercises when he
consults a phonebook to retrieve information is not a skill with a transorganismic supervenience base; this is because in exercising his skill in eliciting information from the phonebook, the ensuing process does not have
an external part that, by the Parity Principle, woudl be part of a cognitive
process if it were internal. (As we discussed in Chapter 2, the Parity Principle, and associated Glue and Trust conditions6 rule out use of a phonebook as part of an extended cognitive process). So far, so good.
The idea that you have moderately extended knowledge just when the aptness of your belief is on account of its accuracy (truth) issuing from a complete transorganismic competence already does well by our scoreboard. Let’s
take each point in turn. Does it accommodate the idea that Otto has moderate extended knowledge? Yes (as we’ve just seen – (✓)). And this result
is achieved (in contrast with COGAWEAK ) without any commitment to
epistemic bio-asymmetry (✓); moreover, because there is no endorsement
condition, the view sidesteps the encorsement credentials problem (N/A).
There is also good news when it comes to Blotto* and Otto (brain lesion).
The view gets the right result in Blotto* (✓) (viz., that Blotto* lacks moderate extended knowledge) because Blotto* lacks an apt belief; remember,
aptness requires adroitness – and Blotto*’s beliefs formed by consulting
his glitchy black box are unreliable, and thereby unadroit. And further,
the view – as a version of virtue epistemology – rules out cases of brainlesion-sourced reliability as cases of knowledge, and so faces no problems
ruling out Otto (brain lesion) (✓).7
The fly in the ointment, however, is Blotto. Remember that Blotto uses a
black box (a cleverly disguised smartphone - with the same functionality
6 In particular, see the discussion in Chapter 2 about the past endorsement condition

(see also Clark and Chalmers 1998, 17).
7 John Greco (1993) summarises this point helpfully in his passage that: ‘[V]irtue
epistemology puts a restriction on which reliable cognitive processes can give rise to
knowledge. Only processes which are grounded in a properly functioning cognitive faculty are epistemically worthy. In the brain tumor case, of course, S’s cognitive process
is not grounded in a properly functioning faculty. In that case the process is a result of
cognitive malfunction’. (1993. 420).
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as Otto’s) the reliability of which Blotto has no conception of whatsoever.
Although Blotto’s black box clearly gets ruled in as extended memory provided Otto’s does (this is stipulated as part of the case), there remains an
important sense in which Blotto is clearly epistemically worse off than
Otto, if we assume Otto does know that his extended process of storing
memory in the phone is reliable. Pritchard (2010) captures this point by
suggesting that when you incorporate something new into your cognitive
architecture – whether it be a brain chip, or for that matter, a piece of
external equipment meant to preform a function previously played by onboard cognitive equipment – a reflective endorsement condition is then
triggered, such that it now must be satisfied for the process to be knowledge conductive. As Pritchard puts it:
such change cries out for the agent to take a reflective stance
on the epistemic standing of [the] change… we would require him to form a view as to the reliability of this process,
and the source of this reliability, before we would regard the
process as knowledge-conducive (2010, 147)
Of course, as we noted in Chapter 2, it is precisely this kind of requirement that then commits Pritchard to bio-asymmetry. However, – despite
this cost – the payoff of this kind of condition (implied by COGAWEAK )
is that it offers a straightforward way to make sense of why Blotto seems
to fall short epistemically. Moderate extended knowledge (VE), however,
while avoiding a commitment to bioasymmetry, imposes no such reliability endorsement condition, and seems – at least given what we’ve said so
far – to have no way to make sense of where Blotto falls short.
Thus, the scoreboard for Moderate extended knowledge (VE) does well
overall, but with an important blemish:
Moderate extended knowledge (VE)
Otto (moderate ext. K)
bio-asymmetry
endorsement cred. problem
Blotto (no K)

✓
✓
(N/A)
x
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Moderate extended knowledge (VE)
Blotto* (no K)
Otto (brain lesion) (no K)

3.2.2

✓
✓

Moderate reflective extended knowledge

Fortunately, virtue epistemology is not limited to just the resources described in §3.2.1. There’s more to the story – and these extra resources
are just what’s needed to improve on the picture just sketched. The goal
now is to show how, when it comes to moderate extended knowledge, we
can in fact (by incorporating these additional resource) get the Blotto case
right and, crucially, do this (unlike Pritchard) without any commitment
to bioasymmetry, and, with a satisfactory way to handle the endorsement
credentials problem (see §2.2.1).
But before we see how the extra resources of virtue epistemology offer the
way to get these goods in the case of moderate extended knowledge, let’s
add the key extra bits of theory we need.
Recall our initial sketch – using archery as an illustrative example – of the
‘AAA’ assessment structure – with reference to which any aimed performance type (including beliefs) can be evaluated as accurate, adroit, and
as apt (viz., accurate because adroit). In the case of archery, what makes
a shot apt is that the shot hits the target manifests her complete archery
competence, viz., her skill to hit the target reliably enough when in proper
shape and properly situated, exercised when she is in fact in proper shape
and properly situated.
But what if very easily our archer - let’s call her Diana – could have been
improperly situated? Here’s a case which can help to illustrate this.8 Suppose Diana is a highly skilled archer, about to practice on an archery range
with five targets, each set at a distance away from where Diana is very reliable. Diana chooses the middle one at random, fires skilfully, and hits
8 This

case is a variation on the ‘forcefield’ case due originally to Duncan Pritchard
(2009a, 411).
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the bullseye. The twist in the tale, though, is that unbeknownst to Diana,
all of the targets except for the one she chose were surrounded by invisible
forcefiels which repel anything that comes near them.
Obviously, Diana very easily could have selected one of these forcefieldguarded targets (she after all chose at random) and so she very easily could
have been improperly situated. But she was in fact not improperly situated; the target she selected was an ideal range away from her, a distance
from which she is reliable - and there was no ‘funny business’ going on.
No forcefield surrounded her target; everything was just right.
The situation for Diana, then, seems to be this. First, her shot is apt; it
is accurate, and the accuracy is due to her exercise of a complete competence. However, the second key point is that Diana is such that very easily
she would have shot inaptly. In this respect, her performance seems subject to credit-reducing luck in a way that it would not have were Diana to
have not merely hit the target aptly, but to also have (let’s suppose) known
that not easily would her shot have been inapt apt. She didn’t know this
here, as it wasn’t true. But she might have done so either on a different
(normal) range, or had she learned first on this range which targets had
the forcefields around them and which did not.
Notice that what goes for Diana goes also for another character – muchdiscussed in contemporary epistemology9 – ‘Barney’ who spots a barn
from the side of the road, but unbeknownst to him, the barn is surrounded
by fakes that look no different from real barns. Barney’s belief ‘there is a
barn’ – when looking at the genuine barn – is apt, even though very easily
he would have believed inaptly.
We are now in a position to introduce a new piece of terminology.
Diana’s shot and Barney’s belief are apt, but they are not reflectively apt.
Any performance is reflectively apt if and only if it corresponds to an
apt second-order belief that the shot would likely enough be apt. Trivially,
Diana would count as having an apt second-order belief that her shot
9 This

is the classic ‘fake barn’ case, due originally to Ginet (1975) and popularized
by Goldman (1977).
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would likely enough be apt only if she has an accurate and adroit belief
(with this content).10 But clearly in the case described she does not
(although her shot was apt, there was a high risk of inaptness of which she
was entirely oblivious). And the same goes for Barney, in the epistemic
case: Barney has an apt belief, but this belief is not reflecitvely apt –
which it would have been Barney’s belief not only apt, were Barney to
have an apt second-order belief that the shot would likely enough be apt.
Now, for one final bit of terminology, and then we’ll apply these new concepts to the case of moderate extended knowledge. The final bit of terminology is that of reflective knowledge, which (in the epistemic case of
interest to us) is equivalent to reflectively apt belief. Of course, by making this equivalence explicit, we’re countenancing two grades of knowledge.
There is the kind of knowledge that requires only apt belief. But there is
also a more demanding kind of knowledge – reflective knowledge – that
requires not only apt belief, but reflectively apt belief. This distinction between grades of knowledge, which line up with apt belief and reflectively
apt belief, offers us a fresh perspective to think about the wider problematic of cases we’ve been using to test our accounts of moderate extended
knowledge.
10 There

is a further piece of terminology, which is an important part of the bi-level
virtue epistemology framework that’s been developed by Ernest Sosa, but which is not
strictly needed to navigate the extended knowledge problematic, and so which I’m not
going to focus on at present. This additional bit of terminology is that of ‘full aptness’;
According to Sosa, a performance is fully apt if and only if it is guided to aptness through
the agent’s reflectively apt risk assessment (Sosa 2015, 69). A performance can be reflectively apt without being fully apt – as will be the case when, e.g., a performer makes aptly
judges that her shot woudl be apt if taken, but then actually decides whether the take
the shot by flipping a coin, takes the shot, and it is apt. Such a shot is both apt and reflecitvely apt, but it is not guided to aptness by the apt belief that it woudl likely be apt.
In the epistemic case of interest, this means that one couuld have reflective knowledege
without (to use Sosa’s terminology) knowing full well. Again, since this additional piece
of terminology isn’t needed for our present purposes, I’m going to try to avoid unnecessarily complications by leaving it out of the picture. However, a fuller virtue-theoretic
account of moderate extended knowledge could very easily simply incorporate this additional element ot the picture, an element that was introduced by Sosa in Judgme3nt and
Agency (2015). For a more recent variation on Sosa’s account of fully apt judgment, see
Carter (2020b).

110

First – let’s consider two versions of the original Inga case, one where Inga
has reflectively apt memory based belief that the Museum of Modern ARt
is on 53rd St, and another where Inga has merely apt memory based belief
that this is so. And from here, we’ll then move on to Otto, and then to
Blotto – which was the case that eluded our previous simple, AAA version
of virtue epistemology.
Regarding Inga, in the merely apt memory based belief, let’s suppose there
is a trickster in the area who plays a peculiar kind of chancy game; for
each person who passes by the trickster, the trickster flips a coin to decide
whether to fill the room with invisible and undetectable nitrous oxide,
which would cause – among other things – temporary memory impairment for the passerby. Heads equals ‘invisible gas conditions’ tails equals
‘normal conditions’. As Inga walks by, about to reflect on where the Museum of Modern Art is located, the trickster flips a coin. Tails! Inga gets
the normal conditions.
Here, Inga’s belief, retrieved from biomemory, is apt. After all, she has by
stipulation an ordinarily, reliable biomemory, and she retrieves the relevant information in a paradigmatically good way, one that manfests her
skill to retrieve information from memory reliably enough when she is in
proper shape and properly situated.
Is Inga’s belief in the scenario desdribed also reflectively apt? The answer is
‘no’. While she was in perfectly good shape to exercise her memory (when
the trickster does not fill the room with the indetectable memory impairing gas), she very easily could have been in bad shape (had the trickster’s
coin landed differently) – and she wouldn’t have known the difference at
all. Her belief, accordingly, is not reflecitvely apt. It, recall, woudl qualify
as reflecitvely apt only if Inga has an apt second-order belief that her belief would likely enough be apt. But any second-order belief she might have
had that her belief retrieved from biomemory (that the Museum of Modern art is on 53rd St) would likely enough be apt would not itself be apt.
However, the situation changes if we run a variation on the case where
Inga, let’s suppose, is the one of the few passersby who knows about the
trickster’s game – and let’s suppose further the trickster has a ‘tell’ (wears
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a red cap if about to deliver gas - a green cap if not). Now, suppose that in
this further variation on the case, Inga walks in the room, spots the green
cap, and forms her belief, retrieved from memory, that the Museum of
Modern ARt is on 53rd street, and that were she to have seen the red cap,
she would have not trusted her memory until she left the room. In such
a case, when Inga does trust her memory that Museum of Modern ARt is
on 53rd street after seeing the trickster’s green cap, her belief is not merely
apt, but also reflectively apt; she knows what she retrieves from memory,
and (unlike in the case where she was oblivious to the risk to inaptness)
she aptly believes that she knows this.
Importantly for our thinking about moderate extended knowledge, everything we’ve just said about these two versions of the Inga case – applying
‘both tiers’ of the wider bi-level virtue epistemology framework – applies
equally to structurally parallel version of the Otto case. To generate a case
of mere apt (extended) memory based belief – viz., of mere moderately extended knowledge – let’s just switch out the details of the trickster. Our
new trickster doesn’t dabble with gas, but is a hacker who dabbles in Apple’s iCloud Calendar.11
ICLOUD TRICKSTER: A trickster, skilled in hacking, begrudges Otto for something that happened long ago. In order to exact revenge, the trickster hacks in to Otto’s iCloud
Calendar to change a few entries in the hopes of disorganising Otto’s life by way of corrupting his memory. For each
entry in Otto’s digital calendar the trickster considers corrupting, he makes his decision ultimately by flipping a coin:
heads = modify digital entry; tails = leave it. When the trickster discovers Otto’s entry for his doctor’s appointment today (noon), he flips a coin: heads = change the entry to 1pm,
tails = leave it the same. The result is tails. Shortly after
the trickster has (unbeknownst to Otto) spared this particular entry from modification, Otto consults his digital calen11 For

an early version of this case, see Carter (2013); related cases appear in Jarvis
(2015) and Carter (2017).
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dar, sees the entry stating that the doctor’s appointment is
at noon, and forms the corresponding belief.
The reader will notice that Otto, in ICLOUD TRICKSTER, is – epistemically speaking – in much the same situation as Inga is in when the
gas-wielding jokester flips the coin and decides (prior to retrieving a memory about the location of the Museum of Modern Art) not to release the
undetectable memory-impairing gas in the room. In that case, Inga had
a memory-based belief that was apt but not reflectively apt; and – in this
case where Otto is relying on extended rather than bio-memory – the diagnosis is going to be exactly parallel. Otto has an apt belief that is not reflectively apt. And, as in the case with Inga, we could ‘upgrade’ Otto from
aptness to reflective aptness if we run a parallel variation on the case where
we give Otto some way of spotting the trickster’s interference (as Inga did
by spotting the cap colour of the gas-wielding jokester.) Just suppose, for
example, that our hacker has a ‘tell’ and Otto knows it; the hacker’s modifications are done in all capital letters - and whenever Otto sees this, he
knows not to trust the entry (and so does not form the corresponding
belief ). Suppose now that, on this new variacion of ICLOUD TRICKSTER, Otto does not spot any capital letters, trusts that his digital calendar that the doctor’s appointment is at noon. Here, Otto is like Inga
after Inga has seen that the jokester is wearing a green cap. Inga then was
a candidate for reflective memory based knowledge, and by parity of reasoning, Otto likewise now is a also a candidate for reflective (moderately
extended) memory based knowledge.
Now, with the above distinction between mere moderately extended
knowledge and reflective moderately extended knowledge in play (as
illustratee by Otto in the two variations of ICLOUD TRICKSTER
above) we are finally in a position to return to the Blotto and his black
box, which unbeknownst to him is a reliable calendar.
Whereas the simple ‘AAA’ version of virtue epistemology simply attributes apt belief to Blotto (with no way of accounting for where Blotto
falls short in any way), bi-level virtue epistemology has the capacity to
support a more nuanced diagnosis of Blotto, which is as follows: Yes,
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Blotto has an apt belief when trusting his black box (which unbeknownst
to him is a perfectly reliable smartphone); for any given belief that Blotto
forms by trusting the black box, does he know that not easily it would be
inapt? He does not, no more than you know – say – the letters on the
bottom row of your eye exam when you affirm them (unbeknownst to
you, through impressive competence) without any conviction at all that
you are reliable at that letter, and wouldn’t easily miss any.12
Bi-level virtue epistemology, then, can explain where Blotto falls short –
he lacks reflective knowledge – even though he does have apt belief (and
so knowledge) of the sort Blotto*, whose black box is unreliable, lacks.
This kind of diagnosis is unavaiable to any of the other views considered.
Palermos and Clark don’t have the capacity to explain where Blotto falls
short epistemically, and while Pritchard does, he does in a way that doesn’t
distinguish Blotto from Blotto*; both lack knowledge.
An important further advantage bi-level virtue epistemology has over
COGAWEAK is that, we have no bioasymmetry but, although there
is a kind of ‘reliability endorsement’ condition on reflecive knowlege
specifically, there is question about the credentials of this endorsement,
as we saw there is for COGAWEAK . This means that what would be
needed to convert Blotto from mere moderately extended knowledge
to reflective moderately extended knowledge is not merely any kind of
endorsement that his method is reliable, but an apt belief that this is so.
For example, on bi-level virtue epistemology, if Blotto can to learn from
a reliable source that his black box is really an iPhone, and Blotto then
trusts the deliverances of the black box, he now has reflective knowledge –
not simply because (as COGAWEAK demands for knowledge simpliciter)
he has endorsed the reliabilty of the black box, but because he has done
so aptly and thus knowledgeably.
Taking this all together, then, bi-level virtue epistemology, when brought
to bear on the kind of moderate extended knowledge ‘problematic’ that
seems to vex other proposals, seems to offer us a way to get everything
right – which we’ve seen just isn’t possible for other substantive proposals
12 Compare with Sosa (2015, Ch.

3).
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of moderate extended knowledge. The final comparison of proposals then
is the following:

Otto (moderate ext. K)
bio-asymmetry
endorsement cred. problem
Blotto (no K)
Blotto* (no K)
Otto (brain lesion) (no K)

3.3

COGAWEAK

DST

Subpersonal

Bi-level VE

✓
x
x
✓
✓
✓

✓
✓
(N/A)
x
x
✓

✓
✓
(N/A)
x
✓
x

✓
✓
✓
✓
✓
✓

Strong extended knowledge: a bi-level account

The three accounts of strong extended knowledge envisioned and
critiqued in Chapter 2 were shown shown to fail precisely because they
were, in short, ‘built out of ’ bad materials – viz., that is to say, they were
predicated on accounts of moderate extended knowledge that themselves
were problematic.
The situation now, though, is more promising. With a working substantive characterisation of moderate extended knowledge now in hand – viz.,
the ‘two-tiered’ characterisation of moderate extended knowledge along
the lines of bi-level virtue epistemology – we’re now ready to shift focus
now to specifically strong extended knowledge, and to see what a bi-level
virtue-theoretic account of strong extended knowledge would look like.
Of course, it is a central point of bi-level virtue epistemology (VE)
that there are two grades of knowledge – corresponding with apt belief
(knowledge) and reflectively apt belief (reflective knowledge); and so in
the case of moderate extended knowledge, we distinguished on bi-level
VE between mere moderate extended knowledge, and reflective moderate
extended knowledge.
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We should expect this same distinction to re-appear when we transition
from theorising about moderate to strong extended knowledge – viz., and
so we should expect to countenance a distinction between (i) mere strong
extended knowledge; (ii) and reflective strong extended knowledge.
Zooming out now to take a wider look at things: Because a substantive
characterisation of strong extended knowledge implies an answer to the
Conversion Question – viz., the question “What is needed to convert
mere correct digitally stored information into digital knowledge?” — we
can now see the kind of shape that a viable answer to the Conversion Question is going to take. That is, the question “What is needed to convert
mere correct digitally stored information into digital knowledge?” will
get one answer when what’s at issue is mere digital knowledge, and another
more demanding answer when what’s at issue is reflective digital knowledge.
The plan for the remainder of this chapter is as follows: §3.3.1 gives
(a) an account of strong extended knowledge on bi-level VE, and then
(b) applies this account to the Conversion Question (and so says what
is needed to convert digitally stored information in to mere digital
knowledge); §3.3.2 then gives (a) an account of reflective strong extended
knowledge on bi-level VE, and then (b) applies this account to the
Conversion Question, (and so says what is needed to convert digitally
stored information in to reflective digital knowledge.)

3.3.1

Mere strong extended knowledge

Here is the account of (mere) strong extended knowledge which would be
suggested (in clause (iii)) by the account of moderate extended knowledge
defended thus far:
Strong extended knowledge (virtue epistemology) (SEKVE): S has strong extended knowledge that p (at t), iff
(i) p is true (at t), (ii) S dispositionally believes p at t, and
(iii) were S to form a true belief that p at t it would meet the
conditions for moderate extended knowledge – viz., it would
be apt on account of its accuracy (truth) issuing from a
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complete transorganismic competence.
Conditions (i) and (ii) are the same for all the accounts of strong extended
knowledge we’ve considered so far, as they are going to be implied by
any account of dispositional knowledge (regardless of where the relevant
memory storage is located). Clause (iii) – the counterfactual clause, is
what gives the account its substance. The key idea in clause (iii) is that to
dispositionally know that p (whenever p is in extended memory storage)
– the true information you’ve got in extended memory storage must be
such that were you to retrieve this information from extended storage and
form the belief that p, the true belief you end up by retrieving this information would manifest a complete transorganismic competence.
The above account, accordingly, credits Otto with strong extended knowledge that the Museum of Modern art is on 53rd Street even when his phone
is in his picket so long as Otto is such that were he to retrieve this true information stored in his phone (and which qualifies as extended memory via
HEC), the belief he forms would be apt on account of its accuracy (truth)
issuing from Otto’s complete transorganismic (memory) competence.13
The account also nicely handles ‘dispositional’ Gettier cases; consider the
following:
DOUBLE-SCRAMBLED ICLOUD: A fluke glitch in
Otto’s iCloud Calenadar caues all of his entries – including
his entry about his doctor’s appointment being at noon
today – to be ‘scrambled’, assigning random times for each
appointment. Fortunately, a second glitch then just so
happens to by total chance revert all the entries back to how
they were. Because Otto never consults his phone during
the course of the two glitches, he is none the wiser.
What should we say about Otto after both glitches occur, but before he
13 This, recall, requires the exercise of transorganismic skill in proper shape and prop-

erly situated to exercise it. And indeed the memory skill Otto has is transorganismic,
given that it is is exercised via a process that includes an external part (his phone) which
would, by the Parity Principle, be part of a cognitive process if it were internal.
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opens his phone to check? Is he a candidate then for strong extended
knowledge, as he woudl be were we to hold fixed that he’s not yet checked
his phone, but these double glitches didn’t occur?
Intuitively, it looks as though the glitches suffice to ‘Gettierize’ his wouldbe strong dispositional knowledge. (This is just as, analogously, we would
think that Inga’s would-be dispositional knowledge stored in biomemory
would be Gettiered by a parallel set of double glitches – e.g., say, a tumour
that scrambles her memory and a second tumour that rescrambles it back
in order.) Fortunately, the account on offer here is tailor made to rule out
DOUBLE-SCRAMBLED ICLOUD as a case of strong extended knowledge. The explanation here is simple: Although the relevant information
(i.e., his doctor appointment is at noon) is correct and he dispositionally
beliefves it (i.e., clauses (i) and (ii) in the account are satisfied), the substantive, counterfactual clause (iii) in the account is not satisfied. This is
because it is not true of Otto in DOUBLE-SCRAMBLED ICLOUD
that were he to retrieve the relevant information from memory and believe it, it would be apt on account of its accuracy (truth) issuing from a
complete transorganismic competence. The reality is that if he were to believe it on the basis of retrieving it form the iPhone post-double-glitch, it
would be true but not apt. (After all, aptness requires accuracy because
adroitness, and this is a case where the accuracy of the belief is because of
the second glitch, rather than because of the adroitness).
The account, (SEKVE), also rules out, importantly, another kind of
case which we don’t want to count as strong extended knowledge, even
though we have extended dispositional belief and mere (dispositional
knowledge). Consider the following:
DISPOSITIONAL DOUBLE CHECKER: Otto has in
extended memory in his iPhone (by the lights of HEC) the
information that the Museum of Modern Art is on 53rd
street. And if Otto were to retrieve this information from
his phone, the belief would would form would be apt. However, it would be apt because – in this particular case, given
that the Museum of Modern Art is so important to him –
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he would wait withhold judgement (after retrieving the information from extended memory) and only actually form
the belief once he’s acquired corroborating testimony.
DISPOSITIONAL DOUBLE CHECKER, like DOUBLESCRAMBLED ICLOUD, fails the counterfactual clause, however,
for a different reason. Whereas in the latter case, what’s missing is counterfactual aptness, what’s missing from the latter is counterfactual aptness
on account of the accuracy (truth) issuing from a complete transorganismic
competence. Rather, what we get in DISPOSITIONAL DOUBLE
CHECKER is counterfactual aptness on account of the accuracy (truth)
issuing from a complete intraorganismic competence, namely, one’s
on-board competence to reliably evaluate testimony. This is the case in
DISPOSITIONAL DOUBLE CHECKER even though the relevant
information is stored perfectly well in extended memory.
(SEKVE) gets further – predictable – results in dispositional versions of
the example cases used to test theories of moderate extended knowledge:
Blotto, Blotto*, and Otto (brain lesion). Just to give but one example,
consider Blotto*. A dispositional variation of this case is simply a case
where we stipulate that everything from the original case is held fixed (e.g.,
Blotto*’s black box that he is using for external memory storage is glitchy
and so not very reliable, etc.) with the exception that Blotto* has not yet
consulted his black box, which stores the relevant information (i.e., that
the Museum of Modern Art is on 53rd St). Question: in such a case does
Blotto have dispositional knowledge that the Museum of Modern Art is
on 53rd St in virtue of his storage of this information in extended memory (i.e., in the black box?) – that is, does Blotto* have strong extended
knowledge?
The intuitive answer here is of course ‘no’. Just as dispositional beliefs
don’t rise to the level of dispositional knowledge in the purely internal
case when the biomemory that is doing the storing is unreliable, the same
holds, mutatis mutandis in the extended case. Blotto*’s dispositional beliefs don’t, by parity of reasoning, rise to the level of dispositional knowledge when the memory that is doing the storing is unreliable, as is, ex hy119

pothesi, his black box.
And (SEKVE) delivers this result easily. By (SEKVE), Blotto* lacks
strong extended knowledge because counterfactual aptness required in
clause (iii) fails in this case. After all, were Blotto* to form a true belief that
the the Museum of Modern Art is on 53rd St, it wouldn’t be apt.14 The
same applies in the case of Otto (brain lesion); if Otto (brain lesion) were
to form the relevant true belief, it wouldn’t be apt (and this is so even
(though in the brain lesion case, and unlike the Blotto* case, it would
issue from a reliable process).
Equally predictably, is that (SEKVE) is going to attribute strong extended
knowledge in a dispositional variation on the Blotto case. This is because
clauses (i) and (ii) in (SEKVE) are met, and – regarding clause (iii) –
were to form a true belief that the the Museum of Modern Art is on 53rd
St it would meet the conditions for moderate extended knowledge – viz.,
it would be apt on account of its accuracy (truth) issuing from a complete
transorganismic competence.
This answer is good in one sense and bad in another. It is good in that
(SEKVE) is attributing to Blotto something (dispositional knowledge)
that is denied to Blotto*.15 However, it is not so good in another sense;
remember that in the Blotto case, Blotto has no idea that the the extended
artifact he has incorporated into extended memory (the black box) is reliable; he’s just hoping.16 In this respect, Blotto is worse off than Otto –
and (SEKVE) has no way to explain this.
14 This is given that aptness requires adroitness, and the process of of retrieving infor-

mation from an ex hypothesi glitchy black box is not adroit; in retrieving information
from the black box, Blotto* doesn’t manifest a cmopelte transorganismic competence
(which requires reliability), even though he is exercising a transorganismic disposition.
(This transorganismic disposition is not a transorganismic skill).
15 Distinguishing between the two cases is not something that accounts of strong extended knowledge built out of either a DST-style view or a Clark-style supersonal view
would be able to do.
16 This fact about Blotto would lead Pritchard’s view to deny Blotto moderate extended knowledge when he does retrieve a given belief from the black box, and (by extension) strong extended knowledge in virtue of possessing a dispositional belief stored
in that black box.
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Of course, the reader sees where this is headed – (SEKVE) is just the
first-tier of a two-tiered picture of strong extended knowledge. We’ll see
shortly that we can very well explain what Blotto lacks by noting that,
while he possesses strong extended knowledge, he lacks reflective strong
extended knowledge. This point will be developed in §3.3.2.
First, though, let’s briefly apply (SEKVE) to the Conversion Question:
What is needed to convert mere correct digitally stored information
into digital knowledge? We now have an answer. We can explain why
some digitally stored information is knowledge (i.e., digital knowledge)
and others isn’t. The answer is implied by (SEKVE), which has three conditions. For a given piece of digitally stored information, I, this information – while in memory storage of S – is knowledge, for S, at a time, t, iff:
• by clause (i), I is correct (inaccurate information cannot aspire to
knowledge) at t;
• by clause (ii) §dispositionally believes I at t
• by clause (iii) were the subject digitally storing I to (on retrieving I
from digital storage) form a true belief that I at t it would meet the
conditions for moderate extended knowledge – viz., it would be apt
on account of its accuracy (truth) issuing from a complete transorganismic competence of S’s.
What converts digital information to knowledge then is one veritistic property (satisfying clause (i)) and two relational properties (clauses ii and iii)
that the digital information will have, when it does, on account of being
related to the storer of that information in the ways specified by clauses (ii
and iii).
Bad information stored in your phone is not digital knowledge by clause
(i). Good information stored in your smartphone from a factual book that
you downloaded is not digital knowledge by clause (ii); it is not a dispositional belief.17 And finally, even when a piece of information, I, passes
17 Recall here that two of the necessary conditions on content being dispositionally believed is that it is previously endorsed and also stored in memory. But information downloaded from a book – e.g., Edward Gibbons’ The History of the Decline and Fall of the
Roman Empire – fails both of these conditions. The content is not previously endorsed.
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both clauses (i) and (ii) – suppose it is true information you’ve endorsed
and stored in external memory (by HEC) in such a way that it satisfies conditions for dispositional belief – it might still not be digital knowledge, if
it fails clause (iii), e.g., by failing counterfactual aptness, or – perhaps – by
satisfying counterfactual aptness, but (as in DISPOSITIONAL DOUBLE CHECKER) not doing because of the manifestation of a complete
transorganismic competence.
Accordingly then – given the answer sketched to the Conversion Question above – two people (A and B), with two identical phones (Phone A
and Phone B), and the very same information in those phones (information I), might be such that I, stored in Phone A, is digital knowledge for A,
and the very same information, I, stored in Phone B, is not digital knowledge for B. And this is just the kind of result we ought to expect. (After all,
in an intracranial case, we would not want to accept this principle: that
necessarily, two subjects, A* and B* with intrinsically duplicate biomemories are such that if A* dispositionally knows I, stored in A*’s biomemory,
then so does B* know I, stored in B*’s biomemory. (After all, we shoulndn’t accept this because A and B might differ in epistemically important
ways (e.g., how they would go about retrieving this information) even if
merely their memories are the same.)
Before turning in §3.3.2 to a ‘reflective knowledge’ twist on (SEKVE) –
and a second kind of answer to the Conversion Question (one that makes
explicit is needed to convert mere correct digitally stored information
into reflective digital knowledge) it is worth making briefly taking a step
back and registering an important point about what’s just been established
in this section – in the context of the wider narrative of this book.
The first point is that, since clauses (i-iii) will be presumably satisfied
across a range of real-life dases of digital information storage, genuine
digital knowledge is real; we have it. Some of our dispositional nkowledge
But, crucially, it also is not part of your extended memory (by HEC), any more than, say,
information in your phonebook is, by HEC, in extended memory. Thus, perfectly good
digital information will often enough be ruled out as digital knowledge simply because
this information will fail the dispositional belief clause (ii).
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is stored in biomemory, others in our phones. This non-skeptical result
about digital knowledge is already radical, when contrasted with received
thinking in mainstream epistemology (see Chapter 1). However – and
this point can’t be overemphasised – as we’ve just seen, it will presumably
be only a small subset of all the information in our gadgets that actually
satisfies conditions for digital knowledge. For any piece of information
in your phone right now, it might fail any of clauses (i-iii) above. It
might not be true (depending on the world), it might not count as a
dispositional belief (depending on what cognitive science says about how
you’ve stored it), and even if it the content of this digital information is
true and qualifies as something you dispoisitionally believe, you might
then not dispositinoally know it because you fail the counterfacutal
epistemically substantive clause (iii).
What this all means, then, is that the view reached so far about digital
knowledge is radical in one sense (the sense in which we have more digital knowledge than mainstream epistemology would suggest!) but, at the
same time, conservative in another sense, in that the view advanced might
very well deny most of the information in your phones counts as digital
knowledge. This is much more conservative than, for example, the kind of
view defended by Kati Farkas (2015) (described in Chapter 1) which permits you to count as having extended knowledge of whatever you download in your phone, provided the phone is accessible.
With this perspective – that we are embracing a mixture of the radical
with the conservative – about the results reached so far in mind, let’s now
put together the final piece of the bi-level virtue-theoretic account of
strong extended knowledge I’ve been developoing in this chapter: which
is reflecitve strong extended knowledge, and then use this view to make
sense of a kind of digital knowledge that is even more difficult to attain.

3.3.2

Reflective strong extended knowledge

The conditions for reflective strong extended knowledge – viz., what
Blotto lacks despite possessing (regular) strong extended knowledge –
can be articulated straightforwardly, by replacing ‘moderate extended
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knowledge’ with ‘reflective moderate extended knowledge’ in clause (iii),
i.e., the counterfactual clause, as follows:
Reflective strong extended knowledge (virtue epistemology) - (RSEKVE): S has reflective strong extended knowledge that p (at t), iff (i) p is true (at t), (ii) S dispositionally
believes p at t, and (iii) were S to form a true belief that p at t it
would meet the conditions for reflective moderate extended
knowledge.
Because the above virtue-theoretic account of reflective strong extended
knowledge (RSEKVE) is more demanding (in clause (iii)) than clause (iii)
in (SEKVE), the account will trivially rule out – as (SEKVE) does – cases
like DOUBLE-SCRAMBLED ICLOUD and DISPOSITIONAL
DOUBLE CHECKER which fail the weaker counterfactual clause (iii)
that features in (SEKVE).
However, what is of particular importance for our purposes – in light of
the discussion of (SEKVE) in the previous section – is that (RSEKVE)
offers us a way to explain why Blotto comes up short, epistemically, despite satisfying clause (iii) in (SEKVE). Put simply – which we’ll unpack
– Blotto achieves counterfactual aptness but not counterfactual reflective
aptness. When Blotto is not looking at his black box, it is true of him
that were he to consult it and to form a true belief that that p (for some
p stored in the black box), his doing so it would meet the conditions for
moderate extended knowledge but not reflective moderate extended knowledge; he, after all, lacks any competent perspective on the reliability of the
extended process; thus, Blotto fails clause (iii) of (RSEKVE), despite satisfying clause (iii) of (SEKVE).
The distinction between strong extended knowledge and reflective strong
extended knowledge marks a distinction between two grades of knowledge which mere digital information can be converted in to. We already
saw what needs to happen to convert mere digitally stored information in
to (mere) strong extended knowledge. Let’s know zero in on what needs
to happen for digitally stored information to rise to the level of not merely
dispositional belief, nor mere dispositional knowledge but reflective dispo124

sitional knowledge.
The idea is as follows: For a given piece of digitally stored information, I,
this information – while in memory storage of S – is reflective dispositional
knowledge, for S, at a time, t, iff:
• by clause (i) of (RSEKVE), I is correct (inaccurate information cannot aspire to knowledge) at t;
• by clause (ii) of (RSEKVE), §dispositionally believes I at t
• by clause (iii) of (RSEKVE), were the subject digitally storing I to (on
retrieving I from digital storage) form a true belief that I at t it would
meet the conditions for reflective moderate extended knowledge.
Again, What converts digital information to reflective dispositional
knowledge then is one veritistic property (satisfying clause (i)) and two
relational properties (clauses ii and iii) that the digital information will
have, when it does, on account of being related to the storer of that
information in the ways specified by clauses (ii and iii).
In a bit more detail, this means that (of course) bad information stored in
your phone is not digital knowledge by clause (i) of (RSEKVE). Further,
good information stored in your smartphone from a factual book that you
downloaded is not digital knowledge by clause (ii) of (RSEKVE) because
it is not a dispositional belief. Thirdly, even when a piece of information,
I, passes both clauses (i) and (ii) – suppose it is true information you’ve
endorsed and stored in external memory (by HEC) in such a way that it
satisfies conditions for dispositional belief – it might still not be reflective
digital knowledge, if it fails clause (iii), e.g., by failing counterfactual reflective aptness, or – perhaps – by satisfying counterfactual reflective aptness,
but not doing because of the manifestation of a complete transorganismic
competence. (This might be, for example, what transpires when our DISPOSITIONAL DOUBLE CHECKER would attain reflective aptness,
but on account of knowing that the testimony she seeks to confirm the
information from memory is reliable testimony.)
In sum, then, our overarching answer to the Converion Quesiton is that
what converts digital information into not merely dispositional belief but
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dispositional knowledge will differ depending on whether the dispositional knowledge the digital information aspires to is mere dispositional
knowledge or reflective dispositional knowledge. In both cases, the
information must be accurate and also be such that it is dispositionally
believed by a subject. In the case of mere digital knowledge, the subject
for whom the information is a dispositional belief must be such that
were she to (on retrieving this information from digital storage) form
the relevant belief, her doing so would meet the conditions for moderate
extended knowledge. In the case of reflective digital knowledge, the
subject for whom the information is a dispositional belief must be such
that were she to (on retrieving this information from digital storage)
form the relevant belief, her doing so would meet the conditions for
reflective moderate extended knowledge.

3.4

Additional payoffs

We’ve now presented and defended an account of the nature of digital
knowledge – a bi-level virtue theoretic account, one that has advantages
over competitor proposals, and which is part of a wider package – one
that uses the theoretical framework bi-level virtue epistemology in order
to give accounts of both (i) moderate and, more controversially, (ii) strong
extended knowledge (where digital knowledge is a special case of the latter).
The account offered has payoffs that extend beyond just an understanding of how digital information can be converted in to digital knowledge
(regular and reflective); that is, the account gives us everything we need
in order to answer two additional questions of interest, posed in Chapter
1, among the kinds of questions we should hope that a digotial epistemology woudl provide us answers to (see Chapter 1, “Desiderata for a 21st
Century Epistemology: A Shortlist”).
Ability Question: Can countenancing digital knowledge be
reconciled with the idea that knowledge arises from ’ability’
and if so, how?
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As we noted in Chapter 1, a platitude about knowledge is that it (in some
way!) arises from ability. A strong way to try to accommodate this platitude in a given theory of knowledge is to require that all knowledge (of
whatever sort) be primarily creditable to ability. This is the kind of view defended in mainstream epistemology by John Greco (2010). But respecting the core platitude doesn’t require going so far. A much weaker and
less contentious interpretation of what is involved in a given theory of
knowledge respecting the ‘ability platitude’ is that they theory must not
rule-in as cases of knowledge cases where a subject’s abilities are entirely irrelevant to why she believes (or in the dispoisitional case, would believe)
correctly.18
With that in mind, what makes the Ability Question appear at least prima
facie challenging for theories of extended knowledge to answer in a satisfactory way is that it looks as though as though, in cases where cognition
is outsourced, the ‘credit’ for getting it right would seem (to put the idea
bluntly) to go to the external artifact rather than to the subject herself.19
This kind of worry has already received attention in the case of moderate
extended knowledge (it is a central driver of Pritchard’s COGAWEAK ),
and – equally – we can see how the worry reemerges in the case of strong
extended knowledge of the dispositional variety. For example, as though
thought goes, when we rely on our phones rather than brains to store in18 Here

it will be useful to briefly recall Pritchard’s case of ‘Temp’ from Chapter 1.
Recall that Temp: “regularly forms his beliefs about the temperature in the room by
consulting a thermometer on the wall. Unbeknownst to Temp, however, he is looking at
a faulty thermometer which is randomly fluctuating within a given range. Nonetheless,
his beliefs so formed are reliable because (again unbeknownst to him) there is someone
hidden in the room next to the thermostat who every time she sees Temp head towards
the thermometer adjusts the thermostat so that the temperature of the room corresponds
to the reading on the thermometer. Accordingly, Temp’s way of forming his beliefs is
highly reliable. Clearly, however, Temp does not know the temperature of the room,
and the reason for this is that his reliability does not reflect his cognitive ability at all, but
merely the helpful assistance of the hidden helper” (Pritchard 2010, 135). It is simply
bad news of a theory of knowledge rules in, as a bone fide knowledge, cases like that of
Temp above, where his believing truly has nothing whatsoever to do with his believing
correctly.
19 For some expressions of this worry, see, e.g., Vaesen (2011, 2013).

127

formation, what room is there for ‘ability’ to explain why externally stored
information is dispositional knowledge rather than just belief ?
Fortunately – a ready-made answer to this question comes falls neatly out
of the bi-level virtue-theoretic account of extended and specifically digital
knowledge defended here. In response to the question “Can countenancing digital knowledge be reconciled with the idea that knowledge arises
from ‘ability’ and if so, how?” the answer is “yes” for the following reason: digital knowledge requires counterfactual aptness viz., that were one
to form retrieve the relevant belief from digital storage and affirm the content, the resulting belief would be apt on account of its accuracy (truth) issuing from a complete transorganismic competence of S’s. Because, in this
respect, digital knowledge requires counterfactual aptness which inturn
requires counterfactual competence, we have a simple story for how digital knowledge is importantly linked to a subject’s ability. The prima facie
tension between countenancing digital knowledge and accepting the ability intuition is only apparent because - as we’ve seen in this chapter - the
skill at the very heart of a competence can have a transorganismic supervenience base. If skills could not have transorganismic superveneince bases,
that would be a different story. However, as I’ve suggested, any proponent
of the parity principle should also accept the principle I’ve called “Parity
Principle (transorganismic cognitive skill supervenience)” – which articulates the conditions under which a skill (at the heart of a complete competence) will supervene at least in part on an external artifact.
The above story, then, offers us a way to not only address the Ability Question, but also to do so in a way that can help to make sense why it might
have initially looked problematic for a proponent of digital knowledege
in the first place. That is, it might have looked probleamtic if one assumed
ex ante that abilities or skills must necessarily supervene just on parts of a
subject that are internal to her – which, is an assumption that, at least for
a proponent of extended cognition, not only can but should be rejected
in a principled way.
Our two-tiered account of digital knowledge also offers us ready-made
way to address the Environmental Luck Question, also one of the our key
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‘short list’ questions for an epistemology of digital knowledge.
Environmental Luck Question: What does knowledgeundermining environmental epistemic luck look when transposed to the digital case?
What makes this question look prima facie vexing for an epistemologist
who countenances digital knowledge is that what counts as near-by error
possibilities in one’s environment gets blurry once think of knowledge as
stored entirely digitally. For example, Otto’s phone will include the information he’s stored (e.g., location of Museum of Modern Art, the time of
his doctor’s appointment, etc.) in extended memory. However, like all of
us, Otto’s online calendar is linked to his iCloud, which is itself connected
to the world wide web, which is rife with a mix of information and misinformation. On one way of thinking of things – the bare fact that Otto’s
extended memory (via digital diary) is connected to the cloud effectively
‘auto-situates’ Otto in a dangerous epistemic environment. But if that is
right, then isn’t this a threat to digital knowledge?
The bi-level account of the nature of digital knowledge we’re working with
has the resources to address the above kind of worry in a principled way.
But before we even need to draw from the substnative resources of the
account, it’s useful to make explicit an important sense in which the digital knower is not disanalogous to us right now. Consider that right now,
you will have an array of false beliefs, many of which are stored right now
in your biomemory as false dispositional beliefs. Does this fact in and
of itself imply that, for any and every given case of accurate information
you store in biomemory, you fail to have dispositional knowledge? To
sharpen this further: suppose you have an false memory from your childhood stored in biomemory. Does this false memory have the power to imperil your would be dispositional knowledge that you left your car in the
parking lot five minutes ago? The answer here seems to be clearly ‘no.’20
But with that point in mind, it becomes less plausible that the bare fact
of some (or even a great deal of ) misinformation online has much bear20 In language of relevant alternatives theory, this is really an irrelevant
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alternative.

ing when it comes to whether Otto counts as having digital knowledge
of what he has stored in his online calendar. Just as you are unlikely to
uptake irrelevant or false information about whether you parked your car
outside (when this is stored in biomemory), Otto is unlikely to uptake irrelevant or false information from his digital calendar – especially since
we’re stipulating that Otto is using the calendar in a way that functionally
mirrors the use of biomemory, when it comes to storage and retrieval.
Accordingly, we should dispel with the idea that the mere presence of misinformation online (even if this misinformation is rampant) poses a significant risk to any particular piece of digital knowledge that p unless it
brings it about that it significantly enough raises the likelihood what one
will be unreliable were she to consult memory on the matter of whether
p.
With that in mind, let’s consider now how our bi-level account of the nature of digital knowledge offers us a clear way to make sense of when the
presence of bad digital information (in one’s digital environment) poses
enough epistemic risk to downgrade digital knowledge when it does.
First things first: in the case of standard (i.e., non reflective) digital knowledge, what matters epistemically speaking is whether, were you to retrieve
the relevant information that p, it would be apt on account of manifesting
a complete transorganismic competence – which requires the exercise of
transogranismic cognitive skill when in appropriate shape and appropriately situated. On this framework, you are appropriately situated when
you retrieve a memory that very easily could have been manipulated by a
trickster but was not. (Recall, here, our discussion of ICLOUD TRICKSTER, who filps a coin to decide whether to manipulate a given piece
of information in Otto’s digital calendar, and on this occasion, the flip is
fortuitous for Otto, and the information is not manipulated). Although
when Otto retrieves information in this situation, he may do so aptly (viz.,
manifesting a complete competence – one that is not manifested in DOUBLE SCRAMBLED ICLOUD), he of course would very easily have believed inaptly; the situation pertinent to his competence here is highly
fragile in ICLOUD TRICKSTER, and Otto lacks any competence to
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tell which way the coin woudl be flipped.
What this all means, then, is that when Otto’s phone remains in his pocket
(in a situation like ICLOUD TRICKSTER) Otto attains counterfactual
aptness (and so digital knowledge) but not counterfactual reflective aptness (and so not reflective digital knowledge). This ‘two-tiered’ diagnosis helps us to get a principled grip on epistemic risks that materialise in
Otto’s digital environment stand to (or to not) threaten his digital (and
reflective digital) knowledge.21

3.5

Concluding remarks

This chapter has done three main things. The first is to give an account
of moderate extended knowledge; the second was to give an account of
the nature of strong extended knowledge, where digital knowledge is just a
special case of strong extended knowledge. The third was to show how our
account of digital knowledge – which answers the Conversion Question
– also implies answers to two other quesitions of philosohpical interest in
digital epistemology: the Ability Question and the Environmental Luck
question.
The overarching account of digital knowledge defended in this chapter
has incorporated the two-tiered framework of bi-level virtue epistemology, and the result of incorporating this framework is that we’ve seen a
way to navigate past the kind of problematic that posed intractable problems for the other candidate would-be approaches to digital knowledge
considered and evlauated in Chapter 2.
21 There is another dimension to bi-level virtue epistemology which I’ve left out of the

discussion in this book – for simplicity’s sake – but which concerns the status of default
assumptions (See, e.g., Sosa 2020). The notion of a default assumption in virtue epistemology bears special relevance when we move beyond the mere animal/reflective knowledge discintion I’ve employed here in our discussion of extended and digital knowledge,
and incorprate the virtue epistemologist’s concept of full aptness (Sosa 2015; Carter
2020b).Because I’ve left discussion of full aptness out of the framework for our purposes,
I’m likewise setting aside the relationship between default assumptions and epistemic
risk, which is of interest in bi-level virtue epistemology.
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While we’ve seen what it takes to convert digital information into digital
knowledge (as well as into reflective digital knowledge), we’ve thus far
said very little about the scope of our digital knowledge. How much do
we have? And – crucially – in what ways is digital knowledge subject to
mechanisms of defeat? These are the Sceptical Question and the Defeat
Question – and these will be the focus of the next chapter.
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Chapter 4
The Dark Side of Digital
Knowledge: Scepticism and Defeat
4.1

Introduction

The story of digital knowledge so far has been a largely optimistic one.
We’ve seen, in Chapter 1, how the revolution in cognitive offloading has
made all kinds of cognitive tasks previously executed entirely in the head
now much easier to ‘offload’ to our gadgets, and we’ve seen how this seems
to open the door to new and much more efficient means of information acquisition and storage. And on top of that, it was shown – over the course
of Chapters 2 and 3 – just what has to happen for information we store
in our gadgets to rise to the level of full-blown knowledge, albeit, digital
knowledge. Indeed, if the story to this point is right, you have a lot more
knowledge than traditional epistemology has thus far recognised: some of
your knowledge is in your head, some is in your phone, and perhaps other
gadgets.1 This is all good news, right – could there be any downsides?
1 Throughout

the book, I’ve been using the smartphone case as a default example;
however, it is worth registering also that, increasingly, smartwatches are capable of functioning in ways that by HEC would qualify as extended memory processes. For some
helpful discussion of smartwatches and cognitive offloading, see Akbari et al. (2021) and
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Unsurprisingly, yes. This chapter aims to gently rein in some of the above
optimism, by making explicit some thus far unacknowledged ways that
digital knowledge is distinctively fragile and otherwise risky. In particular,
this chapter asks and then attempts to answer two core questions from our
‘shortlist’ in Chapter 1 – viz., the Anti-Sceptical Question and the Defeat
Question.
Anti-Sceptical question: To what extent can digital knowledge be vindicated against sceptical challenges?
Defeat Question: In what ways might digital knowledge
stand distinctively subject to defeat?
Here is the plan. §4.2 attempts an answer to the Anti-Sceptical question
(and several sub-questions that this question raises), and §4.3 then turns
to answering the Defeat Question. The result will be a clearer picture both
of how digital knowledge is something we can both defend as well as lose.

4.2

Sceptical challenges to digital knowledge

To what extent can digital knowledge be vindicated against sceptical
challenges – viz., challenges that target whether we can unproblematically claim to possess as much digital knowledge as has been suggested
thus far. This section approaches this question by looking at four
distinct ways that digital knowledge stands subject to (various kinds
of ) sceptical worries, and then outlines some potential resources for
replying to these challenges. More specifically, (i) §4.2.1 considers some
digitally-driven sceptical hypotheses, and notes why these hypotheses
are not as far-fetched as many more traditional sceptical hypotheses; (ii)
§4.2.2 considers a certain kind of circularity worry that looks particularly
applicable in the case of reflective knowledge – and especially when one
uses digitally stored information in the course of assessing the reliability
of digital memory in a given case; (iii) §4.2.3 considers whether so-called
Yang et al. (2017). For a discussion of smartwatches an extended cognition specifically,
see Pritchard (2018b) and Carter et al. (2016).
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‘digital foundations’ would have the capacity to cut ice against the threat
of sceptical regress; and (iv) §4.2.4 consider implications of ‘bio-atrophy’
and the risk of intracranial knowledge loss as a result of atrophying
on-board cognitive skills.

4.2.1

Sceptical hypotheses: traditional and digital

A familiar kind of sceptical strategy in traditional epistemology — one
which owes initially to Descartes — makes use of sceptical hypotheses, viz.,
situations seemingly indistinguishable from what we think we’re experiencing right now but which, if they obtained, would imply that the beliefs
we form about these experiences are false.2
Just imagine (a propos Descartes’ ([1641] 1984) famous ‘evil demon’ sceptical hypothesis) that there is some kind of evil demon who is radically
deceiving you — presenting you with an elaborate illusion, one that does
not line up with how things really are. Unlikely, right? Even so, as the
worry goes: if you were a victim of such a well-conceived deception, there
would (ex hypothesi) be no tell-tale signs of it — and if there would be no
tell-tale signs, you surely can’t know you’re not being deceived by such a
demon. But, then — as the argument concludes, if you don’t know you’re
not a victim of a radical deception, then how could you know that you’re
now sitting at a table, or that you have a hand, etc. You could know these
things, it would seem, only if you know that what appear to be hands and
tables aren’t just all part of an elaborate illusion. Put another way: in order to know everyday propositions about what is around you, it seems
you need to be able to rule out whatever sceptical hypotheses would be
incompatible with your knowing these things.
Readers who have studied some epistemology before will be familiar with
the above argument3 , and here isn’t the place to delve too deeply into how
2 For

some representative discussions of sceptical hypotheses in the context of sceptical arguments, see Williams (2004) Pritchard (2005b), Beebee (2010), and Reynolds
(2013).
3 Epistemologists familiar with this pattern of argument point out that it seems to
trade implicitly on (some version of ) a closure principle, according to which (roughly)
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to respond to it.4 However, for the present purposes, it will be worth registering a common reaction to the above argument. “It’s so far-fetched, do
we really have to take it seriously?5 ”
If you are an epistemological internalist (viz., one who holds that what
makes a belief justified supervenes on one’s mental states6 ) the answer
looks like ‘yes’. However, if you are an epistemological externalist (viz.,
one who denies epistemological internalism), the answer might be ‘no’.
Just consider, for example, the sort of virtue epistemology – a version version of epistemological externalism — that was canvassed in Chapter 3,
and which we’ve using so far as a lens to explore digital knowledge. On
(the simplest version of ) that view, knowledge just requires aptness.
Question: on the assumption that knowledge = aptness, then in order for
your belief ‘there is a hand’ or ‘there is a table’ to be known, do you need
to be able to tell the difference between tables and the kind of illusory
table appearances that a hypothetical evil demon might present you with?
The answer here is ‘no’; from the knowledge = aptness assumption, you
you know whatever is competently deduced from what you know. Thus, since you can
competently deduce form ‘here is a hand’ that you are not seeing a hand-illusion – it
follows from closure that if you don’t know you’re not the victim of a sceptical hypothesis
featuring massive perceptual deception, then you don’t know, e.g., that you have a hand.
For a notable defence of closure, see Hawthorne (2005). For overviews of closure, see
Luper (2020) and Kvanvig (2006).
4 See Pritchard (2016a) for a recent overview and treatment of closure-based sceptical
arguments, and how to evaluate responses to them.
5 Some such arguments appeal to the modal remoteness of such possibilities in reasoning this way; for example, safety-based responses to radical sceptical arguments register
that even if your belief in the denial of a sceptical hypotheiss might not be sensitive (e.g.,
you’d still believe it even if it were false), it might still be safe given that (provided the scenario obtains only in far-off worlds) it will be the case that not easily could you be wrong
when, e.g., you form the belief that you hand. For discussion here, see Sosa (1999) and
Pritchard (2012). A different kind of argument that appeals to ‘far-fetchedness’ as a
consideration on the basis of which to discount radical sceptical arguments holds that
the far-fetchedness of radical sceptical arguments corresponds with a kind of impracticality; for example, operating with the view that we can’t know everyday propositions is
impractical; therefore – according to Michael Hannon (2019) – we should regard the
conclusions of radical sceptical arguments as improbable.
6 See Chapter 1, §3.2 for discussion.
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just need to have a true belief which, in fact, results from the exercise of a
complete competence (and regardless of whether you know that it does).
Of course, if the evil demon scenario really does obtain, then in that situation you aren’t forming apt beliefs because you aren’t even forming true
beliefs. However, for the virtue epistemologist, so long as the demon hypothesis really is a far-off hypothesis, there is no barrier whatsoever to
your gaining all kinds of perceptual knowledge about what is around you,
so long as your true beliefs issue from perceptual epistemic competences.
And furthermore — and, again on the assumption that the demon scenario is a far-off scenario — there’s no barrier either to your perceptual
beliefs to be reflectively apt, and thus reflectively known.7 (Remember, all
you need for that is to believe aptly that your perceptual belief (e.g., that
your hand is in front of you) would likely enough be apt. That secondorder belief, a belief about likely aptness, is a kind of ‘risk assessment’ that
wouldn’t easily be off-base provided just because a demon-scenario could
obtain, so long as this possiblity is remote. On the other side of this coin,
if the apt perceptual belief is formed in a situation where the demon scenario could very easily obtain, then your risk assessment (that your belief
wouldn’t easily be inapt) would be bad, and your belief would then be
merely apt but not reflectively apt.
With the above points in mind, consider now that there is a very important epistemological difference between the ‘evil demon’ sceptical hypothesis and the ‘dreaming’ sceptical hypothesis, also discussed in Descartes’
Meditations. The key difference — at least for the virtue epistemologist
to reckon with — is that it is not so easy to dismiss this scenario as ‘far
off ’. We aren’t fooled by demons every day. But we do go to sleep every
day (or at least, every night).And when we do, sometimes we dream. And
when we dream, this often enough is not not appreciated by us as dreaming when we are dreaming and (arguably) form (false) beliefs about what
is around us.8
7 For

a detailed discussion on this point, see Sosa (2010), and in particular, his discussion of the case of ‘Norm’ – the ordinary perceiver. See also Sosa (2007, Ch. 2).
8 This characterisation of the situation will be disputed by those philosophers sympathetic to an imagination model of dreaming, where when, while dreaming that p, we are
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Again, this is not the place to delve too deeply into dreaming scepticism —
other than to register just why it is that virtue epistemologists have what
appears like a good reason to take dreaming scepticism much more seriously than evil-demon scepticism, as a more pressing kind of epistemological problem to deal with.
Against that background, what I now want to suggest is that specifically
digital knowledge very plausibly stands to be threatened by a kind of
sceptical hypothesis (one sourced in a kind of digital malfunctioning scenario) that is – by way of comparison – much more on a par epistemically
with the (near-by) dreaming hypothesis than it is with the evil demon
hypothesis, and as such, ‘digital malfunctioning’ sceptical hypotheses
look as though the should be of concern epistemologically even if we
embrace an externalist epistemology to which, e.g., ‘evil demon’-driven
arguments needn’t imperil our knowledge on the assumption that they
are far-off.
To get a foothold on the kind of ‘digital malfunctioning’ hypothesis I have
in mind, consider RANSOMWARE VIRUS:
RANSOMWARE VIRUS: A sophisticated hacker group
has developed an algorithm that can sabotage worldwide
iCloud calendar information, by randomly changing only
some upcoming appointment times and dates while leaving
others intact, and while leaving no digital footprint (beyond
the random changes themselves) that would indicate to the
user that the calendar has been modified externally when
it has. The group has recently disseminated this algorithm
as a trojan horse via a recent iCloud software update, and
it is now affecting (irreversibly, thus far) over 200 million
iCloud users worldwide. The motivation behind the hack is
simply to extort Apple, which is struggling to find a way to
not believing that p, but imagining that p. See, e.g., Ichikawa (2009, 2016, 2008). What
is significant epistemically here is that if when dreaming we are merely imagining, then
there is no near-by scenario where we are dreaming and forming false beliefs – and this
is so even if we could easily be dreaming. See also Sosa (2007, Ch. 1).
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either revert users’ calendars or to identify which calendars
the virus has affected.
RANSOMWARE VIRUS is to digital memory what an evil scientist
operating in the night covertly to alter biomemories is to ordinary
biomemory. For someone who relies on biomemory like Inga, the risk
of a clandestine operation on biomemory in the middle of the night
leaving widespread alterations to memory undetected is really a far off
scenario.9 Not easily would such a thing obtain. In this respect, an evil
scientist altering biomemories in a clandestine fashion is, qua sceptical
hypothesis, much more akin to an evil-demon-style hypothesis than it
is to the dreaming hypothesis, the obtaining of which is not modally
remote.
Question: Is RANSOMWARE VIRUS more like the evil demon sceptical hypothesis and the ‘evil scientist changing biomemories in the night’
sceptical hypotheses — both of which represent ‘far off ’ possibilities that
couldn’t easily obtain; or, is RANSOM VIRUS more like the dreaming
sceptical hypothesis, one that an externalist virtue epistemologist will
need to take a bit more seriously (given that its obtaining isn’t modally
remote)?
It would be tempting to lump RANSOMWARE VIRUS in the same boat
as the evil scientist operating on memories (or for that matter, the evil
demon hypotheses) as something that couldn’t easily obtain — viz., as
something that would transpire only in far-off worlds where things are
significantly different than they are in the actual world.
However, thinking of RANSOMWARE VIRUS in this way is a big mistake. In fact, at the time of writing, one of the largest and most common forms of mass extortion — which is increasingly a priority for the
9 For one thing, even if memory inception is, increasingly, theoretically possible (see

Liu, Ramirez, and Tonegawa 2014 for animal studies), it is far-fetched that such an experiment could be conducted in a way that is both clandestine and, especially, at the level
of granularity that would be analogous to the kind of discrete digital information that
could be targeted by an algorithm operating randomly as in RANSOM VIRUS.
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US FBI10 — involves the hacking (e.g., by ransomware groups like DarkSide11 ) of large-scale critical infrastructure on which society depends to
function well, and then to demand a ransom to ‘undo’ the hack. This
form of cyberterrorism increased by over 150% in 2020, with ransom payments up 300%12 , further incentivising such hacks. If ransomware hacker
groups can penetrate some of the most secure public infrastructure (e.g.,
pipelines, food distribution centres, etc.), it would seem unwarrantedly
hopeful to think the digital calendars we implicitly rely on are safe in a
special way. Put simply, if extortion hacks can easily, and increasingly frequently, happen to large-scale infrastructure, then they likewise could easily enough happen to our online digital storage that it is not some far-off
world where this occurs; it happens in worlds were thing are very similar
to ours, and the hacker group simply (for whatever reason – perhaps they
have read about the ubiquity of offloading, or about Apple or Google’s
liquid assets). This is not to say we are in immediate risk — but rather to
clarify that such a scenario is not that unlikely, and crucially, it is much
more likely to transpire than the analogous kind of memory-based compromising in the purely biological case, e.g., where an scientist surgically
manipulates Inga’s biomemories in the night while leaving her none the
wiser.
What the foregoing suggests, then, is that — just as traditional virtue
epistemologists should perhaps take the dreaming sceptical hypothesis as
more pressing epistemologically than the evil demon sceptical hypothesis,
the digital epistemologist allied with virtue reliabilism (of the sort
canvassed in Chapter 3) is not in a position to wave off mass hacking
10 In

June 2021, the US Department of justice elevated the priority of ransomware
attacks to to the level of priority given to terrorism. See https://www.reuters.com/tech
nology/exclusive-us-give-ransomware-hacks-similar-priority-terrorism-official-says2021-06-03/.
11 The DarkSide coordinated ransomware attack of the U.S. Pipeline industry was
widely covered in the US media in the spring of 2021. See https://www.nytimes.co
m/2021/05/10/us/politics/dark-side-hack.html.
12 See https://www.forbes.com/sites/forbestechcouncil/2021/07/20/turning-upthe-heat-a-ransomware-attack-on-critical-infrastructure-is-a-nightmare-scenario/?s
h=4b6d38181da0.
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scenarios as something ‘far off ’, viz., as scenarios such they would obtain
only if the world were very different from how it is. In this respect, a
developed anti-sceptical response to ‘hacker-style’ sceptical scenarios is
something we can appreciate deserves pride of place on the agenda of the
digital epistemologist.

4.2.2

Digital circularity and (reflective) digital knowledge

On the bi-level account of digital knowledge developed in Chapter 3,
some information stored in your phone may qualify as (mere) digital
knowledge, and some may qualify as something even more valuable, viz.,
as reflective digital knowledge.
While the details of what must happen for either of these to be the case are
spelled out in Chapter 3 — some of those details won’t concern us here
— one very specific detail might now seem to matter quite a bit, in the
context of thinking about how the transition from mere to reflective digital knowledge would (or would not) mark a way to vindicate the (mere)
digital knowledge we have against sceptical challenges.
Without further suspense, the worry is this — and let’s bring in our friend
Otto for a point of reference. Suppose Otto’s phone is in his pocket, and
the phone includes the information that the Museum of Modern Art is on
53rd street. If that information — according to the theory advanced — is
to qualify as not just mere digital knowledge, but reflective digital knowledge, then it must be the case that (from RSEKVE in Chapter 3) the information is true, Otto dispositionally believes it13 , and were he to retrieve
this information from (digital) memory and form an occurrent (true) belief
(with that content), then it would be reflectively apt.
Now, here – with this last condition – is where things might begin to
look a bit dicey, from the perspective where epistemic circularity is to be
avoided. Consider that Otto’s dispositional belief (if made occurrent)
13 Recall that this will require, at least, that the content stored in the phone counts as

external memory, by the lights of HEC. See Chapter 2, §1, for further discussion.
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would qualify as reflectively apt just in case (as per the details from Chapter 3) it is true of him that, were he to retrieve the relevant information
from memory, he would not merely aptly believe that information, but he
would also aptly believe that the information endorsed would likely enough
be apt if believed.14
However, on the supposition that Otto is really using his phone as a proxy
for his biomemory (for this particular content – viz., about the Museum
of Modern Art), then presumably, whatever information he would need
in order to be positioned such that, were he to retrieve the content ‘The
Museum of Modern Art is on 53rd St’ from memory, he would also aptly
believe that it would be apt if believed, must itself be information that is
(at least partially) stored in the phone. But once this point is made explicit,
it looks as though we have just opened the door to a vicious kind of epistemic circularity. After all, on the scenario just described above, where
Otto is a candidate reflective digital knower who also stores the brunt
of his memory in his phone, it looks like Otto is – seemingly illicitly –
‘upgrading’ his mere digital knowledge into reflective digital knowledge
only by (in short) relying on digital memory in order to assess its reliability
( favourably) in a particular case.15
But, as the objection goes, that is presumably something we cannot do!
The alleged problem with using a belief-forming process to make an as14 As noted in Chapter 3, this characterisation is a simplified presentation of the kind

of requirement for reflectively apt belief, according to bi-level virtue epistemology. One
simplification is that, at least on bi-level virtue epistemology of the canonical sort defended by Sosa, the second-order belief in question needn’t be occurrent, for the firstorder believe to be reflectively apt. This complication to the simplified version I’ve presented, however, isn’t one that has any substantive bearing in the context of the discussion here, given that the kind of circularity worry being investigated in this subsection
is applicable to any kind of belief, occurrent or tacit. For the reader who has a quibble
with this point, we can restrict the kind of circularity worry sketched to just those cases
where the second order belief is occurrent. For discussion of implicit beliefs more generally, and how they can can be evaluated (just like consoicus, occurent beliefs) in the
context of performance-theoretic virtue epistemology, see Sosa (2015, Ch. 3, n. 5, 2017,
71–72, 129–30, 152, 2021, 24–31, 52–58, 64, 110, 118).
15 For discussion of this kind of circularity problem, with reference to the Otto case,
see Carter and Kallestrup (2018).
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sessment of that very process is widely discussed in epistemology, though
the explanation for why it is objectionable is contested. According, for
example, to Barry Stroud (2004), relying on, say, perception in order to
justify the reliability of perception puts one in the same ‘company’ – epistemically – as a crystal-ball gazer who relies on the crystal ball to form the
belief (surely not justified or known) that crystal ball gazing is reliable.16
The same, as the thought goes, would apply to memory — either biological or in our case, digital. If, as this line of thinking goes, you rely on
digital memory to reach a positive assessment about the reliability of digital memory in a given case, then you epistemically speaking are no better
off than the crystal ball gazer who relies on the crystal ball to tell her that
crystal ball gazing is now reliable. If that is right, then a serious sceptical
worry materialises, one that challenges whether one who outsources one’s
memory so as to attain digital knowledge could ever (contrary to what
we suggested in Chapter 3) upgrade that digital knowledge to reflective
knowledge. Put very simply: the circularity threat described seems to imperil the scope of digital reflective knowledge, and whether it is in fact
attainable.
One potential line in response to this worry is highly concessionary. One
might think that information stored digitally is a candidate for not just
mere digital knowledge but reflective digital knowledge only if one is positioned such that she would have some other (non-digitally stored) information on the basis of which (were she to retrieve the target information)
she would then — on the basis of this entirely non-digitally stored information — aptly believe that the target information would likely enough be
aptly believed if believed. In practical terms, then, this concession would
imply that – in order for Otto to have reflective digital knowledge that
the Museum of Modern Art is on 53rd street – he must at least store in
biomemory information all the information an appeal to which he would
make to aptly judge how reliable his use of extended memory would be on
16 For

some other ways to capture the (alleged) epistememic problam of relying on a
source to come to have a justified view of that source’s reliability, see also Alston (1986),
Vogel (2008), Cohen (2002), Carter (2019), and Lemos (2004). Cf., Sosa (1997b) and
Steup (2013).
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that occasional case. That information, as the thought would go, could
not both stored in digital memory and be such that by reference to it we’d
explain why Otto’s digitally stored information (Museum of Modern Art
is on 53rd street) is not just mere digital knowledge but reflective digital
knowledge.
Even though one could certainly take the above kind of concessionary
line17 , I think the digital epistemologist has good scope to press back, and
to reject that such a significant concession along these lines is actually
needed. The reason is that, were we to think the digital epistemologist
must retreat to this kind of line in order to avoid objectionable epistemic
circularity, then (i) so must the traditional epistemologist; and (ii) the traditional epistemologist could be held to this kind of standard only on pain
of wide-spread scepticism about traditional (non-digital knowledge).
Here is what I mean by the above. Suppose, per absurdum, that we lay
down a rule that one’s belief about the reliability of, say, perception or
memory, or any basic source is justified only if we appeal to no evidence
delivered by that source in the course of justifying it as reliable. As Ernest
Sosa (1997b) and Matthias Steup (2013) have independently pointed,
out, we can’t plausibly do this. We simply couldn’t be expected to justify the reliability of brainbound perception satisfactorily if we were held
to only non-perceptually furnished evidence, and mutatis mutandis, the
same goes for memory.18
17 This line might well be dubious, given just how much is being conceded here to the

proponent of the circularity worry. Just think: such a proponent might then respond by
claiming that even in the above-described scenario, where all of Otto’s (put crudely) information on which he draws for risk management vis-a-vis assessing whether his belief
would likely enough be apt – Otto is at least still trivially relying on the digital information in the notebook in making an overall assessment of whether the belief if formed
would be apt. Put another way, if the concession described to the opponent is made, and
made strictly, it is unclear that there would be enough purely intracranially stored information Otto woudl have to aptly assess that the target belief would likely enough be apt
if formed.
18 As Sosa suggests, the idea that one would need to use (and in doing so take for
granted the reliability of ) a given faculty at some point to come to have an adequate view
of that faculty’s epistemic status is implied by the very possibility of having ‘an adequate
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As Steup (2013) writes:
Is it possible to argue that one’s memory is reliable without
using one’s memory? I argue that it is not … Hence, if [the
above kind of ] epistemic circularity is vicious, it is impossible to succeed in producing a cogent argument for the reliability of one’s memory. The same applies to any other one
of one’s cognitive faculties (2013, 213).
Steup’s point – to be clear, is not that no form of epistemic circularity is
problematic (on the contrary, he concedes there are several forms that are
egregiously so). Rather, his point is that if we include – within the scope
of the kinds of circularity that is vicious – circularity that arises simply
in virtue of of (put generally) one’s relying on something to argue that
that very thing is reliable, we have set ourselves up to fail. As he puts it, if
that sort of “epistemic circularity were vicious, a cogent argument for the
reliability of one’s car would not be possible.”19
Regardless of whether one accepts this kind of impossibility argument,
it’s worth noting that the digital knower (who aspires to transition from
mere to reflective digital knowledge) needn’t be lumped together in epistemic bad company with Stroud’s crystal-ball gazers who appeal to the
crystal ball to come to view it as reliable. After all – and this is a point
Sosa (2009b) emphasises in response to Stroud – at least on an externalist epistemology, we are going to be within our rights simply register that
theory of our knowledge and its general sources’; as Sosa submits, no one could provide
adequate support of any of our sources of knowing, including perception, memory, deduction, abduction, and testimony, without employing those faculties (for discussion
here, see Sosa 2009a, 2:209). See also, for a similar line of argument, Steup (2013).
19 (Steup 2013, 213). For a similarly spirited line of reasoning, see Paul Boghossian
(2001), who distinguishes between what he calls premise and rule circularity. If a premise
features in an argument for its own conclusion, that is objectionably circular. However,
simply relying on an inference rule in order to justify that inference rule is – though,
circular, circular in a way that has a different and less worrying kind of status, namely,
that it will be dialectically ineffective against one who antecedently doubts that inference
rule. However, as the thought goes, a criterion of adequacy for the justification of modus
ponens ought not to be that one be able to rationally persuade an antecedent sceptic of
modus ponens. For additional discussion on this point, see Carter and Pritchard (2017).
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ordinary perceiving, memory, etc. really is reliable, and crystal ball gazing
is not; thus, appealing to a given epistemic source in support of its reliablility needn’t be taken to put one on the same footing as, e.g., one who
appeals to crystal ball gazing to support, unreliably and mistakenly so, its
reliability.20
The above kind of thinking offers us a fresh perspective to revisit alleged
vicious circularity that would crop up for Otto were he to rely on digital
memory in some way or another in the course of judging that the process of using that memory would (in a particular case) likely enough issue
in an apt belief. Bearing in mind Sosa’s response to Stroud (as well both
Sosa and Steup’s observations of what is even possible to expect of us), we
have reason to think the kind of epistemic circularity Otto deserves to
be charged with is not (nearly) as vicious as initially alleged. It is, at any
rate, no more vicious than the kind of circularity that we are damned into,
whenever we would attempt to justify even our most reliable brain-based
faculties, such as perception, biomemory, or inference. In short: rather
than to lump Otto with the crystal ball gazers, we should more rightly
lump him in with ordinary perceivers who view perception as reliable, or
ordinary (brain-bound) reasoners who rely in some way on basic inference
rules to argue that they are reliable.

4.2.3

Are there any digital foundations?

Foundationalism in epistemology is a popular kind of anti-sceptical strategy, for the reason it offers one of the very few plausible options for halting a sceptical regress.21 In order to see how this works, just consider the
following piece of initially intuitive reasoning (due originally to ancient
20 For

some recent detailed discussion of Sosa and Stroud’s dialectic, see Carter
(2019).
21 For an extensive over of foundationalist approaches to the structure of epistemic
justification – and more generally of foundationalism as a response to the Pyrrhonian
sceptical regress argument – see Hasan and Fumerton (2018). See also Alston (1976),
Markie (2009), Chisholm (1980), Bonjour (2020), and Sosa (1980a).
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Pyrrhonian philosophers22 ): the reasoning begins with an apparently innocent seeming idea, which is that if a given belief of yours is justified (or
known), then it must be supported by other justified (or known) beliefs of
yours. After all, as the thought goes, if you arbitrarily believe something
— viz., if you believe something which you cannot support with reference
to any other justified or known beliefs you have — then the original belief then fails to be justified.23 What the Pyrrhonians highlighted is that
this reasoning, taken to its logical conclusion, seems to lead inevitably
to scepticism. If the above seemingly innocent rule (all justified beliefs
must be supported by other justified beliefs one has) is continuously applied to each justified belief in one’s ‘chain’ of supporting beliefs (for the
original belief ), then it looks like either (i) the chain will have to go forever, never repeating any links in the chain; or (ii) the chain must at some
point ‘loop back’ on itself. Both options (i) and (ii) look bad. Contrary to
(non-sceptical) infinitists24 about epistemic justification, it doesn’t seem
we could ever meet condition (i) given our finite minds and finite lives25 ;
and contrary to coherentists who would permit (some variation of ) strategy (ii), it seems that whatever epistemic justification you’d get for the
original belief via this route route exhibits ‘reasoning in a circle’ — which
doesn’t look like a great way to support the original belief.26
The above is a quick and ready gloss of the ancient problem, but hopefully
the reader can see from it why the idea of epistemic foundations have been
22 In particular, foundationalism is often taken to be a response to Agrippa’s trilemma.

For a helpful overview, see Lammenranta (2008) and Klein (2008).
23 For discussion of this starting point and some lines of motivation for it, see Littlejohn and Carter (2021, Ch. 1).
24 See, e.g., Klein (2000, 2011).
25 See Podlaskowski and Smith (2011) for a recent articulation of the finite minds
objection. For a response to the finite minds objection to inifintism according to which
it is uncharitable, see the introduction of Turri and Klein (eds.) (2014).
26 Note that ‘reasoning in a circle’, as a criticism of coherentist theories, is not the same
kind of epistemic circularity charge that we considered in the previous section. To use
Boghossian’s terminology, reasoning in a circle exhibits a kind of ‘premise circularity’,
where a claim features in an argument for a conclusion that features that claim. This is
different from the kind of circularity discussed previously in this chapter, which involves
relying on a belief forming method to come to have a view of its reliability.

147

so attractive in epistemology: good foundations are exactly the kind of
thing that can stop a regress in a way that is not arbitrary. The strategy of
the foundationalist is to simply reject the original (seemingly innocent!)
idea that generated the regress in the first place. According to foundationalism, all justified beliefs are justified because of support from further justified beliefs or because they are justified without such support — where
the latter beliefs are called ‘basic’ beliefs. For any justified belief, it either
is a basic belief or it derives its justification from such beliefs.
It is unsurprisingly incumbent upon foundationalism to explain what
makes epistemic foundations (i.e., properly basic beliefs) enjoy the special
status they have, as justified but not on account of gaining inferential
support from any other justified belief one has. And on this point
foundationalists disagree amongst themselves.27
For our purposes presently, the worry for proponents of digital knowledge is — to a first approximation — that there simply can be no digital foundations; and if there can be no digital foundations, then digital
knowledge can’t play the important anti-sceptical role that foundations
play in epistemology. And if that is right, then there is cause to worry
that digital knowledge would (lacking the power to play such an important anti-sceptical role) be ultimately a kind of ‘second-class’ citizen when
it comes to epistemic value. We should, as the thought goes, value intracranial knowledge more than digital knowledge, all else equal, on account of
the former’s, but not the latter’s, anti-sceptical potential.
Of course, if the above worry is right - and there can be no digital foundations - this is bad news for digital epistemology! What I want to do in
this section is to first characterise what I take to be the most charitable way
the foe of digital knowledge (be it a sceptic or just a cautious traditionalist
epistemologist) might try to formulate the above reasoning which rejects
the possibility of digital foundations. Once this argument is on the table
and clarified, I’ll then show why I think the digital epistemologist has a
principled and ultimately compelling way to respond to it. The response,
27 See

Hasan and Fumerton (2018) and Littlejohn and Carter (2021, Ch. 1) for dis-

cussion.
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to be clear, needn’t assume foundationalism is correct, but rather, just that
in so far as foundationalism is a viable anti-sceptical strategy, there is no
good reason to think that digital foundations are somehow less viable candidates for foundations than traditional (intracranial) foundations.
Here, then, is an envisioned argument against the possibility of digital
foundations. It begins with a claim about what must be true about whatever it is that justifies a foundational belief (note: this must not be some
other belief one has), and which gives it the power to halt a justificatory
regress. The claim is that whatever this thing is (e.g., a perceptual or rational experience, etc), it must at least do the following thing: it must provide the thinker with certainty that her foundational belief is true, thereby
making the foundational belief indubitable for her.28 If it can’t do this,
as the thought goes, then it can’t do the job description of an epistemic
foundation, and thus, isn’t a candidate for halting an epistemic regress
in a satisfactory way.29 But then — as the thought goes — information
stored digitally will simply never be able to provide any thinker with the
kind of certainty that that very digital information is correct. After all,
when Otto browses his digital, extended memory (looking through the
various digital information he’s stored there), won’t all of this information (in short) ‘strike him about the same?’ Assuming he is storing this
information exclusively in digital memory, on what basis would some of it
(viz., the would-be digital foundations) be indubitable for him? Once we
28 For

a well-known illustrative example, just think here for a moment about how
Descartes used the proposition that he is a thinking thing as a foundation; this belief
wasn’t supported by some other belief Descartes had, and yet, this belief was nonetheless capable of provided him with certainty that it was true. Perhaps, as other rationalist
philosophers have suggested, our beliefs that axioms of mathematics are true have a similar status; we are justified in believing them, not because we believe other things that
support them, but because they seem to ‘guarantee’ their own truth. Extrapolating further, perhaps also perceptually formed beliefs have a similar status: maybe the experience
of seeing that you are at a table — something other than a further justified belief — provides you with certainty that you are seeing a table, making this indubitable for you.
29 A separate criterion that some classical foundationalists appeal to is indefeasibility,
apart from certainty. I am not focusing on indefeasibility in the present discussion for
the reason that it is the certainty/indubitability feature of classical foundationalism that,
at least prima facie, is what seems to pose a problem for would-be digital foundations.

149

think of the situation this way, the foe of digital foundations tells us, we
are led to think that there is plausibly an important disanalogy between
intracranially and digitally stored information: whereas it is obvious that
the former can appear indubitable to us — part of what is claimed to be
essential to epistemic foundations — it’s far from obvious that the latter
could. And to the extent that the latter could not, it is thereby not a suitable candidate for an epistemic foundation. Or so the argument goes.
While the above reasoning might look initially compelling, there are
plenty of places where the digital epistemologist would be right to press
back. A first point, worth making in passing, is that even if we grant
the connection between foundations and certainty/indubitabilty that
features in the above reasoning, it is actually far to quick to think that
information stored digitally could not have this very property when
retrieved. To use an example, suppose Otto uses his phone rather than
biomemory to store mathematical axioms. When he retrieves one of
these axioms, is there any reason to think that upon considering it he
would be less inclined to find it indubitable than Inga would when
retrieving the same axiom from biomemory? It seems not.30
But regardless of this point, the more fundamental problem with the
above reasoning is that it is predicated upon a once-popular characterisation of foundationalism that is nowadays widely taken to be too
demanding.31 While foundationalism is undeniably committed to
the view that something (other than another justified belief ) stops the
regress of justification by constituting a justifier for our foundationally
justified beliefs, the foundationalist needn’t accept that what does this
regress-stopping work must also provide the thinker with certainty,
30 This is so even if information formed via perception, then stored in digital memory,

might not trigger the same kind of phenomenology of indubitably when retrieved from
Otto as it does from Inga when retrieving this from biomemory. Note, though, that
the above mathematical case at least indicates that even if epistemic foundations require
indubitability, it’s not the case that no digitally stored information could ever have this
feature.
31 For discussion of the historical development of foundationalism – in connection
with discussion of the ‘mythology of the given’ – see Sosa (1997a).
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or even, for that matter, that it must be infallible. Something a bit
weaker on both fronts might do. Here it is helpful to distinguish
between the commitments about ‘regress stopping’ that are held by a
traditional form of foundationalism, Cartesian Foundationalism (which
is notoriously strong), and those accepted by the less demanding Modest
Foundationalism, in the following way:
Cartesian Foundationalism: Something stops the regress
of justification by constituting a justifier for our foundationally justified beliefs iff this is something distinct from a belief that provides the thinker with certainty that her foundational belief is true.
Modest Foundationalism: Something stops the regress of
justification by constituting a justifier for our foundationally
justified beliefs iff this is something distinct from a belief
that provides the thinker with adequate albeit fallible support for her foundational belief.32
There are quite a few well-trodden arguments in the literature for why
Cartesian Foundationalism is probably too strong. Among these criticisms is that, with this view in play, there would simply be too few foundations to do the work of supporting the rest of our knowledge.33 It’s beyond
what we can do here to adjudicate the case against Cartesian foundationalism.
Rather, the important point is that so long as we take Modest Foundationalism to be among the viable Foundationalist options on the table, the
above kind of argument against digital foundations that trades on claims
about their apparent certainty/indubitablity quickly loses its teeth.
With this in mind, let’s look a bit more squarely at what a ‘digital foundation’ would amount to on a modest foundationalist picture. At this point,
we need to make a distinction between occurrent and dispositional regress
32 See Littlejohn and Carter (2021, Ch.

1) for these formulations, and further contex-

tual discussion.
33 See here Sosa (1980) for discussion.
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stoppers, within a modest foundationalist picture. To get this distinction
on the table, let’s use the simple purely intracranial case of Inga. Suppose
Inga sees a tree in front of her. On the assumption that this experience of
seeing a tree provided Inga with adequate (suppose, for present purposes,
highly reliable) albeit fallible support for her foundational belief “There
is a tree”, the modest foundationalist can allow that Inga’s belief “There
is a tree” is foundationally justified for her. It is justified not on the basis
of any inference from other justified beliefs she has. It is properly basic;
what it is that stops the regress here is something non-doxastic – e.g. the
experience whereby she sees the tree.
Now, with this in mind, consider just how implausible it would be if the
the sceptical regress were to suddenly re-emerge, with all its epistemic
teeth, just as soon as Inga begins to cast her gaze away from the tree! We
would not think that her belief that “there is a tree” then loses its foundational status, once her attention shifts — it is not as though her occurrent experience only temporarily ‘plugs the dam’ of the regress, only to
withdraw the plug (opening the regress) with a simple shift of attention.
Rather, her belief “there is a tree” presumably retains its foundational status even when her attention shifts, and as she’s now retained this content
formed on the basis of this experience in her (biological) memory. In such
a case, Inga doesn’t occurrently believe (anymore) “there is a tree” but she
dispositinoally believes this, and this dispositinal belief is a foundational
belief. What accounts for why this dispositional belief is a foundational
belief is not that it is in memory and, were it affirmed, it would simply
satisfy conditions for knowledge. Rather, it is that the belief, stored in
memory, is such that were it affirmed, the adequate albeit fallible support
one would have for it would not derive from any other of the things Inga
believes (but rather, in this case, from her having seen a tree).
The idea I want to canvass now is that something very much analogous
goes in the case of Otto as it does in the case of Inga, with the key difference being just that Otto’s storage is simply located elsewhere. The story
of Otto’s ‘digital foundational’ belief — to keep it simple, his belief that
“there is a tree” — proceeds in a way that is structurally the same. Otto
sees a tree, and writes the relevant information in his phone (rather than
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storing it in biomemory). What accounts for why his dispositional belief
(stored in the phone, along the lines described in Chapter 2) is a foundational dispositional belief is not just that it is in extended memory and,
were it affirmed, it would be known (i.e., apt). Rather, it’s that the content “there is a tree” stored in digital memory is such that were it affirmed,
the adequate (albeit fallible) support Otto would have for it would not
derive from other things Otto believes (but rather, in this case, from his
having seen a tree).
In this way, then, just as Inga can have dispositional intracranial foundations (in virtue of retaining the content of properly basic beliefs in memory), so can Otto have digital foundations, viz., dispositional extracranial
foundations (in virtue of retaining the content of properly basic beliefs in
extended memory).
It would be nice if we could end the story here, however, there remains an
important further caveat — something that (somewhat) complicates the
above story, but which we need to make explicit in order to fend off an
important worry.
To see the worry, it we’ll need to go a bit further into the substance of
modest foundationalism. What kinds of non-doxastic things can serve as
regress stoppers by providing a thinker with ‘adequate’ albeit fallible support for her foundational belief ? We’ve hinted so far at ‘experience’ but
this has not yet been unpacked. At this point we get entirely different
kinds of stories, depending on whether we ask an epistemic internalist or
an epistemic externalist. The epistemic internalist might tell you something here about the presentational phenomenology of foundational beliefs and claim that such presentational phenomenology (or, as Chisholm
(1977) puts it, the ‘character of the experience’) is the thing (that’s not
another belief ) which can justify a foundational belief. The externalist’s
story here is entirely different. A typical answer the externalist gives to the
above question appeals typically to causal relations; what gives a thinker
the kind of ‘adequate’ albeit fallible support for her foundational belief
that suffices to stop a justificatory regress is it’s being caused in the right
way — for example, on the kind of virtue epistemology we’ve been devel153

oping so far, the more specific answer is: caused by a competence, rather
than by some unreliable belief-forming disposition.34 In the case of foundational beliefs such as basic perceptual beliefs, this will be a basic perceptual competence.
Let’s just assume this externalist/virtue-theoretic story is right (nothing
much hangs on this for the point I’m about to make). Supposing that’s
right, it seems the following is true: even if a belief is caused in the right
way (or, for the internalist, the character of the experience is the right kind
of character), it plausibly no longer serves as a foundation for you if, while
stored in memory, you become such that were you to recall it from memory, you’d endorse it tentatively, from your perspective as a wild guess, one
you would affirm with any confidence only after seeking and securing corroborating from testimony (see, for comparison, the DISPOSITIONAL
DOUBLE CHECKER case from Chapter 3). This observation suggests
then something important about dispositional foundations, of both an
intracranial or extended (e.g., digital) variety. In short, it suggests that
what matters for any given dispositinal foundation belief is not only how
it was formed originally, but also (once stored in memory) that it would
be retrieved in a way befitting a foundational belief — i.e., retrieved in a
way that involves affirmation that does not then depend on the subject’s
seeking further reasons for the target belief (and only uptaking the belief
when in possession of such further reasons).
This ‘retrieval’ point really just mirrors an already familiar about information encoding. Just as Inga is not encoding information that would ever
then aspire to be a dispositional foundation for her, if what she encodes
in biomemory is information she infers from another belief she has, plausibly the same goes for Otto. If he forms the belief “there is a tree” not
by originally seeing a tree, but by accepting a syllogism via testimony and
then reasoning from that syllogism to the claim that “there is a tree”, then
when he writes this in his phone, this information would never then aspire (any more than Inga’s memory engram, reached via inference) to be a
dispositional foundation for him. And this is so even if he would unhesi34 This idea first appears in the final passages of Sosa (1980b).
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tatingly affirm the content “this is a tree” upon retrieving it from digital
memory.
At this point a final line that the critic of digital foundations might press
takes the following shape. Suppose everything goes right for Otto (in so
far as he would be securing and retaining information that qualifies as a
digital foundation). That is, suppose Otto forms, say, a belief via perceptual competence (as opposed to via inference), which he then stores in
digital memory, and further that he is disposed to retrieve it and then affirm it directly (not on the basis of other beliefs). Even so, we can expect
what Otto to have stored in his phone will be the very same information,
regardless of whether it was arrived at originally by perception or by inference. Either way, he’s going to write that “here’s a tree.” But once this
point is made explicit, it becomes hard to accept that the very same information (detached from a description in his phone about the grounds for
his belief ) would in some cases be foundational and in other cases not.
The above line of resistance might look initially serious — after all, it
would be bizarre to suppose or expect that ordinary patterns of offloading information should include special ‘attachments’ in each case where
the grounds are included. (Imagine writing “doctor’s appointment at 12”
and then, implausibly, adding “because saw in a letter from doctor.”)
However, granting the above observation is perfectly okay, and to think
otherwise is to fail to take seriously what an externalist approach to epistemic foundations will involve. Remember again what the externalist says:
what is doing the regress stopping work is good causation, not beliefs about
good causation. That holds true in the purely intracranial case such as Inga
as well as in the extended/digital case of Otto. Just as Inga needn’t believe
nor remember causal facts for these facts to do epistemic work for her in
supporting her intracranial foundational beliefs (on modest foundationalism) neither plausibly must Otto remember these, and thus, neither must
he write them down in his notebook.
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4.2.4

Bio-atrophy and intracranial knowledge loss

The fourth and final kind of sceptical threat I want to put on the table
and address in connection with digital knowledge is not so much a threat
to (the scope of ) our would-be digital knowledge, but rather, a threat to
the other kind of knowledge, a threat that our trend toward seeking and
acquiring digital knowledge seems to bring about. Let me explain.
Step away for a moment from the extended knowledge debate, and even
away from philosophy, and just think about your muscles. What happens
when you quit using a certain muscle group (e.g., while you are wearing a
cast) is that you risk muscle atrophy — viz., that muscle group (e.g., your
arm muscles) will be weaker from lack of regular strengthening through
exercise when (removing the cast) you want to start using it again.
The basic moral of ‘atrophy through neglect’ applies not only to physical
muscles, but also to ‘cognitive muscles’. Take, for instance, the part of your
brain you use when you learn a language, e.g., during a summer abroad,
and at the very point when you can not only understand but also communicate simple sentences in another language, using the right noun and
verb conjugations. As almost anyone who has picked up a new language
can tell you, the skill to speak a language can be easily lost after prolonged
lack of exercise. This is not to say the skill cannot later be recovered.35
Rather, the point is just that without exercise, the risk is greater that we’d
fail to succeed at successfully speaking that language if we tried to do so.
Now let’s move back in the direction of epistemology, and think about
a case where it is precisely cognitive offloading that has led to a kind of
atrophy of the functioning of one’s biological brain that, through the offloading, is no longer doing the relevant work it once did. The specific
case here involves our reliance on SATNAVs in cars, rather than plotting
the course ourselves. The case The former president of the Royal Institute
of Navigation, Roger McKinlay, in a recent article in Nature entitled “Use
or Lose Your Navigational Skills” (2016), notes that increased reliance on
35 For

an overview of empirical work on language attrition and recovery, see Ecke

(2004).
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satellite navigation (i.e., GPS) has led drivers to be less vigilant in tracking
where they have previously driven compared to those drivers accustomed
to relying on paper maps, and so (in simulation tests) are more inclined
to drive past the same place twice without noticing. More generally, deteriorating navigation skills has in turn only increased reliance on satellite
navigation36 , through a process whereby individuals are increasingly ‘giving up’ attempting to orient themselves – and are accordingly failing to
develop parts of the brain responsible for spatial orientation.37
Cases like the GPS case — where offloading navigation to a GPS corresponds with an atrophy of on-board navigation skills — are suggestive of
the kind of ‘bio-atrophy’ driven sceptical worry that I wanted to highlight
in this section. The general worry is that risks to cognitive bio-atrophy
materialises exactly to the extent that we offload tasks we used to do in the
head, and in so offloading, fail to exercise our on-board cognitive skills,
rendering them in the process less capable of acquiring purely intracranial
knowledge whenever we should try to so do. In short, the worry seems that
simply by pursuing digital knowledge, we are in the very process of doing
so rendering ourselves increasingly ‘intracranially helpless.’38
In his recent book The Internet of Us, Michael P. Lynch (2016) offers a
vivid picture of what the above kind of worry looks like taken to its extreme limits, where we let our gadgets execute almost all our cognitive
tasks for us. The result — as Lynch intends — is unsettling. Lynch’s case
fast forwards to a future where rather than biocognition, we use ‘neuromedia’ as a default:
NEUROMEDIA: Imagine a society where smartphones
are miniaturized and hooked directly into a person’s
brain. With a single mental command, those who have
this technology—let’s call it neuromedia—can access
36 See Speake and Axon (2012).
37 For

discussion on this point, see Maguire, Woollett, and Spiers (2006) (cited in
McKinlay). For a more general discussion of technologically mediated memory impairment, see Clinch et al. (2021).
38 For discussion, Carter (2020c).
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information on any subject […] Now imagine that an
environmental disaster strikes our invented society after
several generations have enjoyed the fruits of neuromedia.
The electronic communication grid that allows neuromedia
to function is destroyed. Suddenly no one can access the
shared cloud of information by thought alone. […] for
the inhabitants of this society, losing neuromedia is an immensely unsettling experience; it’s like a normally sighted
person going blind. They have lost a way of accessing
information on which they’ve come to rely […].
Although the worry expressed by the neuromedia thought experiment appeals to a futuristic scenario featuring ‘extreme’ cognitive scaffolding beyond what we’re capable of today, the crux of the worry can be abstracted
away from the details of his case, so as to apply more broadly to some
of our trends of currently available cognitive scaffolding, such as smartphones. Why, for example, memorise multiplication tables when you can
store this information in your phone? Why memorise rules for addition
and subtraction — or for that matter — the names, hobbies, and preferences of your friends and family, if you can just store all of this in your
phone? Reasoning this way suggests a much more realistic manifestation
of Lynch’s doom prophecy: after all, in a scenario where we really outsource all of these things to our phone, we would be helpless in the absence
of our phone in a way that is roughly on a par with the way the victims of
Lynch’s tale are helpless when the electronic grid goes down.
Question: is a Lynch-style worry one that should be troubling to the
friend of digital knowledge? Does it offer us any reason not to offload
in a way that is a necessary enabling condition for storing (some of ) our
knowledge digitally?
This is complicated. At this point I think it will be helpful to imagine
how a full-on, bullet-biting response to Lynch’s worry might go (and then
to consider some more concessionary replies). One way to formulate a
strong reply to Lynch is to draw from the thinking of none other than
chess grandmaster Garry Kasparov. For those unfamiliar with Kasparov’s
158

career — he widely considered the greatest human chess player ever to
have lived, first winning the world championship in 1985, right as computer chess was first in its infancy.
Unfortunately for Kasparov, by 1997, computers had gotten much better
at chess, better than he had realised. That year, he became the first human
grandmaster to ever lose a match against a computer, IBM’s DeepBlue.39
While Kasparov’s initial response to losing that match was bitterness (i.e.,
he had initially accused IBM of cheating40 ), he has since changed his tune
significantly, to full blown ‘technooptimism’. As Kasparov (2017) sees it
nowadays, intelligent machines are good for us, not only in chess (where
they can help to make us stronger) but also in life, where they can be most
effectively used to the kind of tasks that will ‘free us up’ to pursue what’s
most valuable to us. Here’s Kasparov:
Let’s look at this historical process. Machines that replace
manual labor, they have allowed us to focus on developing
our minds. More intelligent machines, I understand that
they will take over more menial aspects of cognition and
will elevate our lives towards curiosity, creativity, beauty, joy,
you can continue this line.41
Kasparov in this passage is drawing attention to an easily overlooked ‘positive side’ to not using parts of your brain to do the things that our gadgets
might be brought in to do for us. While those parts of the brain might
very well be not getting practice doing one kind of thing (viz., whatever
we have brought in cognitive scaffolding to do) they are at the same time
freed up to potentially do something more valuable, perhaps something
which intelligent machines (even in the extreme form of Lynch’s neuromedia) aren’t capable of doing — e.g., engaging in creativity, appreciating
beauty, etc.
39 See

Newborn (2012) for a discussion of Kasparov’s loss in the wider context of
human-machine chess.
40 See https://en.chessbase.com/post/deep-blue-s-cheating-move.
41 See https://medium.com/conversations-with-tyler/garry-kasparov-tyler-cowenchess-iq-ai-putin-3bf28baf4dba.
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While I think it is tempting to simply rest our reply to ‘bio-atrophy’-style
worries (viz., that the pursuit of digital knowledge via offloading will result in atrophied biological faculties that are no longer fit for pursue) on
Kasparov-style reasoning — where we focus on the positives of what offloading frees us up to do — I think there is potentially a stronger kind of
reply available to the friend of digital knowledge.
Despite the Kasparov reply pointing to something good about (at least in
some circumstances) not using the parts of our brains we’ve brought in
tech to do, it is — notice — not really addressing (and in doing so implicitly conceding) that those parts of our brain will go unused at what they
used to be exercised to do. This implicit concession is actually more substantial when we scrutinise Kasparov’s thinking a bit further: consider
one scenario, where whatever on-board cognition is outsourced to our
gadgets can then be seamlessly repurposed for the kind of high-minded
pursuits (e.g., creativity, etc.) Kasparov mentions. Now consider another
scenario where it can’t — or at least, a scenario where some or many parts
of our brain (which have previously been put to use doing, as Kasparov
puts it, ‘menial’ tasks we now rely on scaffolding to do) just aren’t the
right parts of the brain to be repurposed for creativity.
It is an empirical question whether we are more likely in the first or second
scenario. To the extent that we are perhaps closer to being in the second
scenario than the first, the optimistic narrative on which our unused biological cognition (made redundant by intelligent machines) is repurposable for higher minded goals is called into question.
For the above kind of reason, I think we should be hesitant to rest a reply
to the Lynch-inspired bio-atrophy worries (viz., that the pursuit of digital
knowledge via offloading will result in atrophied biological faculties that
are no longer any good at gaining or sustaining intracranial knowledge)
wholly on the above sort of Kasparovian optimism.
A better response, I think, will have us respond to Lynch by putting some
pressure on a presupposition of his reasoning — namely, that there is
something troubling, from an epistemic point of view, about admitting
cognitive helplessness in conditions in which our relevant scaffolding
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is taken away from us. We should grant that we would be cognitively
helpless in such circumstances, and empirical evidence from, e.g., the
satellite navigation case stands to support this.42
Here is something else we should concede. If Inga was debilitatingly
drunk, then she would be cognitively helpless. If we sharpen our focus to
memory, it seems that just as our biomemories are not exercised when
we store information in our smartphones rather than in biomemory,
and consequently become less epistemically effective as candidate
rememberers whenever we can’t rely on our phones, likewise, Inga is less
epistemically effective as a candidate rememberer whenever she can’t rely
on her biomemory because it is compromised due to alcohol.
Obviously, the criticism of Inga is not that she is with her memory defective
in any way, but that she would be epistemically defective without access
to normally functioning biomemory. But notice that seemingly obvious
and unworrying observation is really the very same critique-type of Otto
that derives from the Lynch-style atrophy worry: Otto we may suppose
would be epistemically defective without his working memory (stored in
his phone).
When situated this way, the worry that stems from bio-atrophy risks
posed by patterns of offloading is more complicated than it initially
appeared. It seems that simply stating that offloading makes Otto more
likely to be such that he’d be twisting in the wind epistemically if deprived
of his phone really doesn’t distinguish him from Inga, who would also be
twisting in the wind epistemically without use of her working memory.
What is arguably much more relevant is whether Otto is for some reason
at a greater risk than Inga is of being such that he’d be without his working
memory. And here it looks like the argument cuts both ways. (What is
more likely — that one gets drunk or forgets their phone?) Let’s assume
it is more likely that one be separated from one’s phone than that they are
separated form well-functioning biomemory (perhaps in the latter case by
intentionally compromising it). Even on this assumption, there is a sense
42 (Speake and Axon 2012; Maguire, Woollett, and Spiers 2006).
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in which Otto remains better off than Inga in his state of helplessness sans
phone, as this state will for him be only temporary, even if the phone is
not recovered, provided (as we should asssume) Otto’s digital storage is
backed up in the cloud, and synced to his other devices. If I am using my
phone for external memory, and lose my phone, I don’t for one moment
worry I’ve lost the information permanently; it’s on my computer or iPad,
and when i get a new phone and have it linked up to the iCloud calendar — there everything is immediately. Inga is not so fortunate. If she is
caught out to dry without her well-functioning biomemory (as she might
be when debilitatingly drunk), there’s no guarantee whatsoever that the
whatever information that was encoded (in her highly drunken state) will
ever be recovered.
In sum, it looks like on closer inspection the initially serious looking worry
about bioatrophy as a result of seeking digital knowledge through offloading is something of a misdirection. It frames the offloader’s situation as
one where they are uniquely (relative to purely biological cognisers) likely
to be caught in a situation of cognitive helplessness. But this worry, it
turns out, is much less plausible than it might have initially looked, and
this is so even if we grant that offloading can and often does result in biological cognitive atrophy.

4.3

Digital knowledge and defeat

Just as information stored in your phone has the capacity to rise to the
level of (digital) knowledge, it also has another kind of ‘negative’ power,
which is the power to defeat the epistemic justification you have for other
things you believe.
In this section, I want to sketch a way to make sense of the details of how
this would work. The goal will be to clarify the mechanisms by which we
should expect the epistemic status of what we believe to be something that
could in principle be downgraded simply by the fact that we have certain
things stored in our phone, and even when our phone is in our pocket.
But first I want to lay my cards on the table, in a way that might irritate
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some epistemologists, but hopefully even those irritated will understand
why I am about to do things the way I am. That is, I am not going to be
thinking about defeat in the way that is probably most familiar in epistemology, and which takes the notion of ‘reasons’ to be central to a characterisation of defeat. On this view, popularised by John Pollock (1987), rebutting defeaters for a subject S’s belief that p (say that the car before them
is red) are reasons for S to believe not-p (for example, if S has a reason to
think the car appearance is really a hologram), and undercutting defeaters
for S’s belief that p are reasons for S to believe that her reasons for believing p are inadequate. In this latter case, for example, S has an undercutting
defeater for believing the car before them is red if they have a reason (e.g.,
testimony from a friend) to believe that their reason (furnished by the
appearance of a red car) for believing that they’ve seen a read car is inadequate given that, according to the friend, S has just invested a powerful
hallucinogen that distorts colour appearances.
Although the above is certainly an intuitive way to think about how defeat
works, it is not the most natural fit for externalist epistemologies, which
(in short) will link justified beliefs with reliably produced (e.g., competent)
beliefs. If there were no viable way for externalists to understand defeat
other than in terms of reasons, the externalist could do their best to try to
make things fit. However, the externalist (of which the virtue epistemology we’ve been trafficking in is an example) does have a way to do this, and
— for reasons that go beyond our purposes here — an externalist approach
to modelling defeat actually has some significant substantive advantages
over the more popular ‘reasons’ centred approach that would fit more naturally with an internalist epistemology.43
Accordingly, in what follows, I am going to describe the basics of a promising externalist approach to defeat on the market — due to Peter J. Graham
and Jack C. Lyons (2021) — and then show how it is well suited to helping us make sense of ‘digital’ defeat of the sort described above.44
43 For the full story, see Graham and Lyons (2021).
44 I

am avoiding Goldman’s (1979) ‘alternative reliable process’ account of defeat, on
reliabilist lines, in light of problems to this account raised in recent work by Bob Beddor
(2015).
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The key move here is to first define prima facie propositional justification45 in an externalist/reliabilist friendly way, and then to define
rebutting and undercutting defeat in terms of (externalist) propositional
justification, rather than in terms of reasons. Let’s do exactly this, and
then — once this is all on the table — we’ll bring in Otto and his mobile
phone.
Firstly, on the Graham-Lyons programme for defeat which we’re working with, prima facie propositional justification can be defined in terms
of cognitive processes (crucially, as opposed to in terms of reasons) in the
following way:
(Prima facie) propositional justification: S has (prima facie) propositional justification for believing p at t if a cognitive process that satisfies the general theoretical requirement
for prima facie doxastic justification (a) is available to S, and
(b) if used at t, taking as inputs only states that S is already
in, does or would likely produce p as output.
This proposal — in particular what is claimed in clause (a) to be available
to one — is meant to be neutral between different ways of explaining how
a cognitive process could give a thinker doxastic justification for a belief.
On a simple reliabilitst proposal, a cognitive process gives one doxastic
justification for a belief, p, iff the belief p is formed via a reliable cognitive
process.46 On a virtue reliabilist epistemology — of the sort that has been
the backdrop to the digital epistemology developed in Chapter 3 — we
give a slightly different story. That story is that a cognitive process gives
one doxastic justification for a belief, p, iff that belief was formed by a cognitive process that consists in the exercise of a competence.47 Put another
way: given a virtue reliabilist spin, what must be available to one (in the
45 Graham and Lyons (2021) actually use the term ‘warrant’; however, nothing hangs
on this. As they write: “Having a warrant to believe p, we take it, is nothing more than
having prima facie propositional justification to believe p.” I am going to opt for what I
take to be the potentially less confusing terminology of prima facie propositional justification, given that it makes no difference.
46 See, e.g., Goldman (1979, 1999).
47 For a full articulation of this view, see Sosa (2010).
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sense that is pertinent to clause (a)) is a competence, which is such that
(by clause b) if used at t, taking as inputs only states S is already in, does
or would likely produce p as output. We can accordingly reformulate a
virtue-epistemological substantive gloss of the Graham-Lyons externalist
template for prima facie propositional justification, in terms of competence availability, as follows:
(Prima facie) propositional justification (VE): S has
(prima facie) propositional justification for believing p at
t if a competence (a) is available to S, and (b) if used (i.e.,
exercised) at t, taking as inputs only states that S is already
in, does or would likely produce p as output.
So, on this view, – to give a simple proof of concept – suppose you are
prima facie propositionally justified is believing “Someone is standing in
the yard”, at t. Whereas, on a reasons-centric account of propositional justification, this will be explained in terms of your having a reason, at t, to
believe “Someone is standing in the yard”, the above account gives a different story. It says you are prima facie propositionally justified is believing
“Someone is standing in the yard”, at t not because you have a reason to believe this, but because a reliable visual (or perceptual-recognitional) competence is available to you at t which, if you exercised it – taking as inputs
states you’re already in (assume this includes whatever perceptual states
you are in, when looking at the yard) – your exercising it does or would
likely produce this belief.48
The second key move on the Graham-Lyons programme for defeat is to
define both rebutting and undercutting defeat simply in terms of prima
facie propositional justification as follows:
48 A

corollary here is that you’d lack prima facie propositional justification, on the
above proposal, if a disposition is available to you the exercise of which would (taking
as inputs only states you’re in) issue p, but where that available disposition is not a competence. Remember, epistemic competences must be reliable. Dispositions to wishful
thinking aren’t competences. Accordingly, you might have many dispositions available
to you at t which would (taking as inputs only states you’re in) issue p, but this matters not for prima facie propositional justification unless those available dispositions are
competences.
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Rebutting defeater: S has a rebutting defeater for her belief
that p if she has propositional justification for believing notp.
Undercutting defeater: S has an undercutting defeater for
her belief that p if she has propositional justification for believing that what propositional justifies her for believing p is
inadequate.
When we unpack ‘propositional justification’ in rebutting defeater and
undercutting defeater along the lines of (Prima facie) propositional justification (VE), what we get, then, is the following:
Rebutting defeater*: S has a rebutting defeater for her belief
that p if a competence (a) is available to S, and (b) if used (i.e.,
exercised) at t, taking as inputs only states that S is already in,
does or would likely produce not-p as output.
Undercutting defeater*: S has an undercutting defeater for
her belief that p if she has if a competence (a) is available to
S, and (b) if used (i.e., exercised) at t, taking as inputs only
states that S is already in, does or would likely produce the
belief that what propositional justifies her for believing p is
inadequate.
With these formulations Rebutting defeater* and Undercutting defeater* on the table, we’re now in an excellent position to make sense of
digital defeat – viz., where a belief you have right now might be defeated
on account of digital information stored in your phone, and indeed, even
when your phone is in your pocket.
Crucially, on the view of digital knowledge we’ve been developing, the
matter of what states you’re already in is not something we settle by looking
just at your biological configurations. The matter of what dispositional
states you are in – in particular, the matter of what dispositional beliefs
you have – can depend on what you’ve got stored in your phone.
This observation offers us a useful vantage point to think about Rebut166

ting defeater* and Undercutting defeater*. Sometimes, the ‘states one is
already in’ which (when supplied as inputs to an available competence)
would produce not-p (in the rebutting case) and the belief that what
propositional justifies her for believing p is inadequate (in the undercutting case) are entirely intracranial, even for those who often outsource
memory to a phone. This might be the case, for example, when one’s
occurrent perceptual state, then stored in biomemory, is all that’s needed
to (when supplied an input to an available competence) to the relevant
rebutting or undercutting work. But – and here’s now the key point –
sometimes (as is pertinent to clause (b) in both Rebutting defeater*
and Undercutting defeater*) the ‘states one is already in’ which (when
supplied as inputs to an available competence) would produce not-p (in
the rebutting case) and the belief that what propositional justifies her for
believing p is inadequate (in the undercutting case) are states one is in due
to what is stored in their phone. When this is the case, then insofar as a
competence is available to them which if used taking those (externally)
inputs, does or would likely produce not-p (in the rebutting case) and the
belief that what propositional justifies her for believing p is inadequate
(in the undercutting case), the competence available is a transorganismic
competence (see chapter 349 ), one the seat of which supervenes at least
partly transogranismically.
Rebutting digital defeater: S has a rebutting digital defeater for her belief that p if a transorganismic competence
(partly supervenient on digital information) (a) is available
to S, and (b) if used (i.e., exercised) at t, taking as inputs
only states that S is already in, does or would likely produce
not-p as output.
Undercutting digital defeater: S has an undercutting de49 A transorganismic competence is a transorganismic skill (which supervenes at least

partly extraogranismically) exercised in appropriate conditions. And recall our account
of transorganismic cognitive skill supervenience is as follows: If a given cognitive skill X
is such that it is exercised via a process that includes an external part, E, which would, by
the Parity Principle, be part of a cognitive process if E were internal, then that cognitive
skill, X, is transorganismic – viz., it supervenes at least in part on the external part E.
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feater for her belief that p if she has if a competence (a) is
available to S, and (b) if used (i.e., exercised) at t, taking as
inputs only states that S is already in, does or would likely
produce the belief that what propositional justifies her for
believing p is inadequate.
With the above characterisations of rebutting and undercutting digital defeat in hand, let’s now apply them to some simple cases – to demonstrate
how with reference to these accounts, digitally stored information has the
power to downgrade the epistemic status of what we might be currently
thinking. In the spirit of keeping things simple, let’s run now two twists
on Otto, who we are assuming has a smartphone chock full of extended
memory.
OTTO-REBUTTING: Otto stands at the footprint of a
tall building – the Nakatomi Tower – and sees unusual activity from a window high-up. He counts the storeys and forms
the belief “There is something odd going on on the 13th
floor of the Nakatomi Tower.” Yesterday, he had learned
that, due to the superstitions of the building planners, there
is not 13th floor of the Nakatomi Tower – and he stored this
information in external memory in his mobile phone rather
than in biomemory, and which he is presently not accessing.
OTTO-UNDERCUTTING: Otto stands at the footprint of a tall building – the Nakatomi Tower – and sees
unusual activity from a window high-up. He counts the
storeys and forms the belief “There is something odd going
on on the 13th floor of the Nakatomi Tower.” Yesterday, he
had learned that, he would be covertly drugged today with
crystal DMT, which causes hallucinations – and he stored
this information in external memory in his mobile phone
rather than in biomemory, and which he is presently not
accessing.
With reference to Rebutting digital defeater, we can explain why the
justification Otto has for his belief “There is something odd going
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on on the 13th floor of the Nakatomi Tower” is defeated in OTTOREBUTTING. There is available to him a transorganismic memory
competence the exercise of which would, taking as inputs only states
(including dispositional states) that he is already in, likely produce a
belief “There is no 13th floor of the Nakatomi Tower” that is incompatible with the target belief (viz., that there is something odd going
on on that floor). Likewise, With reference to Undercutting digital
defeater, we can explain why the justification Otto has for his belief
“There is something odd going on on the 13th floor of the Nakatomi
Tower” is defeated in OTTO-UNDERCUTTING. In that case, there
is available to him a transorganismic memory competence the exercise of
which would, taking as inputs only states (including dispositional states)
that he is already in, likely produce a belief “I am drugged today with
hallucinogenic crystal DMT” that would likely produce the belief that
what propositional justifies him for believing ”“There is something odd
going on on the 13th floor of the Nakatomi Tower” is inadequate.
It’s taken us a bit of work to get here, but the result — viz., that digital
information stored externally has the power to defeat viz., to downgrade
the epsitemic status of – the information in our heads, is exactly what we
should expect, on the assumption that information stored digitally can
rise to the level of digital knowledge. In one sense, this looks like bad
news: the influx of digital knowledge poses risks to our intracranial knowledge – where the risk is that the former is capable of defeating the latter.
That is, the more digital knowledge we have, the more at risk we are of
downgrading the epistemic status of our intracranial justified beliefs and
knowledge.
The above, though, isn’t quite the right way to think of the situation.
Just consider that the reasoning straightforwardly generalises to apply to
purely intracranial knowledge. On the assumption that, say, Inga stores
100,000 justified beliefs intracranially, if we then add another 100,000
beliefs – also entirely intracranially hosted and retained in biomemory to
her original belief stock, then we get the same result: these new beliefs
raise the likelihood (all else equal) that the epistemic status of (some of )
the former beliefs will be downgraded. We can control for this result
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by stipulating that all of the new information is entirely consistent with
whatever she believed previously, in which case none of the epistemic
statuses of the old information will be defeated. However – by parity of
reasoning – if this stipulation is then held fixed in Otto’s case, we then
get the analogous result in his case.
The moral of digital defeat, then, should – despite initial appearances –
not be understood as any special epistemic risk to downgrading the epistemic status of our intracranial justified beliefs and knowledge, any more
than whatever risk we’d take on – and take on willingly – by adding to the
stock of intracranial justified beliefs we already have.

4.4

Concluding remarks

This chapter marks a development of the account of digital knowledge
developed in Chapter 3 – by (i) exploring some new sceptically oriented
questions that countenancing digital knowledge gives rise to, and by (i)
clarifying how digital knowledge has – no less than intracranially stored
knowledge – the power to defeat or downgrade the epistemic status of
our beliefs. In the course of doing so, we’ve sketched working answers to
two questions from our ‘Digital Epistemology’ shortlist in Chapter 1 –
namely, that Anti-Sceptical Question and the Defeat Question.
The next two chapters – Chapters 5 and 6 – take up the final two questions from this shortlist: the Delegation/Verification Question, and the
Big Data and Epistemic Rights Question, to which we’ll now turn, beginning in Chapter 5 with the former.
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Chapter 5
A Digital Epistemology of Machine
Learning
5.1

DeepMind and AlphaZero: an introduction

This chapter marks a transition from thinking about digital knowledge
as merely extended (viz., as extended into our gadgets where it is stored),
to thinking about digital knowledge – or at least, its discovery – as potentially completely outsourced, as it has been in recent years to artificial neural networks (ANNs) like Google DeepMind, which utilise the power of
deep reinforcement (machine) learning to uncover certain kinds of information that – for purely human intelligence – would have been out of
reach. For example, ANN algorithms – along with reaching new superhuman pinnacles in chess and other games such as Go1 and Shogi2 – are
now significantly better than humans at detecting breast cancer3 and eye
1 (Holcomb et al.

2018; Chen 2016; Chang et al. 2016).
et al. 2017; see also, for related discussion about the difficulty of Shogi (a
chess variant) for AI, Kaneko and Takizawa 2019).
3 For DeepMind’s central results using their AI to detect breast cancer, see McKinney et al. (2020). For a sense of the social impact of AI-breast detection in developing
2 (Silver
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disease4 , at folding proteins5 , developing quantum algorithms6 , and even
at producing mathematical proofs.7
As Jennifer Nagel (2021) observes, theoretical research on ANNs ‘routinely credit them with knowledge’. As she puts it:
often AlphaGo Zero is said to have “discovered a remarkable
level of Go knowledge during its self-play training process”
and FaceNet is said to learn to recognize identities from photographs. One might wonder whether these attributions are
metaphorical or inappropriately anthropomorphic.
While I am sympathetic to Nagel’s own preferred view that at least some
attributions of knowledge to ANNs are literally true (she thinks they
are8 ), I am not going to attempt to make a philosophical case for this
here, only because doing so will require delving into commitments about
potential knowers that (for present purposes) actually distract away from
what are some of the most pressing epistemological questions for us about
how to use ANNs.9
The central question around which the chapter will be organised is from
our short list in Chapter 1 – namely, the Delegation/Verification question:
countries, see also Logan et al. (2021).
4 See Defauw et al. (2018).
5 (Evans et al. 2018; Wei 2019; Service 2020).
6 (Broughton et al. 2020).
7 (Kaliszyk et al. 2018).
8 Nagel’s reasoning in support of this claim uses ANN face-recognition algorithms as
an example case, and defends functional parallels between the way ANNs identify faces
and the way human thinkers do so.
9 One such complex debate on this point concerns the potential generalisability of
deep neural networks like AlphaZero. If agency of the sort that befits knowledge attributions requires (of neural networks) that they be generalisable (in a way broadly analogous to how biological agents have a generalised capacity to learn), then the quesiton
of the applicability of knowledge attributions to ANNS might well turn on questions
about generalisability of ANNs in computer science; but here, the point remains contested. For critical discussion, see Jebari and Lundborg (2021).
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Delegation/verification question: What is the epistemically optimal way for us to decide which tasks to outsource
entirely to intelligent machines, and to what extent is further
outsourcing appropriate (or not) to verify the results of that
same outsourced cognition?
The Delegation/Verification question really gets at two sides of an epistemological problem we face whenever an ANN generates (or is capable
of generating) a new superhuman result beyond human capacity and via
implementing algorithms that are a ‘black box’ to human thinkers – viz.,
unable to be understood,10 As ANN results often are.
To make the two sides of this epistemological conundrum (delegation
and verification) more concrete, it will be helpful to take as a starting
point for reference a well-known recent case study, involving Google
DeepMind’s AlphaZero, which plays chess at ‘alien-like’ levels11 , and –
crucially – far beyond even the skill level of traditional supercomputers
with human knowledge of strategy ‘programmed in’.
First, a bit of background. Computer chess programmes with the capacity to defeat the best humans grandmasters are hardly new. As we noted
in passing in the previous chapter, by 1997 IBM had already developed a
programme ‘Deep Blue’ which which was capable of beating then world
champion Garry Kasparov in a six-game match. For the next two decades,
computer chess programmes continued to get stronger by increment in
two main ways. First, by increasing search speed and depth (e.g., through
“brute force” techniques), and secondly, by ‘programming in’ more and
better human knowledge of opening theory and strategy, along with human assessments of the relative point-values of particular pieces.12
Now, here is where things become much more surprising. In 2017, DeepMind, an artificial intelligence subsidiary of Google, tried something rad10 As

Burrell (2016) notes, there can be different causes behind the lack of human
understanding in ‘black box’ ANN cases – what he describes as different types of opacity.
We’ll discuss these later in the chapter, in §5.2.
11 (Knight 2017). See also Crawford (2021).
12 See Sadler and Regan (2019).
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ically different, which was to (in short) – and paradoxically – strip all
the human knowledge away (Silver et al. 2017). The programme it created, AlphaZero, not only searched fewer moves per second than did the
leading traditional chess programmes (80,000 moves per second versus
70,000,000 moves per second) but it was also taught nothing more than
the bare rules of the game. After just four hours of playing millions of
games against itself, DeepMind’s AlphaZero crushed the strongest traditional chess programme, Stockfish 8, in a 100-game match. As DeepMind CEO Demis Hassibis put it: ‘It doesn’t play like a human, and it
doesn’t play like a program… It plays in a third, almost alien, way.’ What
AlphaZero lacked in search speed and programmed-in human knowledge
of theory, it more than made up for through it’s vastly superior ability to
learn, and with undeniable results.13
Despite its dominance, AlphaZero’s move choice is often baffling to human thinkers. And the lack of transparency of the reasoning makes it difficult to have any idea why the move was recommended (we’ll return to
this point in §5.2). As computer scientist Ivan Bratko (2018) puts it:
When it comes to understanding the games played by AlphaZero, the program’s inability to explain its games and the
knowledge acquired in human-understandable terms is a serious limitation (2018, 7).
In some cases, when AlphaZero recommended a particularly counterintuitive move14 , this led to debates amongst chess analysts which where,
13 For

the original paper outlining the results, see Silver et al. (2017). For a more detailed overview of the match between AlphaZero and Stockfish, with expert commentary, see Sadler and Regan (2019).
14 One of AlphaZero’s most famous, and most baffling games, has since been termed
the ‘Immortal Zugzwang’ game between AlphaZero and Stockfish. ‘Zugzwang’ (German) is a chess term used to refer to a position in which any move by a player will make
the player worse off – and thus, it is a position where making no move would have
been preferable to making any of the legal moves available. In AlphaZero’s Immortal
Zugzwang game, AlphaZero revealed its stragical superiority over Stockfish by executing
a (seemingly odd) series of moves which was designed to put Stockfish in a zugzwang position. What struck commentators as remarkable about the strategy in this game is that
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at the core, epistemological questions about trust and verification.15
“Verification” in chess had previously been more or less synonymous
with: “Whatever Stockfish says the best move is!”, and whenever human
evaluation of a chess position differs from Stockfish’s evaluation, there
is always an understanding that Stockfish is making this assessment by
valuing pieces the same way humans do — but, as we know, it simply
processes more information quickly and evaluates more moves ahead;
thus, deference to Stockfish (when it verifies the strength of a position) is
complicated but hardly mysterious, and (almost) always appropriate.16 It
is accordingly confusing – from a human perspective – when AlphaZero
recommends (on the basis of its black box reasoning) a move very
different from Stockfish!17 It seems that to the extent we want to be
right, we would throw in with AlphaZero, to the extent that we want
to put ourselves in a position to justify and explain – activities often of
human interest and importance, we should not.
The above predicament is of course not just a predicament for chess.
Think about how the problem of verification generalises. Suppose an
ANN recommends a medical diagnosis, assesses a building design as
‘high-risk’, or develops a quantum algorithm — in each case, in a way
it is not the kind of strategy a brute force calculator (e.g., Stockfish), even one with human knowledge programmed in, is likely to pursue, given that brute-force calculations
(based upon point values assigned to the pieces) evaluate ‘good moves’ in a way that always takes into account the point value of the pieces. A strategy centred around the value
of putting an opponent in zugzwang is centred around recognition of the disvalue of the
opponent’s being unable to exercise the pieces they have in a strategic way. For an expert commentary on the Immortal Zugzwang game, see the following video by Antonio
Radić https://www.youtube.com/watch?v=lFXJWPhDsSY.
15 See https://www.wired.com/beyond-the-beyond/2017/12/deep-mind-alphazeros-immortal-zugzwang-game-stockfish/.
16 (Grünke 2019).
17 From the results of the match described above, it’s clear that AlphaZero is a stronger
overall chess player than Stockfish, which is why it now, in principle, makes sense to assume the objective strength of any given position is best captured by what AlphaZero
says, rather than what Stockfish says whenever the two diverge. But perhaps, as philosopher of technology Paul Grünke (2019) has put it recently, ‘the success of AlphaZero’s
approach with neural networks and reinforcement learning is “counterbalanced” by an
increase in the epistemic opacity of the resulting model’ (2019, 7).
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that is reliable (based on track record reliabity) but incomprehensible.
In such cases, if you are intending to act on the information afforded by
the ANN, it seems the price will be an ability to provide any rationale
other than that the ANN is reliable, and without such a rationale, it then
becomes that much more difficult to independently confirm (if one so
wishes) the soundness of the rationale.
The foregoing concerns about balancing the values of reliability and explainability quickly point to wider questions about the appropriateness
of delegation to ANNs in the first place. According to Cynthia Rudin
(2019) it is actually better to forego delegating intellectual tasks to black
box ANNs in high-stakes situations (e.g., medical contexts) given that
their reasoning is unexplainable, and this is so even if the explainable models that humans are more skilled at interpreting are less reliable.
Against this background — and with a cluster of interrelated questions
about verification, opacity, explanation, and delegation in mind — this
chapter aims to make progress on the Delegation/Verification question
in several steps: §5.2 considers an important preliminary to any epistemological discussion of ANNs, which the extent to which the ‘black box’ operations of ANNs are (or are not) a barrier to relying on them for gaining
knowledge; conclusions reached will then be used to approach different
aspects of the ‘verification’ side of the Delegation/Verification Question.
§5.4 then looks at the ‘delegation’ side of the question, by considering epistemic delegation’s place in inquiry and by distinguishing between key skills
in knowledge delegation as opposed to generation. §5.5 ties these sections
together to sketch a working answer to the Delegation/Verification Question.

5.2

ANNs, black-boxes, and verification

5.2.1

Black-boxed limitations?

Algorithms are essentially sets of rules that solve a problem. Some algorithms follow well understood rules (take, for example, a Boolean Decision Rules algorithm). Even setting aside artificial neural networks for
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a moment, even relatively simple algorithms used in diagnostic computer
programmes can in principle be epistemically opaque in at least two ways,
according to Burrell (2016).18 First, there is the kind of opacity that arises
when information about the algorithm is intentionally concealed by the
designer. Second, there is a kind of opacity that is explained principally
by technological illiteracy of the user, rather than by the design of an algorithm. The kind of of opacity of particular interest in the case of ANNs is
a third kind of opacity that arises from neither intentional concealment
or for any salient kind of technical illiteracy, but rather from ‘characteristics of machine learning algorithms and the scale required to apply them
successfully’.
To appreciate the opacity distinctive of ANNs, consider the example of an
ANN designed to identify human faces. Deep neural networks are structured to make predictions, by taking inputs (i.e., a candidate face) and
giving outputs (classification as a face or not). There are three types of layers to the structure, the input layer, (responsible for receiving inputs), an
output layer, which is the prediction itself, and ‘hidden layers’, potentially
hundreds of them. Hidden layers take in a set of weighted inputs and produce an output through an activation function, where these outputs are
then the input for the next hidden layer.
The objective is for the neural network to ‘learn’ which weights should
be assigned to each feature of the input (e.g., colour, shape, etc.) in order
to make the best predictions (e.g., in our example case, to get better and
better at taking raw images and identifying faces). For example, as Emily
Sullivan (2020) describes the process:
the first layer analyses the picture in the form of individual
pixels, with numerical values representing the hue, saturation, and more. The next layer isolates a collection of pixels
that start to pick out higher level arrangements, such as lines
or edges. Each resulting layer gradually picks out higher and
higher level abstractions until it reaches a classification of
18 For further discussion of Burrell’s distinction of different types of opacity, see Cara-

bantes (2020).
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Figure 5.1: Standard structure of a deep neural network
the image (2020, 13).
The modeller can ‘train’ the neural network by giving it feedback, during
the learning phase, whether what it is classifying as a face via its outputs is
what a human would count as a face (this is supervised learning). (In the
case of chess, the feedback needn’t be supervised, given as the benchmark
of ‘winning games’ is already defined within the rules.) What makes the
hidden layers ‘hidden’ is that (given the high number of data points) the
modeller can’t understand the machine settles on the weightings it does
as it proceeds through the hidden layers.
Given that what is going on in the hidden layers is a ‘black box’ even to
the modeller, there has been a push towards what is called “Explainable
Machine Learning (ML)19 ” where a first ANN model is built to generate
a reliable result (albeit one the workings of which are a black box), and
then a second model is created in order to explain the first model. Rudin
19 See, e.g., Bhatt et al. (2020), Holzinger (2018), and Roscher et al. (2020).
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(2019):
If the explanation was completely faithful to what the original model computes, the explanation would equal the original model, and one would not need the original model in
the first place, only the explanation. (In other words, this is a
case where the original model would be interpretable.) This
leads to the danger that any explanation method for a black
box model can be an inaccurate representation of the original model … An inaccurate (low-fidelity) explanation model
limits trust in the explanation, and by extension, trust in the
black box that it is trying to explain.
Another side to the worry Rudin identifies about explainable ML programme is that if explainable ML does manage to be suitably high fidelity
to the original black box that its objective is to render interpretable (avoiding the inaccuracy/trust worries she highlights), then we’re back to the
original problem, which is that the original black box model is already beyond comprehension.20
With this dilemma in mind, we can identify one kind of epistemological
position about ANNs as a kind of ‘fatalism’ – the view that the epistemic
limitations of black box ANNs are significant enough that we should not
rely on the results – and instead, we should be trusting (both epistemically, and in practice) only models that are transparent – models where
the reasoning behind a given output is interpretable by humans. This is
the position taken by Rudin (2019).
A more optimistic position – albeit still quite concessionary – is defended
by proponents of what is called computational reliabilism (see Durán and
Jongsma 2021).21 Computational reliabilism makes two key claims, an
20 Additionally,

a further worry is that attempts to make black box interpretable
through a second model are such that the second model itself will often itself be opaque,
essentially kicking the can down the road. For a presentation of this worry, see Duran
and Jongsma (2021, 331).
21 The version of computational reliabilism from Duran and Jongsma (2021) is taken
to supercede a previous formulation of the position, developed by Duran and Formanek
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epistemic claim and a practical claim. The epistemic claim is that we are
epistemically justified in believing the results of ANNs provided we have
evidence that the ANNs are suitably reliable and even if the mechanisms
by which they reach these results are entirely opaque to us. In short, opacity of the black box’s inner working is not (contra Rudin) a barrier to having epistemic justification that the results are correct. However – and this
is the second key claim of computational reliabilism – the opacity of the
inner workings of ANNs is – even if not an epistemic barrier – a barrier
to being ‘normatively justified’ in acting on ANN-generated results.22
The debate between fatalists and computational reliabilists has played out
mostly outside of mainstream and social epistemology, in the literature on
informatics, computer science and the ethics of AI. Approaching this dispute through the lens of epistemology, it’s clear that we can see some parallels with debates in the epistemology of testimony. Fatalism seems broadly
analogous with a kind of sceptical position in the epistemology of testimony, one that holds that we should not rely epistemically on the sayso
of others.23 By contrast, computational reliabilism draws closer parallels
with reductionist positions in the epistemology of testimony (e.g., Fricker
1995).24 According to reductionism, we are epistemically justified in believing what another person tells us provided we have evidence that they are
reliable.25
(2018).
22 For some sympathy to computational reliabilism – albeit, with a few mostly gentle
criticisms to the position – see Veliz et al. (2021).
23 This is an unpopular and idiosyncratic position in the epistemology of testimony.
The closest we get to such positions (which are not simply entailed by a more general
sceptical position) are those defended by radical exponents of epistemic autonomy. Arguably, Emerson (1841) in Self-Reliance approximates such a position. Debatably, such
a view is encouraged by Kant’s answer to the Question ‘What is Enlightenment’ (Kant
[1784] 1996), which prescribes that one always only accept an opinion that is the product of one’s own reasoning. (However, this dictum might well also be compatible with
reductionist positions in the epistemology of testimony.) For discussion of Kant and
Emerson in connection with epistemic autonomy and testimony, see Carter (2020c).
24 For some overviews of these positions, see Leonard (2021) and Littlejohn and
Carter (2021, Ch. 7).
25 Note the tight parallel here with computational reliabilism about black box ANNs:
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At this point, those with a background in social epistemology will likely
notice a glaring absence in this analogical picture that is being sketched.
We’ve so far located positions (about the epistemic appropriateness of relying on the results of black box ANNs) that are broadly analogous to
sceptical and reductionist positions in the epistemology of testimony, but
what we haven’t seen yet is any kind of analogue to anti-reductionism in
the epistemology of testimony. This is at least somewhat surprising, given
that anti-reductionism is now well established as the dominant view in the
epistemology of testimony.26 We can envision this third position
According to anti-reductionism, you can gain (defeasibly) epistemically
justified beliefs from the word of a speaker even if you don’t have any
positive reason to think they are reliable, and so long as you lack any
positive reason to doubt their reliability. In this respect, testimony is
broadly analogous with perception, in that you have a kind of default
entitlement to trust the deliverances of perception unless you have a good
reason not to in a particular case. What we can term the ‘computational
anti-reductionist’ would permit you, analogously, to be defeasibly
justified27 in believing the result of an ANN – even if you do not have
any corroborating support about its reliability – so long as you don’t have
on that view, we are epistemically justified in believing what black box ANNs tells us provided we have evidence that they are reliable. According to computational reliabilists,
the best kind of reliability indicator is the testimony of those with expert knowledge
about whether the ANN is reliable. To be clear, the relevant testimony is not testimony
about how the black box works, but rather, testimony that the results it reaches are reliable. This is just the same with reductionism: the evidence you need that the speaker is
reliable is not evidence about how the speaker’s brain works to process and communicate
information, but evidence that they are reliable on the matter at hand.
26 For some notable anti-reductionist positions in social epistemology, see, e.g., Burge
(1993), Graham (2010, 2016), and Simion and Kelp (2018).
27 The ‘defeasibility’ caveat is important here, to anti-reductionist positions generally,
and to the kind of computational anti-reductionism we’re envisioning. Suppose, for example, that you are a computer scientist training an ANN; simply by knowing you are
still training the ANN, you have a ‘defeater’ – viz., evidence against its reliability. Thus,
on the anti-reductionist view under consideration, you aren’t justified in accepting the
results of any ANN come what may. In some cases, you’ll have defeaters; the thought is
that, when you lack any such defeater, you are entitled to accept the result of an ANN.
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a positive reason to think the ANN is making a mistake in a given case.

5.2.2

Fatalism, computational reliabilism, and computational anti-reductionism

The previous section’s review of some of the positions in the literature on
ANNs helps to organise how we might bring the above situation under
intellectual control, by envisaging three distinct answer types to the question: to what extent is further outsourcing is appropriate (or not) to verify
the results of that same outsourced cognition?
• Answer 1 (fatalism): According to the kind of sceptical position
advanced by Rudin (2019), the answer is – effectively – to reject a
presupposition of the question – viz., to reject that we should ever
outsource cognition to black box ANNs in the first place.28 We
should, instead, be outsourcing to the extent that we do only to intelligent machines that are interpretable by humans, and so which
would not then require further verification by other intelligent machines.
• Answer 2 (computational reductionism): The computational reliabilist, by contrast, gives a different answer – which is that we can
gain epistemic justification for accepting the result of ANNs, even
when their black box operations are entirely opaque to us, so long as
we have (prior to doing so) verified some marker of their reliability
in the case at hand.29
28 The rationale behind this sceptical position is related directly to the black box oper-

ation of the ANNs, which are not interpretable by humans. In slogan form: we should
not trust or rely (especially for high-stakes matters) on results the reasoning for which
cannot be interpreted by human styles of thinking. If that’s right, then the question of
verifying (through further outsourcing) the results of ANNs becomes moot.
29 For computational reliabilists like Duran and Jongsma (2021), such a marker will
paradigmatically be the testimony of a human expert, one who can vouch for the ANN’s
reliability in the relevant case. In short, if the oncologist says that the ANN is a reliable detector of breast cancer, then you are entitled to accept what the ANN says in a
particular case, even if the ANN’s reaosning is a black box.
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• Answer 3 (computational anti-reductionism): The most
epistemically liberal answer considered is the computational
anti-reductionist answer sketched at the end of the preceding
section, which maintains that verification is simply not necessary
for initially (defeasibly) justifying us in accepting the deliverances
of ANNs; we’re justified unless we have reason to doubt the
deliverance of the ANN in a given case.
Question: Which of these three answers is in best shape? I want to start
by eliminating the first one, though with an initial concession to Rudin.
It might well be that practical reliance on ANNs in making high-stakes
medical diagnoses is not appropriate. Whether it is or is not, however, is
fundamentally a practical matter, for the reason that making official medical diagnoses is generally an activity governed always at least partially by
institutional norms. The norms that regulate the appropriateness of official medical diagnoses are not entirely epistemic30 ; they also take into
account such things as legal accountability, malpractice codes, guidance
by regulatory bodies, etc.31
Even so, we should reject Rudin’s skeptical epistemic position (viz., Answer 1); this is because the position incurs the charge – familiar from our
discussion in Chapter 2 – of an objectionable kind of bioasymmetry. To
see this, just consider the important sense in which the inner operations
of the human brain are a black box, when someone asserts to you information that they have processed and understand. While some parts of the
brain are well-understood (just as some parts of an ANN – even if not the
details of the operations of the hidden layers – are well understood), some
very fundamental parts of biological cognition are quite literally a black
box. Notably, it is currently a black box how information is coded in neural activity32 – understanding the details of how information is coded in
30 For discussion on this point, see, e.g., Lackey (2011).
31 This

I take it is a point that Duran and Jongsma get right. The computational reliabilists allows for epistemic justificaiton for accepting the deliverances of ANNs, even
while agreeing with Rudin that we should not act solely on the basis of an ANN’s recommendation.
32 For some discussion about the range of different theories, many mutually exclusive,
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neural activity lies beyond what humans presently understand. This fact
in itself, however, does not sabotage our capacity to gain justified beliefs
from other humans who process (in black box ways) information they assert. Neither, as the thought should go, should it be so for ANNs, on pain
of the arbitrary bioasymmetry of treating one kind of black box entirely
differently, epistemically speaking, from another.
With the remaining options being computational reliabilism and our envisaged computational anti-reductionism – which is the better epistemological position? (Again, setting aside the question of what justifies (practically speaking) acting on results from ANNs.)
Computational reliabilism versus versus computational antireductionism
Let’s consider now an argument against computational anti-reductionism
and in favour of computational reliabilism. The argument aims to draw
on an alleged disanalogy between the kind of epistemic position we are in
when receiving testimony from reliable human testifiers, and from black
box ANNs like AlphaZero. To try to make this disanalogy concrete, suppose, for example, that a human chess expert – call him Magnus – recommends a position. Even if you don’t understand how Magnus’s brain
works, or what his reasons are you are – for the anti-reductionist about testimony – defeasibly justified in believing that a certain chess move is the
strongest move in a position if Magnus says so (and you have no reason
to doubt him).
What about when AlphaZero recommends a move, also in a circumstance
where we hold fixed that AlphaZero is a black box and thus that you lack
any conception of its reasoning. Here is a difference. There is epistemic
coverage for Magnus’s assertions33 ; humans can always check whether a
given chess move is a good or bad move (e.g., by playing multiple continuations from these recommended moves, and seeing what happens, or
that have attempted to explain this, see Kumar et al. (2010).
33 For some discussions of epistemic coverage and its significance in social epistemology, see, e.g., Goldberg (2011; 2011).
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referencing traditional chess computer software), even if humans have no
procedure for working out what led Magnus to recommend it in the first
place. However, it looks like there is no corresponding epistemic coverage
in the case of AlphaZero’s recommendations. We return here to the example case where AlphaZero recommends a chess move that contradicts
what the best humans and engines think. In such a case, it would seem
that we lack any epistemic coverage whatsoever. And then – as the idea
against the computational anti-reductionist goes – surely we can’t gain
defeasible prima facie justification for believing such testimony.
I want to suggest now that the above worry can be straightforwardly
met by the computational anti-reductionist, by simply considering
how, at least in human cases of testimony, we very plausibly can gain
testimonial justification when there is no epistemic coverage for what
is being said – and indeed, embracing this point isn’t even distinctive
of anti-reductionism in the epistemology of testimony. Consider, for
example, the following case:
RAMANUJAN: Srinivasa Ramanujan (1887 - 1920) was a
genius mathematician, whose mathematical insight was due
to largely to an acute intuitive power, which he could not
easily explain.
Suppose now that Ramanujan says that a certain proof is correct, one that
he reaches through his well-attuned mathematical intuition, and where
no other mathematician is (yet) capable of working out the proof and confirming it. Because this is a case of expert testimony – indeed, a testimony
we may suppose from one of the greatest experts – it would be quite a
bullet to bite to insist that you gain no defeasible justification from Ramanujan’s testimony, when he tells you the proof is correct on the basis of
ineffable though brilliant insight.34
34 To

be clear – the Ramanujan example is meant to illustrate only that we should
not reject computational anti-reductionism simply because it would seem to allow cases
of defeasible justification to believe propositions for which there is no epistemic coverage. Cases like RAMANUJAN suggest that countenancing this possibility needn’t
be problematic. Notice, though, that countenancing the idea that you should gain jus-
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Perhaps, though, the computational reliabilist has a stronger card to play,
which is to simply throw down the gauntlet: it is incumbent on any antireductionist position to answer the ‘source problem’ (Simion and Kelp
2018). In short, given that (in the human case) speakers sometimes lie
or are misinformed, ‘how’ as Simion and Kelp ask, ‘could it be that simply taking a speaker’s word at face value can give you testimonial entitlement?’ (2018, 2850). Anti-reductionists needs a good answer here, and
we find two main kinds of answer in the literature in the epistemology
of testimony. Regardless of whether such answers can address the source
problem in the case of human testifiers, it’s unclear whether the supporting
reasoning would extend to the case of ANNs.
In the remainder of this section, I will characterise how this ‘source problem’ argument could be charitably presented against computational antireductionism specifically, and then we’ll see how (despite initial appearances) computational anti-reductionism is able to earn its keep.
First source-based argument against computational anti-reductionism
One prominent kind of argument for anti-reductionism generally – an a
priori argument – is due to Tyler Burge (1993). If it turns out that Burge’s
style of argument for anti-reductionism about human testimony is simply
inapplicable to testimony from ANNs (or for that matter, for any kind of
intelligent machine), then, at least ceteris paribus, this would be a strike
against the computational anti-reductionist.
Burge’s a priori vindication of testimony as a source of entitlement is complex. The gist of the argument is as follows: (i) when someone says sometified beliefs from Ramanjuan (and thus, even when there is no epistemic coverage) is
something that both the anti-reductionist and the reductionist about testimony will
want to embrace; they will just give different stories about the mechanisms. For the
anti-reductionist, even if there is no epistemic coverage for the particular claim being
made (e.g., that proof X is correct), you are justified in accepting Ramanujan’s testimony
provided you have evidence that he is reliable about similar kinds of mathematical proofs.
Once this is pointed out, it should be clear that considerations about epistemic coverage are no basis for which to side (in the ANN case) with computational reliabilism (a
reductionist position) against computational anti-reductionism.
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thing intelligible to you, you’re in a position to attribute to the speaker
a capacity to reason, a capacity that is implied by their having communicated something to you intelligibly at all. (ii) The second step in the argument involves a claim about the capacity of reason itself, namely, that it
has truth as its function or aim. If both (i) and (ii) are right, then notice
what we would be in a position to tell from the bare fact that someone
has told us something intelligible that the intelligible content is content
that derived from a source that has truth as its aim. It’s on this basis that
Burge maintains that ‘A person is entitled to accept as true something that
is presented as true and that is intelligible to him unless there are stronger
reasons not to do so’. (1993, 467). That is, for Burge, we can take what
someone says at face value simply because they’ve said something we can
make sense of, which implicates a faculty of reason, and we know that reason aims at truth.35
With the above brief description of Burge’s line of reasoning in mind, it’s
not hard to see how one might think there is no obvious way to extend
the argument to apply to non-human testifiers. After all, a core premise
of Burge’s reasoning that the human faculty of reason has truth as its aim.
The ANN, however, is not employing anything like a human capacity of
reason. Thus, there is no viable extension of the argument that would
work as a way for computational anti-reductionism to answer the source
problem.
The (Burge-style) computational anti-reductionist’s reply
It might well be that Burge’s particular brand of anti-reductionism is simply too strong even in the case of strictly human testimony. (Perhaps –
as critics have suggested – the core claim that the aim of human reason is
35 This

is a simple summary of the view, which glosses over many of the details from
‘Content Preservation’, but which captures the broad contour of the argument (for a recent and helpful reconstruction of the premises of Burge’s argument, see Graham 2018).
This summary follows key pieces of the argument as presented in (Littlejohn and Carter
2021, Ch. 7) and in Simion and Kelp (2018, 2850).
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truth isn’t knowable a priori as Burge thinks.)36
We don’t need to belabour this. What I’d like to suggest now is that if a
Burge-style brand of anti-reductionism offers the right way to vindicate
anti-reductionism in the epistemology of testimony generally (which we
may well doubt that it is!), there is really no reason to think a variation
on the argument could not be tweaked so as to support computational
anti-reductionism at least as convincingly.
Here is how the ‘variant’ of a Burge-style argument will go for computational anti-reductionism specifically: for illustrative purposes, let’s focus
on the simple case of FaceNet37 , which is an ANN trained to identify human faces from digitised images. Suppose FaceNet identifies a certain arrangement of pixels in a photograph as a human face, and that the hearer
– call them Tyler – hasn’t yet seen this arrangement of pixels, but finds intelligible FaceNet’s recommendation “The pixels in box 24 on the screen
are of a human face”. Regardless of whether Tyler is (having found this intelligible) in a position to attribute to FaceNet a capacity to reason, Tyler
is surely in a position to attribute to FaceNet some kind of capacity to generate intelligible content, in virtue of FaceNet’s making the propositionally
expressed classification it has.
But here is where things begin to look up rather than down for the computational anti-reductionist. It might be that a Burge-style argument has
not less but more going for it in the case of FaceNet than in the case of
human persons. Whereas, as Simion and Kelp (2018) have argued, the
capacity of human reason seems to have multiple functions (depending
on whether it is engaged in theoretical or practical reasoning), the func36 Consider,

as Simion and Kelp (2018) put it: ‘Burge’s claim that reasoning aims at
truth is at best true of theoretical reasoning. However, we are multi-faceted rational
agents, in the sense that we at least also engage in practical reasoning. When it comes
to practical reasoning, plausibly, the aim at stake will be a prudential one – say, desire
satisfaction. Furthermore, it looks as though the latter can, at least in principle, take
primacy over the former, and will plausibly tend to do so […] when practical rationality
will require the testifier to lie in order to serve her self-interest […] this practical aim will
often enough prevail over the epistemic aim of reaching/delivering truth’ (2018, 2851).
37 See Schroff et al. (2015).
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tion of deep learning algorithm is literally and only to maximise accuracy
in its predictions.38 The capacity that backs ANN-generated intelligible
content is, arguably, not less but more tightly linked (in terms of its function) to accuracy than the faculty, (human) reason, that on Burge’s view
backs intelligible content generated by persons.
To reiterate – the above discussion is not meant to be an endorsement
of computational anti-reductionism embraced on Burge’s reasoning.
Rather, it is to show that it’s ultimately implausible to think that the case
against computational anti-reductionism gains any support from the
idea – shown to be mistaken – that the rationale for strong, Burge-style
anti-reductionism woudl not extend from the human case to the ANN
case. On the contrary: if the rationale for anti-reductionism is viable
in the case of human testiony (which I take no stance on), it is plausibly
even more viable in the case of testimony from ANNs.
A second source-based argument against computational antireductionism
According to moderate anti-reductionism, we can’t (contra Burge) establish anti-reductionism on a priori grounds. However, we can do so successfully on a posteriori grounds. There are various kinds of positive arguments one might appeal to in order defend (a version of ) moderate antireductionist. Any such argument must explain why (if we aren’t entitled a
priori to the premise that reason aims at truth) testimonial recipients are
default justified in believing what they hear, even though testifiers sometimes lie and are incompetent.
Although it’s beyond the scope of my aims here to defend any particular
version of moderate anti-reductionism, I want to mention one promising candidate – due to Peter J. Graham – and then to see why one might
initially think no version of the view would support computational antireductionism. Then, we’ll see, a kind of Graham-style computational anti38 This function – of making reliable, accurate classifications – is at the forefront of the
reasoning for using ANNs across a range of image classification purposes. For discussion,
see Raczkowski et al. (2019).
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reductionism might in fact hold up despite initial worries.
First things first. Graham defends his brand of moderate antireductonism by appealing to a reliable, truth-aimed process on the
part of the hearer – what Graham calls comprehension-with-filtering
(monitoring for deception and incompetence) – that is part and parcel
with receiving testimony from a speaker. Comprehension-with-filtering
is a process that, according to Graham, has forming and sustaining true
beliefs reliably as its etiological function.39 The idea, in summary, is that
when anything has an etiological function, then having that function
explains (with reference to the thing’s ancestors) why it was replicated,
and so why it exists now. Compare: the heart’s function is to pump
blood; and it’s because hearts fulfill this function that explains why
hearts are replicated and, so continue to pump blood. Likewise, it’s
because comprehension-with-filtering, a process exercised by testimonial
recipients, sustains true beliefs reliably that it is a process that is replicated,
and so which we continue to rely on. Comprehension-with-filtering,
when functioning normally (e.g., in conditions under which it originally
acquired its function), on Graham’s view, confers prima facie justification
on the beliefs it causes and sustains.
The above is very rough summary of the key idea of Graham’s rationale for
anti-reductionism. What’s important here is that we can see how a critic
of computational anti-reductionism might be poised to maintain that
the kind of rationale Graham is offering for moderate anti-reductionism
would not extend so as to be a plausible rationale for moderate (computational) anti-reductionism. The key point of objection here will be
that comprehension-with-filtering is a process that originally acquired its
etiological function in situations where we are receiving testimony from
humans. Whatever reliability comprehension-with-filtering is keyed to
includes deception detection, etc., in the cases of human testimony. In
short, the ‘filtering’ component of ‘comprehension-with-filtering’ does
not have as its function anything to do with discriminating between
good and bad outputs from ANNs. Therefore, as the argument goes,
39 For discussion of etiological functions generally, see Millikan (1989).
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there is no straightforward way to explain why receivers of testimony
from ANNs should enjoy prima facie epistemic justification when they
accept (merely with no signs of defeaters) the result of an ANN.
The (moderate) computational anti-reductionist’s reply
The situation for the moderate computational anti-reductionist is not
nearly as bleak as it might appear. However, in order to see just why this
is, we’ll need to look a bit more closely at some of the details specific to
receiving testimony from ANNs, with a special focus on where exactly
our risks of ignorance lie.
In particular, and following here Emily Sullivan (2020), we should distinguish between what she calls implementation uncertainty and link uncertainty in the case of receiving testimony from ANNs. Implementation
uncertainty is a function of the extent to which it is opaque to us how an
ANN’s algorithm is implemented. Link uncertainty is uncertainty about
the link that connects the model to the target phenomenon. Sullivan’s
own epistemological objective is to argue that, whereas implementation
uncertainty is not a barrier to gaining understanding from a model, a significant degree of link uncertainty is a such a barrier.
In order to make this argument, she compares two ANNs that are on a
par when it comes to implementation uncertainty, but which differ in their
level of link uncertainty, and maintains both that only the latter plausibly
prohibits gaining understanding of the target phenomena via the ANN. It
will be instructive for our purposes to briefly consider Sullivan’s example
case pair, and then to consider how her reasoning offers some ammunition
for the moderate computational anti-reductionist to carve out a position
that capable of evading the kind of argument sketched in the foregoing.
The cases Sullivan uses to make the link-certainty argument are not hypothetical, but actual, ANNs, the first which models melanoma from images
of moles (Esteva et al. 2017) and the second which models sexual orientation, also from images – in this case, images of faces (Wang and Kosinski
2018).
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MELANOMA ANN: Images of melanoma and healthy
moles serve as inputs to the [ANN] system. The model
is trained with semi-supervision, where the training set
includes accurate labels of the images, and is then applied
to a novel set of images to classify. The results of the model
are significant, with the researchers claiming it outperforms
dermatologists at classification.
SEXUAL ORIENTATION ANN: Researchers developed
a facial recognition model that seeks to identify the sexual
orientation of individuals. The input data consisted of images of heterosexual men and women along with images of
openly self- identifying gay men and lesbians. The images
were of exclusively white American men and women taken
from dating websites where users documented their orientation. The model is able to give striking accuracy in identifying sexual orientation when the model had five images of the
same person. In the scenario where the model was presented
with two faces, one of which was an image of someone who
self-identified as gay and the other an image of someone who
self-identified as straight, the model had a 91% labelling accuracy rate for men and 83% for women.
Sullivan’s observations about MELANOMA ANN and SEXUAL ORIENTATION DNN are, first, that both neural networks use roughly the
same method such that – from the perspective of the modeller – the ‘level
of implementation black boxing’ is on a par.40 However, the level of link
uncertainty is significantly different in the two cases, which Sullivan maintains is why the modeller is in a position to gain understanding about the
target phenomena via the former ANN but not via the latter (and despite the latter’s impressive reliability). In the case of the melanoma ANN,
there is already (an abundance of ) scientific justification and background
40 That is to say, the human modeller is not going to understand how the algorithm
decides upon its weightings at the hidden layers in SEXUAL ORIENTATION ANN,
but neither will they do so in MELANOMA DNN.
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knowledge linking the appearance of moles (which is what the ANN takes
as inputs) to instances of melanoma; this background evidence reduces
link uncertainty on the part of the modeller (despite the presence of implementation uncertainty).
The situation is very different, however, with in SEXUAL ORIENTATION ANN:
In this case, the link uncertainty is vast. As the researchers
themselves note, many of the features that the model tracks
are cultural features, such as certain grooming patterns,
and dating-profile picture conventions. Both these features
have no relationship to androgens and facial morphology,
thus severing the connection between the model and
the phenomenon concerning the actual causes of sexual
orientation.
Sullivan’s diagnoses of these cases is initially very plausible41 , though for
our purposes what is of relevance isn’t whether the modeller gains understanding, per se, but rather, how the difference between the epistemic positions of the modellers in the two cases might help us to see how a (limited)
version of moderate computational anti-reductionism might be defensible the initial hurdles described.
The key point that bears emphasis is that while most of us do have fine
tuned any Graham-style filtering capacity when it comes to receiving
any kind of ANN testimony, the same is very plausibly the case when it
comes to even the modellers in SEXUAL ORIENTATION ANN, and
that is not on account of the implementation uncertainty present (that
they share with the modellers in MELANOMA ANN) but because of
the link uncertainty. A high-level of link uncertainty suffices to plausibly
41 The

diagnosis gains additional plausibility when we consider that if we hold fixed
the link uncertainty in SEXUAL ORIENTATION ANN while somehow shoring up
the implementation uncertainty (suppose a modeller received cognitive enhancing drugs
which allowed them to understand how the algorithm was implemented throughout the
hidden layers), it remains the case that the modeller will be none the wiser when it comes
to understanding the target phenomenon (i.e., sexual orientation) via the model.
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undermine any would-be reliable filtering capacity when it comes to
receiving testimony from ANNs.
Notice, though, that a modeller who trains (multiple iterations of ) ANNs
like the MELANOMA ANN, where link uncertainty is minimised in
light of the modellers’ appreciation of the link that connects the model
to the target phenomenon, is in a different position. In fact, it is not at all
implausible to think that it is precisely the lack of link uncertainty here
that constitutes for such modellers a capacity to reliably filter that kind
of ANN for errors. And, moreover, as this capacity continues to evolve
and become more refined over time, the link uncertainty continues to be
minimised further and the model becomes increasingly reliable, better illuminating the target phenomenon.
What the above suggests, then, is a provisional picture where a moderate
kind of computational anti-reductionism is beginning to look very plausible in a limited case – for at least experienced modellers using black box
ANNs, on account of their reduced link uncertainty contributing to their
reliable capacity to receive ANN testimony. On such a view, we get the
result that those modellers in MELANOMA ANN enjoy prima facie (defeasible) epistemic justification for accepting the results of the melanoma
classifying ANN in a given case, while the modellers in SEXUAL ORIENTATION do not.42
Interestingly, though, a moderate computational anti-reductionism position might do not merely as well as computational reliabilism – a reductionist position – but it actually can boast an important advantage, which
is that moderate computational anti-redutionism, but not computational
reliablisim gets the right result in the SEXUAL ORIENTATION ANN
42 To

be clear: the picture sketched does not imply that just anyone gains even prima
facie defeasible justification for accepting the results of even the MELANOMA ANN.
Only those (typically: the modellers themselves) who have a reliable filtering capacity
indexed to that particular ANN will enjoy this status. Those individuals can then of
course pass justified beliefs and even knowledge on via standard expert testimony, viz.,
where uninformed hearers can then gain (on a moderate anti-reductionist line) prima
facie justification for accepting the testimony of the modeller (e.g., that such and such is
a case of melanoma).
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case.
Note that for computational reliablists like Duran and Jongsma (2021),
what is necessary and sufficient for being justified in accepting the result
of an ANN is that the ANN be computationally reliable (from its inputs to outputs) and that one has evidence that it is so reliable. Both
of these conditions are satisfied in SEXUAL ORIENTATION ANN.
However, it’s plausible to think that the vast link uncertainty in this case
– remember: the model is tracing things (e.g., certain grooming patterns,
and dating-profile picture conventions) that have no known relationships
to what the network purports to be modelling – plausibly stand as a defeater in a given case. Whereas computational reliabilism is not only a
reductionist thesis but one that purports to give necessary and sufficient
conditions for being epistemically justified in believing the results of an
ANN in a given case, it offers no story for what is missing epistemically
in SEXUAL ORIENTATION ANN but not in MELANOMA ANN.
Because the moderate anti-reductionism suggested here does have such a
principled story, it thereby has an important advantage.
A final point worth noting – in the case of moderate computational antireductionism – is that, thus far and for illustrative purposes, we’ve been
thinking about just one very notable substantive version of this kind of
proposal – Graham’s version – where prima facie justification of a testimonial recipient is explained in terms of (etiological) function-generated
norms. Graham’s own proposal is part of a wider approach to epistemic
normativity that we might call ‘function first’ epistemic normativity43 ; on
this approach, we get epistemic norms only by first identifying etiological
functions.
Of course, this is not the only way to account for epistemic norms. Telic
virtue epistemology (of the sort we’ve been engaging with throughout this
book) has a different answer (see especially Chapter 3). For the virtue epistemologist, a belief ’s being justified (whether it is based on testimony or
otherwise44 ) is a matter of whether the belief is competent, rather than any43 See, along with papers by Graham, also Kelp and Simion (2021) and Simion (2019).
44 For

helpful discussion, withing a virtue reliabilist framework, of reliable compe-
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thing to do with etiological functions (like Grahams’ view), or anything to
do with assumptions about the aim of human reason (like Burge’s view).
The good news is that if we fill in the substantive details of moderate computational anti-reductionism along virtue-theoretic lines rather than along
‘function-first’ theoreetic lines (as Graham does), it seems we will end up
with very similar results – viz., modellers will have justified beliefs (in
virtue of competent receipt of information) from ANNs with minimal
link uncertainty, but will not have justified beliefs in cases like SEXUAL
ORIENTATION ANN, where the high-level of link uncertainty suffices
to plausibly undermine not just any would-be reliable filtering capacity
but also any would-be reliable competence in receiving the relevant kind
of outputs.
In sum, we’ve developed in this section an optimistic picture of how we
can gain justification and by extension knowledge by relying on ANNs,
even when the mechanisms of ANNs are effectively black-boxed. The
bare fact of ‘epistemological opacity’ of the hidden layers of ANNs
has, we’ve seen, led some researchers to move toward fatalist positions
(e.g., Rudin (2019)) as well as cautious positions like computational
reliabilism (2021), which line up with with reductionist views in the
epistemology of testimony. What we’ve seen, though, is that a more
permissive kind of option – computational anti-reductionism – turns
out to have more to recommend it than figures in these debates have
thus far appreciated. The matter of how to further develop substantive
computational anti-reductionist positions will be a valuable research area
going forward in social epistemology, as reliance on ANNs increasingly
becomes the norm rather than the exception.
tences to receive testimony, see Greco (2010, Ch. 5), and in particular, Greco’s response
to challenges on this point raised by Jennifer Lackey (2007b).
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5.3

Delegation and ANNs: (Or: Just leave it all
to the machines?)

This section now marks a shift in focus from the ‘verification’ to the ‘delegation’ side of the delegation/verification question.

5.3.1

Delegation choice points

When facing any salient cognitive task — we are not always, but sometimes, also facing a delegative choice point: whether to attempt it ourselves
(perhaps, through the assistance of some level of cognitive offloading), or
whether to simply forbear from attempting it and instead to outsource the
task entirely.
We don’t always, when considering a cognitive task, face such a delegative choice point because — unfortunately for us — there are some things
that only we can do.45 On the other hand, there are some tasks that we
could (more or less) just as easily do ourselves or delegate (e.g., checking
the time). Here we face a delegative choice point where not much hangs epistemically, for us, in so far as we just want the relevant knowledge — on
who (or what) does the relevant intellectual work. A further type of delegative choice point crops up in domains of expertise where — if we want
or need to know something — we can’t just as easily (or reliably) work
it out ourselves as delegate. For example, if you have a complicated question about the behaviour of chimpanzees, you might be better off (conditioned on your wanting to know) depending on the intellectual labour
of Jane Goodall, and trusting what she says, then trying to work it out on
your own.
Questions about the appropriateness of (the extent of our) epistemic dependence on others’ testimony have been of longstanding interest in social
epistemology. Almost all such positions are compatible with the idea that
45 To

work out whether you like the omelette you are eating, you will probably need
to decide for yourself. The same goes for tasks that would rely on introspective memory:
you will need to work these out on your own.
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delegation at the third of these types of choice points (e.g., where delegating is a more expedient route to truth) is at the very least permissible, if
not epistemically obligatory. In short, while it is epistemically permissible for you (out of your own curiosity, say) to climb Mount Everest to
know how tall it is, you are entirely beyond epistemic reproach for just
‘epistemic freeloading’ on the work of professional surveyors, geologists,
and mountaineers.
The seeming limitless potential of ANNs invites us to question how far the
above kind of principle of permissiveness extends. We’ve already noted
early on in this chapter a list of areas where ANNs outperform humans:
this includes, (in short) video games, strategy games of all types (including Go), medical diagnoses. The more ambitious trend in artificial intelligence research, however, is not to continue creating DNNs that are task
specific, but rather, to create a general purpose artificial intelligence – viz.,
an AI that can (in short) learn anything. Importantly for our purposes,
such an AI, if actualised, would lead (for users of such an AI) to a kind of
explosion of delegative choice points.
Let’s imagine this world for a moment. With general purpose AI on hand,
there would be delegation choice points across all domains of knowledge
discovery in science; researchers could debate whether to simply let the
AI pursue the relevant discovery, whether to attempt it without the AI’s
assistance (or perhaps via a kind of human-AI collaboration.) However,
consider that – equipped with such an AI at the ready – we will also face
an explosion of mundane delegation choice points outside the context of
knowledge discovery (i.e., not at the frontiers of science) but also in more
typical “Hey Siri” contexts.
According to Sam Altman, founder of OpenAI, it is very likely that by
2022 the scope of “Hey Siri”-style delegation choice points will explode as
deep learning algorithms get closer to a general purpose AI. Such a general
purpose AI would enable us to pose questions beyond what we’d presently
in the early 2020s dare ask Google – including very specific situationspecific legal advice, requests to run any arbitrary kind of data analysis
you have at your whim, etc.
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The reason for Altman’s optimism is that — given the way ANNs learn
from experience — there is “no obvious upper bound to that process.” As
he puts it:
Think about how a kid works. They observe the world. They
start to learn. They clearly make some predictions. And you
can see when something doesn’t go the way they think it’s
going to go and then they update. And the next time they’re
not surprised or maybe they even can come up with new
ideas based off of that. And you can also teach them stuff.
You can correct them. And this idea of giving human feedback to a neural network in the way that we’ve given to our
children for a long time, where we say, no, that’s right, no,
that’s wrong, and the model, the A.I., or the kid, or whatever, is updated each time that happens. But then, let’s say,
the agent can make better predictions, and do better, and
need to get corrected less and less on increasingly subtle issues. There is no upper bound how far that can go as you
think about increasing the size and scale.
If Altman’s picture of the (relatively near) future is on the right track —
and the number of cognitive tasks that we can delegate very easily if we
choose is on its way to a limitless upwards bound, then then — epistemologically speaking — we had better focus on delegation skills.
Virtue epistemology, of course, places cognitive skills at the very centre of
epistemology. But if we enter Altman’s future — equipped with skills the
exercise of which gets us knowledge — some of the best epistemic agents
will be ones who know what to delegate to intelligent machines and what
not to. Traditional virtue epistemology, including the kind of digitally
centred virtue epistemology developed in Chapters 3-4, doesn’t yet have
a principled line at the ready.
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5.3.2

Generative versus delegative epistemic competence

This section is going to add a new concept - delegative competence - to the
epistemological framework we’ve been working with so far. We have defined already (along the lines of virtue epistemology) the notion of a competence (Chapter 3). Recall that, abstracted away from epistemology entirely, a competence to do something, 𝜙, is a skill to perform successfully
reliably enough at 𝜙-ing when you try and are in conditions that are in
appropriate to 𝜙-ing. For example: an archery competence is a skill to hit
the target reliably enough when you make an attempt in conditions appropriate to archery; this includes being in proper shape (e.g., no one has
sabotaged your arrows) and properly situated (e.g., plenty of daylight, ambient oxygen, etc). In the case of epistemic competences – of the sort that
we can, by exercising them, gain knowledge – a competence is a skill to perform successfully reliably enough when you make an attempt at truth and
are in appropriate conditions to make such an attempt (e.g., not drugged,
no funny lightning, etc.) For the virtue epistemologist, a belief that issues
from the exercise of a competence is adroit; when it is true, it is accurate
(regardless of whether it is adroit), and it is apt – viz., it is knowledge –
only when it is accurate because adroit (viz., true because competent).
Importantly, whenever we exercise a knowledge-generative epistemic
competence, we affirm that something is so, and in doing so we make
what is called a constitutive attempt to get it right by affirming. Compare:
I can make an indirect attempt to get it right about, say, whether it is
raining by moving my body to a part of the house that is near a window.
However, moving my body in this way is not a constitutive attempt to
get it right, but a constitutive attempt to put myself in a position to get it
right, and a merely indirect attempt to get it right.
Ernest Sosa (2015, 2021) refers to the kind of assessments we make of
our constitutive attempts to get it right (and not merely put ourselves in
a position to do so) gnoseological assessments – or ‘knowledge related’ assessments. Gnoseological assessments correspond with epistemic competences the exercise of which involve constitutive attempts (via affirming)
to believe or judge accurately that something is so; gnoseological assess200

ment is however inapplicable to our indirect attempts to get it right (like
our attempts, good or bad, to gather evidence that bears on whether something is so)46 ; likewise, the considerations that bear on whether we’ve
done well in our indirect attempts to get it right don’t bear on purely
gnoseological assessment. (For example, even if I am lazy and make no
effort to learn what a cow looks like – I just sit on my couch and wonder – such laziness does not bear whatsoever on whether I know what a
cow looks like after the farmer brings the cow to my couch and shows me.
Then I do know this, despite my utter lack of effort in putting myself in
the right position).
Delegating a task to an intelligent machine (like taking the action of moving oneself closer to a window, or actions we take in the service of collecting evidence responsibly), even though not a constitutive attempt to
actually get it right (through affirming) whether something is so, is, to
emphasise, nonetheless a constitutive attempt in its own right – that is,
delegating to an intelligent machine is a constitutive attempt to put ourselves in a position to get it right on the matter at hand.
As such, cognitive task delegation can (like any constitutive attempt) be
evaluated for accuracy/success, adroitness (is the attempt competent?)
and aptness (is it successful because competent?), where the relevant ‘suc46 Accurately, or — in the case of judgment — knowledgeably.

As I’ve noted previously,
in Chapter 3, I am not utilising the full resources of bi-level virtue epistemology in the
present project, but rather utilising a simplified version of the view, one that draws only
from some of the key ideas from A Virtue Epistemology (2007). This means that I am
leaving out discussion of judgment — introduced in Sosa’s 2015 Judgment and Agency
— which is a particular species of belief, one that aims not merely at correctness, but at
aptness. (Thus, my remark ‘or knowledge’). There is a reason for my leaving ‘judgment’
(and its constitutive aim) out of the discussion here. First, introducing it (along with
some of the further developments to virtue epistemology from Epistemic Explanations
(2021) risks complicating the application of bi-level virtue epistemology to the topic of
this book: digital knowledge. As was shown in Chapter 3, we only need the resources
of Sosa’s 2007 picture in order to navigate the kind of problematic (facing moderate and
by extension strong extended knowledge) that faced other views considered in Chapter
2. Secondly — and importantly — for the digital epistemologist who wants to take the
bi-level picture further than I have in this book, all the relevant tools are here for doing
so.
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cess’ notion here (corresponding with the attempt one is making, by delegating) is plausibly not that of ‘getting it right’ but rather that of putting
oneself in a position to know. Delegating cognitive tasks to intelligent machines that fail in this regard are unsuccessful – crucially, even if the machine itself identifies a correct result, say, by fluke luck (e.g., a spurious
correlation.)
The above idea – of what success looks like for the delegation of cognitive
labour into a particular question – gives us the grip we need to now make
sense of epistemic delegation being adroit and epistemic delegation being
apt. Delegation is adroit whenever it issues from a complete (delegative)
competence, which will accordingly be a disposition or skill to delegate
cognitive tasks in ways that reliably enough put one in a position to know.
Finally, delegation is apt when successful because adroit.
The introduction of delegative competences (along with more traditional
competences) is an extension of virtue epistemology that offers us a start
when it comes to thinking about what is required to delegate well. We now
have the tools we need to assess a given token delegation of a cognitive task
to an intelligent machine along the three dimensions of accuracy, adroitness, and aptness. As we’ll see, though, these norms are (while a move
in the right direction) simply not enough to regulate epistemically good
delegation in an age of (general purpose) AI. (Adherence to such norms,
we’ll see, will only get us so far!)

5.3.3

Delegative competence and inquiry: a puzzle

Let’s return now to our Sam Altman-style near future. Thanks to advancements in DNNs – which, let’s take his prediction (and the predictions of
other futurists such as Ray Kurzweil) at face value – we are on the short
path to a general purpose AI; accordingly, we face a radical influx of delegative choice points. You are, in this new world, scrolling through your
list of cognitive tasks (which perhaps appears to you via augmented reality visual overlay), deciding whether to outsource (or not) a complicated
decision problem, a risk assessment with many factors to weigh, and even
a legal strategy. In the old days, this would have taken you a week to think
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through properly. Now, you must decide whether to grind out this cognition the old fashioned way or whether instead to outsource all of these
interrelated tasks entirely to your General AI Google Assistant, which
(thanks, suppose, to Elon Musk’s Neuralink47 ) you can call up with a single thought command.
Suppose you’re busy (“I can’t be bothered with all that thinking – sounds
like a headache!”) and delegate the risk analysis and legal strategy to your
Google Assistant (returning yourself to Candy Crush). And, indeed, suppose you opt for the delegative route at nearly every delegative choice point
you face, equipped with your remarkably reliable AI, and whenever you
don’t fancy thinking (whatever it is) through.
Despite how efficient your delegative strategy (which involves cognitively
delegating at nearly every opportunity) seems to be given its results – suppose it always puts you in a position to know, exactly as delegation should
– you have a niggling worry. “Am I delegating too much?”
The AAA assessment of particular acts of delegation sketched in the previous section can help us distinguish qualitatively between the kinds of delegation that put you in a position to know (successful) versus those that
don’t (not successful). However, it might seem (at least, on initial consideration) that the epistemic value of acquiring and cultivating delegative
competences of the above sort will be de facto ‘swamped’ in circumstances
where the means of delegation at your disposal always puts you in a position to know – as we might expect a fully general AI to do. (Compare: the
epistemic value of being a thoughtful and discriminating testimonial recipient would seem to be swamped in an environment where all testifiers
are pre-programmed to tell you the truth).
But what you don’t yet have, even with fully general AI at your beck and
call – and indeed even with impressively fine-tuned delegative competences (of the sort outlined in §2) – is a good sense of whether (or why)
there might be situations where, epistemically speaking, you should forbear from delegation even when delegation would put you in a position to
47 See Musk (2019).
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know.
Imagine here, the radical techno-optimist, who submits the following
epistemological principle: “From an epistemic point of view, it is always
permissible to delegate, with respect to a particular question, X, if doing
so is the more expedient route to knowledge whether X.” On what basis
would we reject this?
Awkwardly, the techno-optimist’s epistemological principle, paired with
Altman-style descriptive premises about the speed at which we’re now
trending inevitably towards a general purpose AI48 , together suggest that
it won’t be long until we face a situation where it is possible that one (i) is
doing very little thinking for themselves (delegating at nearly every opportunity); while nonetheless being (ii) epistemically in the clear in doing so!
But (i) and (ii) together seem to raise a puzzle, because the following also
seems true: (iii) you are not epistemically beyond reproach if you are doing almost no cognising yourself, delegating most of your cognitive tasks
to a machine.
Again, simply making recourse to delegative norms of success, competence and aptness of the sort sketched above won’t help us out of the puzzle. This is because these norms just regulate the quality of those delegation attempts (to put yourself in a position to know) that you in fact make.
They don’t tell you what attempts to make or to forbear from (any more
than, e.g., norms of success, competence and aptness, as applied to our
perceptual beliefs, regulate how you should apportion the finite resource
of your gaze – e.g., whether you should look at one thing rather than another.)
I want to now consider two complementary lines of response to this puzzle. Each offers an independent path for holding on to (iii) — viz., holding on to the idea that you’re not epistemically beyond reproach if you are
doing almost no cognising yourself, delegating almost entirely. That said,
48 For
further sense of this trend, see DeepMind’s research page:
https://deepmind.com/research. For a description of DeepMind’s use of deep reinforcement learning in combination with systems neuroscience, see Hassabis et
al. (2017).
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each of the two replies also makes some concession to the techno-optimist
(even if not entirely accepting her epistemological principle).

5.3.4

Two replies

Reply 1
One reply to above kind of puzzle invites us to think about the conditions
under which a general purpose AI really would put us in a position to
know, as opposed to, merely form true beliefs that fall short of knowledge.
This, after all, bears (as discussed previously) on the appropriateness of
delegating in the first place.49 Given that the presence of link uncertainty
(recall, e.g., as in SEXUAL ORIENTATION ANN) can impact whether
the ANN puts one in a position to know rather than merely truly believe,
the question of the appropriateness of delegation to an all-purpose AI is
itself also dependent upon considerations of link uncertainty.50 Therefore, as the thought goes, unless a general purpose AI issues only results
which are not accompanied with a significant level of link uncertainty,
we should be sceptical that simply crossing the next technological hurdle
- and developing and disseminating general all purpose AI - implies that it
would be appropriate to delegate to that AI willy nilly. Rather, the position should be more qualified: delegation would be appropriate at most
when such link uncertainty can be minimised. (Of course, if one delegates to an AI and the result carries link uncertainty with it, one needn’t
thereby reject the claim; rather, the idea is that — to put herself in a position to know — she will need to do more cognitive labour herself (or more
delegation) until the link uncertainty can be sufficiently minimised.)
Question: might whatever link uncertainty is present in a given case be
minimised — when operating with an Altman-style fully general AI — by
49 Recall that — on our working view — it is not appropriate to delegate entirely to an
ANN in cases like SEXUAL ORIENTATION ANN given that level of link uncertainty
present serves as a defeater that undermines one’s being in a position to know.
50 To be clear: this is because (i) when there is link uncertainty, one is not put in a
position to know - as one acquires an undercutting defeater. And (ii) the appropriateness
of delegating is sensitive to whether delegating would put one in a position to know.
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simply delegating further labour to that very AI?
While the answer is ‘no’ with current ANNs, I think the answer here,
when thinking about a fully general AI, is (potentially, at least) ‘yes’.
Remember, unlike our current ANNs (e.g., SEXUAL ORIENTATION
ANN) — which register outputs with no further explanation (which is
problematic in cases featuring a high degree of link uncertainty), a fully
general AI will (at least according to predictions) be able to converse with
the user in conversational English. There is no in principle barrier for such
a fully general AI to minimise the degree of link uncertainty present with
the initial output via, e.g., a further series of questions and follow-ups
with the user. To clarify, in SEXUAL ORIENTATION ANN, there
would (presumably) be no way to minimise link uncertainty (in a given
case), given that we already know there exists no scientific support for
the links used in the model. However, as the thought would go, there
will presumably be other cases where the level of link uncertainty is due
to ignorance by the user of (perhaps complex) factors driving the output,
but for which there is adequate scientific support. And, there’s no barrier
to thinking that a fully general AI might, through conversational English,
be capable of minimising for the user link uncertainty by helping to
remove that very ignorance.
It is at this point — where we imagine a fully general AI minimising link
uncertainty by offering explanations in conversational English — that one
might press along the following lines — citing a potential worry of ‘mismatch’. That is, when the provider of the explanations is a fully general
AI, won’t there be a disconnect between the reasons given (the user uses
to make sense of the output in a way to minimise link uncertainty), and
the (black box methods) by which the AI actually generated the results. Is
this mismatch problematic, when it comes to assessing whether this minimisation of link uncertainty for the user suffices to place the user in a
position to know (viz., by removing the defeater that was generated by
the initial link uncertainty)?
The answer here is very plausibly ‘no’ – at least, from the point of view of
mainstream social epistemology, there needn’t be any intractable problem
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here. Here an analogy with Jennifer Lackey’s (2007a) CREATIONIST
TEACHER case is instructive. In that case, Lackey maintains that a creationist teacher can put her students in a position to know evolutionary
theory so long as she her assertion ‘homo sapiens evolved from homo erectus’ is backed by scientifically sound reasoning on the teacher’s part, and
regardless of whether the teacher herself accepts or appreciates the force of
this reasoning. Here is not the place to defend Lackey’s cases51 ; the point
is, rather, that to the extent that the above kind of view is plausible, then by
parity of reasoning, so long as an envisioned fully general ANN is giving
the right kinds of reasons (ones that pass a certain kind of muster) in the
course of minimising link uncertainty, then there is no barrier to its doing
so contributing to putting the user in a position to know. That said, to be
careful, it remains an open question whether a fully general AI will always
be able to minimise link through providing additional explanations when
prompted.
Let’s now take stock of this first reply to the puzzle sketched; it offers a
way out of the jam by cautioning us against thinking that with a fully general AI we are always put in a position to know. If we aren’t, we needn’t
draw a straight line between the possibility of a fully general AI and and
explosion of delegative choice points whereby we would be (by delegating) putting ourselves in a position to know. That said, in sympathy with
the techno-optimist, we’ve seen that we should expect fully general AIs
themselves to incur some of the labour of minimising link uncertainty
with further ‘follow ups’ from the user. And finally, also in concession
to the techno-optimist, there’s no need to think that mismatch in reasoning noted above undermines the capacity of a fully general AI to minimise
link uncertainty.
Reply 2
A second, and arguably more important line of reply to the puzzle will
have us target more squarely the techno-optimist’s epistemological prin51 For critical discussion of Lackey’s (and related) cases, see Carter and Nickel (2014)

and Graham (2006).
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ciple, rather than to challenge the matter of whether delegating to more
advanced ANNs will lead to an explosion of delegative choice points that
put us in a position to know.
In particular, what I want to suggest is that while there is a restricted
version of the principle that is plausible, the unrestricted version initially
described should be rejected. By embracing the restricted version we
concede at least something to the techno-optimist; by rejecting the
unrestricted version, we get out of the puzzle.
With the above in mind – and in order to motivate a move to a restricted
version of the techno-optimist’s epistemological principle – it will be
useful to consider an analogy with inquiry more generally. Consider
that some individuals pursue what we might call ‘trivial truths’ or (more
generally) seem to be asking uninteresting or irrelevant (either or both
practically or theoretically) questions.52 And yet, such individuals
might nonetheless be very skilled at getting to the truth, and at gaining
knowledge, whenever they pursue a given inquiry, regardless of whether
the inquiry was worth taking up in the first place. For example, consider
the epistemic plight of one who dedicates all of their intellectual energy
counting the number grains of sand on a beach, never considering other
practical questions or any deeper questions of significance. Such an
individual might boast a very high ‘epistemic batting average’ in so far as
they never miscount the sand – or never fail to gain knowledge whenever
they rely on another’s word about the sand. In this way, they might be
such that all their beliefs are knowledgeable.
Although such individuals will be beyond reproach when it comes to
purely gnoseological assessment, they obviously aren’t doing so well
it comes to norms of intellectual ethics, e.g., norms that regulate what
count as good inquiries to take up, and crucially, how extensively to
pursue an inquiry once it is taken up.53 Individuals who do well by the
52 For

discussion on ‘trivial truths’ in epistemology, and their connection to the
value of knowledge, see, e.g., Kvanvig (2008); Treanor (2014); Carter (2011); and Sosa
(2000).
53 I’m using ‘intellectual ethics’ here in line with Sosa (2015); importantly, there are
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lights of norms of intellectual ethics have what we might call virtues of
inquiry (e.g., inquisitiveness, intellectual tenacity, intellectual courage,
open-mindedness). Individuals with virtues of inquiry will, for example,
not restrict their inquiries to trivial truths – nor will they, for any inquiry
they take up, be content to terminate that inquiry simply on someone’s
say-so. For example, it is plausibly a matter of good intellectual ethics
to seek, in some cases, not only knowledge, but also understanding –
where the former but not the latter can be easily attained by trusting the
testimony of a reliable source.
Now, with this in mind, here is the key analogy: Just as we can fruitfully
draw from virtues of inquiry when deciding which questions to take up
initially (and whether to settle them by trusting testimony, or whether
more sustained, first-person investigation is appropriate), we can fruitfully draw likewise from virtues of inquiry to help us to decide which tasks
to delegate, which to pursue for ourselves, and (among the latter case),
when to terminate inquiry or press on.54
At this point, though, an important question emerges. Just what kinds
of dispositions will good delegators possess (where the ‘good’ here is the
good of intellectual ethics)? I will discuss three such dispositions, after
which we’ll be in a position to better see how a restricted (rather than
unrestricted) version of the techno-optimist’s epistemological principle
is on a stronger footing than what led to the puzzle.
The first kind of disposition – which is essential to good delegation, and
more generally to good intellectual ethics – is a sensitivity to non-epistemic
values in inquiry, including practical and ethical values. Consider that our
example trivial truth hunter is selecting their inquiries poorly at least in
part because they are (quite literally) wasting their time. If, as Aristotle
very tight connections (as I go on to discuss) between norms of intellectual ethics and
(some) intellectual character traits, as identified in the virtue responsibilist tradition (e.g.,
Baehr 2011; Zagzebski 1996; Roberts and Wood 2007; Battaly 2018).
54 After all, being a good delegator (knowing when to delegate and not) is part of what
it is to be a good inquirer; the idea that virtues of inquiry include traits that regulate good
delegation is just what we should expect.
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though, something like ‘intellectual flourishing’ is part of human flourishing55 , we might be tempted to say that the trivial truth gobbler lacks a
sensitivity to what kind of intellectual pursuits would help them to flourish. And, more importantly for our purposes, so likewise is the individual
who unhesitatingly accepts her ethical, philosophical, political, and other
views by simply trusting the testimony of others. Rather than wasting
their time, conversely, we might say that such an individual is not spending adequate time thinking about such things for themselves. Or, even
better, we might say that such individuals are, by delegating with abandon, willing too quickly to terminate their inquiries into these questions,
in part on account of a lack of sensitivity to non-epistemic values.
On this latter point, consider, for example, how we might pursue some
inquiries just with the (mere) aim of getting to the truth or knowledge
anyway. Working out what time it is, for example, is a good such example.
It’s not clear that any norm of intellectual ethics will regulate whether (in
seeking the time) it is better to find a clock oneself as opposed to asking a
reliable informant. There is nothing, as it were, to be gained from terminating one’s inquiry then and there, on trust, so long as the informant is
a suitably reliable one. However, the situation is much different in other
kinds of domains – e.g., in the humanities – where, by contrast, there plausibly is something to gain by discovering for oneself (e.g.) why some action is immoral, whether certain pieces of art are excellent, or whether
a political doctrine is more just than another.56 In such cases – and unlike in cases where we (say) merely want to know the time – the thinker
who does well by the lights of intellectual ethics will seek not merely to
know the truth any way, but to know in a first-hand way57 , perhaps so
as to gain not merely second-hand knowledge (testimonially) but understanding.58 Virtues of inquiry that regulate good delegation, then, must at
the very least incorporate some sensitivity to the kinds of non-epistemic
55 For more recent discussion on this point, see Greco (2010, Ch.

6).

56 For discussion in the case of philosophy specifically, see Priest (2021).
57 For an expression of this idea, see Sosa (2021, Ch.

1) see also Carter (2021).
idea is in keeping with recent work at the intersection of social epistemology
and ethics on moral deference (McGrath 2009; Hills 2009; cf., Enoch 2014).
58 This
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values with reference to which certain inquiries might be judged as more
worthwhile than others, as well as which inquiries are worth pursuing in
a sustained way, one that would not terminate simply through deference.
(Without such sensitivity, we might think of the otherwise skilled delegator as on a par with a military general well integrated with their army but
with no sensitivity to how to pick their battles).
That said, sensitivity to non-epistemic values, even if necessary, is
plausibly not itself enough to lead one to be a good delegator (by the
lights of intellectual ethics), and this is because one could very easily
have such sensitivity to non-epistemic values, along with (as Alessandra
Tanesini (2021) puts it) a problematic ‘mismeasure of the self ’ in two
important ways that could easily wreck good delegation. To bring this
point into view, imagine a subject (call them Val) has an excellent sense
of what kinds of inquiries are worth taking up and sustaining (where
the ‘worth’ here is keyed to norms of intellectual ethics). Even so, Val
might have a hopeless mismeasure of their own delegative competences
(see §5.2) – viz., that is, Val might be inept at evaluating conditionals of
the form: “If I were to delegate to an ANN in such and such situation,
would doing so likely enough put me in a position to know?” Entirely
without realising it, Val, we may suppose, mistakenly thinks (too often)
that certain delegation would likely enough put them in a position to
know (as opposed to merely truly believe), when this isn’t so, and vice
versa. Couched in the language of Sosa’s bi-level virtue epistemology: Val
– despite possessing admirable sensitivity (ex hypothesi) to non-epistemic
values – lacks metacompetences that consist in reliably assessing the
limits of their own (first-order) delegative competences.
Even if we were to assume, though, that Val is equipped with excellent
sensitivity to non-epistemic values, and that they possess the kinds of delegative metacompetences that would furnish them with a reliable perspective on the limits of their delegative competences, Val might nonetheless
overdelegate or under delegate, on account of their being disposed to mismeasure the limits of, and risks to, their own intellectual autonomy – that
is, to mismeasure what types of delegation would (or would not) thwart
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their capacity to direct their own intellectual lives.59
For example, suppose (in a hypothetical future that features a fully general
AI), that Val too often delegates cognitive tasks that involve (for instance)
making intellectual value assessments. After a while, Val, suppose, loses
track of whether certain intellectual choices they make or preferences they
have express Val’s own intellectual values, or rather, the values they have
acquired through ‘blank cheque’ outsourcing; in such a scenario, Val’s delegation patterns manifest a confusion they have about which delegations
are and aren’t in tension with their own intellectual autonomy. In this
respect, it would seem that Val could fail to be a good delegator not on
account of a lack of sensitivity to non-epistemic values pertinent to inquiry nor on account of lacking a sound perspective on their own delegative competences, but rather on account of a kind of mismeasure of the
limits of their own intellectual autonomy and what kinds of delegations
do (and don’t) place such intellectual autonomy at risk.
In sum, then, virtues of inquiry that regulate good delegation (by the
lights of intellectual ethics) will plausibly cluster around at least three
key dispositions: (i) sensitivity to non-epistemic values that recommend
what inquiries are worth taking up and in some cases to what extent they
should be sustained or terminated; (ii) a disposition to reliably assess
limits of one’s own delegative competences; and a disposition (iii) to
reliably assess the extent to which delegation does (or does not) threaten
one’s intellectual autonomy, given what one has delegated already.
With these points in mind – we have all we need to see why the version
of the techno-optimist’s epistemological principle, which contributed to
generating the puzzle in §5.3.3 is too strong. According to that principle,
it is always permissible (from an epistemic point of view) to delegate, with
59 This view of intellectual autonomy, as a capacity to direct one’s own intellectual life,
is meant to be in keeping with views of autonomy more generally on which autonomy
is a matter of being the ‘author’ of one’s own life (e.g., Colburn 2010). This above kind
of intellectual autonomy, it’s worth clarifying, is different from the much more localised
kind of ‘epistemic autonomy’, which is a species of attitudinal autonomy (Mele 2001),
and which I’ve argued elsewhere ( J. A. Carter 2021, Ch. 1) is necessary for propositional
knowledge.
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respect to a particular question, X, if doing so is the more expedient route
to putting yourself in a position to know whether X. We’re now in a position to see that even if this principle holds when the epistemic point of
view is restricted only to assessment with reference to norms of delegative
success (where success is equivalent to putting one in a position to know
– see §5.2), competence and aptness, it is false when the epistemic point
of view is interpreted broadly enough to include assessment against plausible norms of intellectual ethics. After all, it might be that (for instance)
inquiring into, say, the quality of a piece of music, or the merits of a political stance – are such that (by the norms of intellectual ethics) the virtuous
inquirer will not merely want to gain knowledge anyway, but knowledge
in a first-hand way. Guided by virtues of inquiry, they might seek understanding of the sort that one doesn’t attain simply via testimony, from
machine or otherwise.
The version of the techno-optimist’s principle that holds up, then, will
need to be restricted in scope: when one is inquiring into something X
for which mere knowledge (anyway) would suffice to terminate inquiry, it
is then (and only then) always epistemically permissible to delegate, with
respect to a particular question, X, if doing so is the more expedient route
to putting yourself in a position to know whether X. Even though the unrestricted version of the techno-optimist’s epistemological principle implies (ii) in the puzzle – the restricted version does not. This means we
can hold on to both (iii) and (i) and reject (ii).

5.4

The Verification/Delegation
revisited

question

Let’s return now to the question we began with:
Delegation/verification question: What is the epistemically optimal way for us to decide which tasks to outsource
entirely to intelligent machines, and to what extent is further
outsourcing appropriate (or not) to verify the results of that
same outsourced cognition?
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By now, we’ve covered both the verification and delegation angles of the
verification/delegation question – which is a multi-faceted epistemological question that – given advances in machine learning – will be increasingly important to engage with carefully and well.
For summary’s sake, let’s break down the two key components of the answer to this question that’s been sketched in this chapter, and summarise
at least the wide contour of these answers.
On the verification side: It was argued that we are not (despite what were
initial appearances to the contrary) in a position where gaining justified
beliefs from ANNs requires either understanding their black box mechanisms or embarking on further verification processes that must themselves
be outsourced. Instead, the more permissive story defended held that reliable filterers (who will be reliable at least in part by reducing link uncertainty, and even when significant implementation uncertainty remains)
can gain (defeasibly) justified beliefs by trusting ANNs – and indeed, even
when these ANNs are black boxes insofar as they implement the epistemologically opaque algorithms they do. Regarding delegation: as inquirers,
there are two kinds of norms against which delegation should be evaluated. First, we can evaluate any instance of delegation as a constitutive
attempt to put one in a position to know. Here the norms of success,
competence and aptness regulate good (constitutively aimed) delegation
(§5.3.2). However – this observation then generated a puzzle – these telic
norms on delegation tell us nothing about why it would be problematic to
delegate everything writ large to an AI provided it would put us in a position to know. (Compare here: norms of success, competence and aptness,
when it comes to believing (rather than delegating), tell us nothing about
why it would be problematic to pursue only trivial truths, or to terminate
inquiry always at knowledge any way.) At this point, norms of intellectual
ethics are applicable, and these are norms that correspond with virtues of
inquiry. By drawing from such virtues (which include sensitivity to nonepistemic values, to the limits of our own delegative competences as well
as the limits of our epistmeic autonomy) we’ll be positioned to (rightly)
forbear from delegating when want to know first hand – and in a way that
is analogous to how those possessed of virtues of inquiry will not don’t
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defer to testimony when such first-hand knowledge and understanding is
one’s aim.

5.5

Concluding remarks

By engaging head-on with the Verification/Delegation question, this
chapter has, along the way, defended a cluster of interrelated positions
in the epistemology of machine learning, thus extending our digital epistemology developed in Chapters 1-4 to cases where intelligent machines
are doing the brunt of the legwork.
One of the epistemologically interesting features of ANNs – many examples of which were discussed in §5.1 – is that they are able, through superior capacity to learn, furnish us with knowledge previously beyond the
limits of what we could have attained.
In the next chapter, we’ll consider another variation on this exciting capacity of intelligent machines; however, the next chapter will show that superior learning (a la ANNs) is not the only way to break into new zones of
knowledge previously unattainable. Another way is to by performing less
sophisticated kinds of computations on much, much larger quantities of
data. With this idea in mind – let’s now turn squarely to the epistemology
of big data, and to consider how sheer computing power and information
opens up new kinds of things that can be known.
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Chapter 6
A Digital Epistemology of Big Data
6.1

The Petabyte Age: an introduction

When Steve Jobs launched the original Apple Macintosh computer in
1984, it was thought to be a revolutionary computer. (Remember the
famous Ridley Scott 1984 video?) But this revolutionary computer contained just 128 kilobytes of memory storage. That is about enough space
to to hold about 1/15th of the book you are reading now, which is around
2MB. In 1986, the next version of the Macintosh – the Macintosh 512K
– was released, and it more then tripled the storage space of the 1984
model. Although still not enough to hold this book’s 2MB, that might
have seemed impressive at the time! Though just imagine if we’d told folks
in 1986 that just fifteen years later, in 2011, the first iPod would ship with
5,000,000 kilobytes (i.e., 5 gigabytes) of memory storage, the equivalent
of about 40,000 1984 Macintoshes that could put in your pocket!
We are now 20 years past the first iPod, and not only does 5 gigabytes
of storage not sound impressive anymore, but just as we once made the
transition from conceptualising information in kilobytes, and then to
megabytes and gigabytes, we are now becoming more accustomed to
thinking (as far as computer storage goes) in terabytes, which themselves
are just a small fraction of (increasingly relevant) petabytes, exabytes and
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zettabytes. The figure below offers a perspective on these unit sizes.

Figure 6.1: Source: My Nasa Data mynasadata.larc.nasa.gov
The International Data Corporation (IDC) estimates, in their Data Age
2025 report, that 175 zettabytes of data will be generated annually worldwide by 2025. This is a striking figure compared to just 2010, where the
size of the entire world’s datasphere was just 1 zettabyte – a 17400% 15year increase in data generation, which is predicted by the IDC to continue trending sharply upwards.
This rapid expansion of the world’s total datasphere since 2010 represents
merely what has happened during a brief window beginning about a
decade after the first iPod the present. It is worth stepping back and
reflecting on the wider significance of this fast rise in data generation in a
broader context.
According to philosopher of information and former director of the Oxford Information Institute Luciano Floridi (2014), ‘humanity accumulated 180 exabytes of data between the invention of writing and 2006’ –
but then had accumulated 1,600 exabytes by 2011. This effectively means,
as Andrew Zeitter notes, that all of human history’s data pre-2006 was
generated about every two days in 2011 – which (in the chart above) –
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Figure 6.2: International Data Corporation
was a year in which 17400% less data was generated than 2025.1
So what does this mean? According to Floridi, we are best understood as
entering a third age of human development, what he calls the ‘infosphere’.
This new era of development is distinguished from previous ages by our
moving from being merely information-related, to being information-andcommunications technology dependent (Floridi 2014), and increasingly
embodying information produced and communicated.
The above contextualisation of our trends in data generation and
dependence raises a cluster of serious ethical concerns, including issues
to do with (among other things) information ownership2 , privacy3 ,
transparency4 , consent5 , information addiction and mental health6 , and
the monetization of information7 . Such issues lie at the forefront of the
field of data ethics.8
1 For discussion, see Balazka and Rodighiero (2020) and Bughin (2016).
2 (Cofone 2020; Hummel, Braun, and Dabrock 2021; Janeček 2018).
3 (Lane et al.

2014; Tene and Polonetsky 2011).

4 (Turilli and Floridi 2009).
5 (Ballantyne and Schaefer 2018; McKeown et al.
6 (Berthon, Pitt, and Campbell 2019).
7 (Floridi 2020).
8 For an overview, see Floridi and Taddeo (2016).
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2021).

This chapter is going to bracket such issues, important as they are, and
think about the epistemological ramifications of our transition into, if
not a full blown infosphere, at least (as Christopher Anderson terms it) a
‘Petabyte Age’, where the amount of information generated has been on
an exponential upward curve.
First things first. The epistemic utility of the influx of data mass is raised
when we can use it learn new things that matter, and which require lots
of data in order to know. Consider just one simple example where availability of large data sets can make such a difference. Prior to the revolution in big data, economists and political scientists had largely assumed
money and happiness to be directly correlated such that happiness is increased roughly to the extent that income is increased. However, as Viktor Mayer-Schonberger and Kenneth Cukier note point out, the collection and charting of large data sets9 reveals a more complex dynamic is at
play.
For income levels below a certain threshold [$75k per year]
every rise in income translates into a substantial rise in
happiness, but above that level increases in income barely
improved a person’s happiness. If we were to plot this
on a graph, the line would appear as a curve rather than
a straight line as assumed by linear analysis. (Cadambi,
Mayer-Schonberger, and Cukier 2013, 131)
The above simple example illustrates a type of knowledge – very significant
knowledge – that simple access to data can give us. In short: if you make
more than $75K per year, don’t expect more money to make your happier.
Another example of the epistemic benefits of access to mass data is illustrated by breakthroughs in genome sequencing. Whereas in 2002 the sequencing of the first human genome took 13 years and the efforts of 20 institutions (at a cost of $3 billion), a human genome can now be sequenced
at just $1000 at a rate of 300 times a week by a single lab (Wheeler 2016,
326–27). For a more mundane example – consider GPS technology we
9 See Kahneman and Deaton (2010).
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use every day in Google Maps and in vehicle SATNAVs. The existence of
this technology depends on massive data from over 20 satellites circling
the globe along with constantly updated real-time traffic data.
The technology that relies on big data undoubtedly works, and that it does
is a testament to the fact that taking advantage of big data gets us all kinds
of accurate information, information we can act on and which (without
such masses of accumulated data) would have been out or reach.
However, as we move further into the Petabyte Age (viz., where we continue on an upwards trajectory of trafficking in (and generating) exponentially more and more quickly accessible data – the time is right to ask what
if any epistemological risks we face alongside these (obvious) opportunities.
With this in mind, the remainder of this chapter will be centred around
answering (for lack of a better term) the Data Expansion Question:
Data Expansion Question: Are there any ways in which the
expansion of the datasphere threatens to make knowledge
more difficult, rather than easy, to come by? If so, are there
any promising ways to safeguard, epistemically, against such
threats?
In what follows, five distinct epistemological challenges generated by our
expanding datasphere are identified. In some cases risk elimination strategies will be highlighted; however, in other cases (where risks can’t be eliminated) risk mitigating strategies will be discussed.
Here is the plan. §6.2 discusses recent arguments to the effect that an expanding datasphere undermines (or makes redundant) the need for the
scientific method and expertise; §6.3-§6.5 focus on specific epistemological mistakes we easily make when working with big data; these include
challenges related to reference classes (§6.3), pattern identification (§6.4),
and ‘ontic occlusion’ (§6.5). §6.6 concludes by discussing the problem of
‘dangerous knowledge’ that the rise of big data brings about.
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6.2

Anti-expertise in the Petabyte Age

One worry that has been expressed about the impending ‘Petabyte Age’
can be put – to a first approximation – as follows: a consequence of the
availability and operationability of truly mass data will inevitably be a
downsized role for scientific experts as well as for the scientific method,
which will become increasingly obsolete. To the extent that scientific
expertise is a genuine and valuable phenomenon and that the scientific
method is likewise valuable, such predictions will strike us as alarming.
Why, you might wonder, would we ever think such results might come
about? After all, don’t we need experts (and the scientific method!) in
order to distinguish within a large data set between mere correlations and
causal relations?
According to a controversial article entitled “The End of Theory: The
Data Deluge Makes the Scientific Method Obsolete” by Chris Anderson
(2008), the answer is ‘no’. As Anderson sees it, even if expertise is needed
to help interpret large but limited data sets, ‘With enough data, the numbers speak for themselves’. The idea here is that spurious correlations only
have the capacity to trick us into inferring causation when we are missing
other critical information; but, on the hypothesis that we are exponentially increasing the data we have about a given phenomenon, the threat
of spurious correlations is diminished in proportion, and with it, the need
for scientific experts to help sort the good from the bad correlations. As
he puts it, with big data:
There is now a better way. Petabytes allow us to say:
‘Correlation is enough.’ … We can analyze the data without
hypotheses about what it might show. We can throw the
numbers into the biggest computing clusters the world
has ever seen and let statistical algorithms find patterns
where science cannot … Correlation supersedes causation,
and science can advance even without coherent models,
unified theories, or really any mechanistic explanation at
all. There’s no reason to cling to our old ways.
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A second strand of this ‘anti-expertise’ diagnosis of the Petabyte Era, expressed by Ian Steadman (2013), concerns the superfluity of expertise in
using big data, on the presumption that such data (agglomerated in sufficient quantities) can ‘speak for itself ’. As Steadman writes “we’re reaching
a point where everyone can use big data and no expertise is required to be
a scientist anymore” (Steadman 2013).10
These are striking conjectures; let’s think about them critically. Both
start from an assumption about the impending prevalence of big data
and reach normative conclusions, in short that (i) the scientific method
is on a course to become superfluous (Anderson); and (ii) that scientific
expertise is on a course to become egalitarian (Steadman).
Let’s zero in a bit more on just what is built in to the assumption. We’ve
thus far described the ‘big’ in Big Data in terms of the mass generation
and availability of information. This however is not the full story.
As Kitchin (2013) puts it, ‘Big Data’ is ordinarily associated with a cluster
of concepts, volume being just one. In addition to volume, we can also expect velocity (viz., that the data is created in near or real-time), as well as exhaustivity in scope (e.g., striving to capture entire populations or systems),
and flexibility (holding the traits of extensionality (can add new fields easily) and scaleability (can expand in size rapidly).
A charitable construal of Anderson’s and Steadman’s reasoning is that if
all (and not just volume0 these various dimensions of Big Data (volume,
velocity, exhaustivity, and flexibility) raise exponentially (and in tandem),
then their predictions (that the scientific method will be superflouis and
scientific expertise will be egalitarian) are then plausible outcomes.
Even with these qualifications, such predictions have received serious
pushback from both scientists and philosophers of science. I want to
consider two lines of rebuttal to the above above kind of narrative, due
to Sauro Succi and Peter V. Coveney (2019) and Massimo Pigliucci
(2009), and then to say a bit about where I think the real risk in this
neighbourhood lies.
10 For a critical overview of some of these ‘anti-theory’ positions, see Kitchin (2014).

222

6.2.1

An argument from complexity

Even those with little scientific background will already have a sense that
sample size is a difference maker when it comes to the quality of a given
scientific result. For example, suppose that two scientists, A and B, collect
experimental data, and both purport to have reached the same hypothesis
(e.g., that things with property F also have property G). Now, suppose A’s
data set only includes 20 cases of F (in a population of 100 million Fs),
all of which have property G. But B’s data set contains 10 million cases
of F (in a population of 100 million Fs), all of which have property G.
Even if A and B’s sampling techniques are the same, B’s results minimise
uncertainty much more so than A’s on account of the difference in sample
size.
As Succi and Coveney (2019) point out, the above idea – sometimes
called the Law of Large Numbers (e.g., that with enough samples,
uncertainty is bound to surrender to certainty) relies on certain key assumptions, including the occurrence of a given realization (of a property
tested for) does not depend on the previous occurrences and does not
affect the subsequent ones.
This assumption works, they point out:
as long as the system in point can be treated as isolated from
its environment and not subject to any form of nonlinearity.
Yet, by definition, most complex systems do interact with
their environment and they affect it in various ways. Since
the environment couples back to the system, it is clear that
self-reinforcing or self-destroying loops get set up in the process. Self-reinforcing loops imply that a given occurrence affects the environment in such a way as to make such an occurrence more likely to happen again in the future. This is
the basic mechanism giving rise to persistent correlations …
And persistent correlations are a commonplace in most complex systems, be they natural, financial, political, psychological or social (2019, 4).
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The key idea here is Law of Large numbers isn’t clearly going to be uncertainty reducing (in a way that Anderson thinks would entitle one to think
that ‘correlations are enough’) when the data concerns complex (viz., dynamic) systems.
There are heuristics but no certain way to predict whether a given system
will exhibit features of complexity – e.g., whether the coin whose flips
we are recording as data is fair or not. Given that complexity exists in
paradigmatic natural, financial, political, psychological or social systems
that we will continue to want to model using Big Data11 , Anderson’s idea
that the current Big Data trajectory will be one which ‘correlations are
enough’ would at best need further argument.

6.2.2

An underlying disanalogy

Massimo Pigliucci (2009) takes aim at a different and arguably more
fundamental aspect of Anderson’s argument. According to Pigliucci, it
wouldn’t matter even if (a propos Succi and Coveney’s (2019) contention)
Big Data (and the algorithms we run on it) could reliably identify and
predict the behaviour of complex systems. There would still be something
fundamentally flawed about the suggestion that ‘correlation is enough’ –
at least in so far as we rely on correlations in scientific inquiry.
Pigliucci writes that if Anderson had been talking about advertizing and
how companies should select their targets or fine-tune their merchandizing, he would have been (mostly) right; in that context, strong correlations would appear to be all that is practically needed. However, as Pigliucci writes:
[…] if we stop looking for models and hypotheses, are we
still really doing science? Science, unlike advertizing, is not
about finding patterns—although that is certainly part
of the process—it is about finding explanations for those
patterns. In fact, it is easy to argue that Anderson is wrong
even about advertizing. While advertizers might not be
11 (Succi and Coveney 2019, 4).
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interested in theories of human behaviour—actually, they
are, and they use them to the best of their abilities—they
still collect and organize data in a particular way, which
is what one does when using Google’s petabyte-sized
cloud, and this must involve the formulation and testing
of hypotheses. Why collect certain pieces of information
rather than others? Why use certain keywords to organize
the search rather than others? Every choice we make in
that respect is a reflection of an, often unstated, set of
assumptions and hypotheses about what we want and
expect from the data. Without models, mathematical or
conceptual, data are just noise (2009, 534).
On this line of thinking, claims like ‘the data speaks for itself ’ and ‘correlation is enough’ are potentially appropriate only at enterprises aimed just
at pattern finding. Science is not such an enterprise, as science seeks explanations for patterns identified, explanations we aren’t afforded simply
by, e.g., reducing certainty in correlations identified via use of enormous
(and even very high quality) data sets. Moreover, notice that Pigliucci also
casts doubt on the idea that even in cases (like advertising) where it seems
we are only after data patterns and nothing more, at least some scientific
decision making and models are needed (e.g., concerning how searches
are organised) and for this to be done well the formulation and testing of
hypotheses is needed.
The foregoing points count doubly against both Anderson’s reasoning and
against Steadman’s. In the former case, this is because Pigliucci has given
a positive reason (and one that is independent from Succi and Coveney’s
(2019)) for denying the transition from a rise in big data to the superfluity
of scientific expertise. For Pigliucci, even granting that we are trending
quickly to larger and qualitatively more impressive data sets, science still
needs explanations (and not just the identification of reliable patterns)
and for that we need expertise. Moreover, Pigliucci’s second point in the
above passage challenges Steadman’s reasoning – e.g., from a big data deluge to the conclusion that the scientific method is irrelevant (or: that the
methodology of good science requires no special method and is available
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to everyone). Pigliucci’s point is that even on the assumption of a highquality data deluge, the scientific method is essential to decisions about
what to search for and how to organise those searches, and how to do both
things well. While just anyone can do these things in principle, doing
them well requires adherence to the scientific method (designing models,
hypothesising, testing, etc).

6.2.3

Reframing the expertise challenge

It’s hard at this point – in light of the above rebuttals sketched to Anderson and Steadman – not to think that whatever data deluge is on the
horizon is simply not going to have any important epistemological ramifications for either the role of experts or the scientific method. At least,
we’ve as of yet seen no good reason to think that – from the perspective
where we want to gain knowledge and understanding of the world – we
can do just as well without scientific expertise or the scientific method.
Even so, there is some cause to think that Steadman’s worry that with Big
Data ‘everyone is an expert’ gets much closer (even if not for the reasons
he offered) to a very serious problem that we do face in an exponentially
growing datasphere.
To appreciate the problem fully, let’s step back for a moment and consider
what Quassim Cassam (2019) highlights as one of the most common tactics of those peddling conspiracy theories online, which is that – rather than
to ask others to accept their theories on faith – they give the impression of
these theories being backed by substantial and credible data.
Conspiracy Theorists who are quick to denounce mainstream academia for rejecting their theories nevertheless
crave academic respectability. They set up pseudo-academic
journals for the study of this or that alleged con- spiracy
and trumpet their PhDs, whatever their subject. They have
a par- ticular fondness for footnotes. […] the footnote is
so valuable to the amateur Conspiracy Theorist because it
creates the impression that his the- ories are the product of
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reliable research into trustworthy sources. It’s a pity, then,
that these trustworthy sources turn out to be, for the most
part, other Conspiracy Theorists (Cassam 2019, 20).
Bearing this in mind, let’s consider that the ‘data deluge’ that all sides agree
is impending might potentially come in (broadly) three varieties: (i) all or
mostly good information; (ii) a broad mix of good and bad information;
(iii) all or mostly bad information.
Even on the assumption that (iii) can be written off, it is perhaps too optimistic to think that we’re headed straight to (i) rather than to something like (ii). This is because we have evidence that bad information
(which continues to be pumped into the datasphere along with the good)
actually travels faster. For example, a 2018 study of Twitter retweets has
shown that rumours circulated significantly ‘farther, faster, deeper, and
more broadly than the truth in all categories of information’ (Vosoughi,
Roy, and Aral 2018).
The risk to scientific expertise in connection with the datasphere can now
be stated as follows. Even if we are on a trajectory for an influx of good information to be generated (and for this to continue to increase), the fact
that we can expect it to be accompanied by a corresponding generation
of data pollution (bad information) is – as the worry goes – grist for for
the conspiracy theorist’s mill; the more pollution there in the datasphere,
the easier the opportunities will plausibly be for conspiracy theorists to repurpose that pollution to support their favoured theories. And the more
conspiracy theories we have in the datashpere that are presented as evidentially grounded, the more difficult it then is for data consumers to identify
the real experts.12 This kind of problem, it appears, is a more pressing risk
12 The risk of misidentifying the experts (both identifying the wrong experts and fail-

ing to identify the right ones) is already significant. According to the Pew Research
Centre, nearly half of all Americans with a high school diploma or less education (48%)
maintain that the Plandemic conspiracy theory (according to which Covid-19 was intentionally planned, flu vaccines contain the coronavirus, and that Dr. Anthony Fauci
bribed investigators to hide the truth about the origins of Covid-19) is ‘probably or definitely true.’ Perhaps more concerning is that 25% of all Americans (including those with
college educations) believe the theory is ‘probably or definitely true’ as of July 2020.
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(generated by a growing datasphere) to the place of expertise and the scientific method, than the risk raised by Anderson and Steadman that the
datasphere will make expertise and the scientific method superflous.

6.3

Big data and the reference class problem

In the TV show Person of Interest, the government had a ‘secret system’, an
artificial intelligence that did two things with the ostensible goal of predicting crimes before they happened. First, the system collected an enormous amount of data about human behaviour (through high-tech and
illicit mass surveillance). Second, it ran intelligent analyses on the data
collected in order to predict when and where a crime would occur (and in
enough time to alert the shows protagonists, who then tried to stop these
crimes!)
The premise was fun, but difficult to take seriously – in part because it
seemed that even if we grant that the AI in the show collected as much
data as it purported to on people, it wasn’t obvious how (even a highly
intelligent AI) would be able to use that data to decide when particular
people would commit particular crimes at particular locations. How could
the machine work this out from data about many people who are very
different from each other in subtle ways, performing actions which are
often only superficially similar, under circumstances that are alike in some
respects, different in others?
This quibble with Person of Interest is really a version of Hans Reichenbach’s (1949) “Problem of the Reference Class”:
If we are asked to find the probability holding for an individual future event, we must first incorporate the event into
a suitable reference class. An individual thing or event may
be incorporated in many reference classes, from which different probabilities will result (1949, 374).
When someone is about to commit a crime, they are a member of an infinite number of possible reference classes. For example, the would-be crim228

inal might be a member of the class of people who “just lost a high-paying
job”, or of the class of people who “were born in a city with polluted water
over a certain threshold”, or of the class of people “who are out of touch
with their immediate family”. Which are the relevant ones and why?
As Gregory Wheeler (2016) notes, an analogue of this question arises
when big data is used to make much more mundane predictions. Suppose,
for example, you need to get from JFK International Airport to Grand
Central Station in Manhattan. You are debating what kind of transportation you should take, and you want to know how long it takes you to make
that trip in a taxi cab. As Wheeler puts it:
The act of taking a particular taxi from JFK to Grand
Central, at least according to one textbook approach, is
conceived as the selection of a single trip from a large
population of such trips, like a single ball drawn from
many in a large urn. Naturally, the more you know about
the composition of the urn, the better your position to
predict what sort of ball you will draw. Similarly, the more
you know about the population of JFK-to-Grand Central
taxi trips, the better your position to predict how your
particular trip will fare (2016, 323).
So far, so good, right? Not quite. There are two hitches, which complicate
the inference we make about how long the trip will take from knowledge
about a wider population of which the trip is an instance.
The first hitch in this line of reasoning is that there is no single canonical population that your trip belongs to. There is the
population of trips from JFK to Grand Central that run on
the same day of the week as yours, the population of trips
that run at the same time of day as yours, the population
of trips that run at the same time and on the same day, and
countless others (2016, 323).
Wheeler’s example is meant to show that – even in a seemingly simple case
like the above – there is no ‘given’ reference class. And collecting masses of
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data about taxis and streets and traffic, while increasingly useful when inferring something about the trip as a member of a reference class for which
you have data (remember the law of Large Numbers), doesn’t suffice tell
you what the relevant reference class to choose with reference to which
some time estimates are then assessed as more probable than others. The
data user needs to exercise (or, rely on) some discretion here, when using
the data they have. This bring us to the second hitch, which is that – in
order to answer the initial question, using the data available – some representative sample of trips needs to be chosen. But, as Wheeler notes, the
success of the inference from the sample to the particular case taken to be
part of the sample group depends in part on which features of the sample
group to investigate rather than ignore. And consider that even prior to
these discretion points lies a further version of the reference class problem,
which concerns which data to gather in the first place (and which to ignore
on the assumption that it will not be relevant). Note that this third problem persist even in a future where it is possible to gather larger and larger
data.
By pointing to the above reference class problems that seem to inevitably
feature in attempts to extract specific information about something from
a population, I have – to be clear – not attempted to demonstrate any
devastating sceptical point. Rather, the key point is to highlight the sense
in which the very activity of using even large volumes of excellent data
to make predictions about specific events (of the sort we rely on big data
to make all the time) is riddled with certain kinds of inevitable decision
points.
This observation, though, offers us an important vantage point to consider how we think about the status of predictions made about specific
events which are made by drawing from our (increasingly) large databases.
These predictions will inevitably involve (at various places) implicit relevance judgements; for ordinary users of big data (as opposed to scientists)
the relevance judgements are simply automated, e.g., via algorithms (including machine learning algorithms of the sort discussed in Chapter 5).
When we accept the result (e.g., that the taxi will take 21 minutes to get
from JFK airport to Grand Central Station), it is easy to take that result as
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authoritative without considering either the it ever depended on any such
relevance judgment or that certain new information might potentially defeat those judgments.
It is so easy, in fact, that this way of thinking has a name – automation bias,
which is the propensity humans have to view suggestions from automated
systems as authoritative and to defer to such suggestions even when they
conflict with (correct) information that is made without automation.13
In low-stakes cases, succumbing to automation bias might lead one to continue to accept an automated prediction (e.g., about travel time) even in
the presence of clear defeaters. This might take the form of disproportionately downgrading human testimony that conflicts with a given automated prediction. In higher-stakes cases, adherence to automated predictions in a way that is insensitive to counterevidence can be much more
serious. (We will pick up this line of thought in §6.6.)
The moral of the story at present, though, is that (i) predictions about specific events that draw from large datasets inevitably involve choice points
about relevance; (ii) for most data users, these relevance judgements are
simply automated, and so never considered; (iii) automation bias leads
us to accept the predictions that depend on these relevance judgements
even when the predictions conflict with other evidence we have. Taken in
combination, (i-iii) reveal a potential epistemological problem generated
by increasing big data reliance even if it is granted that we can and often
do gain knowledge of specific events by relying on predictions about those
events drawn from big data. The problem is that, at least holding fixed our
propensity to succumb to automation bias, it seems that the more we rely
on automated predictions, the less sensitive we will likely be when those
relevance judgements in the background are off in a way that would affect the prediction. Preparing for a world with increasing reliance on bigdata generated predictions will accordingly involve better understanding
of both the structure of probability assessments as well as of the psychology of our own biases about automated results.
13 (Cummings 2004; Goddard, Roudsari, and Wyatt 2012).
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6.4

New trends, small patterns

So far we’ve considered prima facie epistemological challenges generated
by big data which concern expertise and the scientific method (§6.2); and
the reference class problem and connections this problem has with automation bias (§6.3).
According to Floridi (2012), however, the most important epistemological problem brought about with the influx of big data lies elsewhere. As
he puts it:
The real, epistemological problem with big data is small
patterns. Precisely because so many data can now be
generated and processed so quickly, so cheaply, and on
virtually anything, the pressure both on the data nouveau
riche, such as Facebook or Walmart, Amazon or Google,
and on the data old money, such as genetics or medicine,
experimental physics or neuroscience, is to be able to spot
where the new patterns with real added value lie in their
immense databases and how they can best be exploited for
the creation of wealth and the advancement of knowledge…
Small patterns matter because they represent the new
frontier of competition, from science to business, from
governance to social policies. In a Baconian open market
of ideas, if someone else can exploit them earlier and more
successfully than you do, you might be out of business
soon, like Kodak, or miss a fundamental discovery. Small
patterns may also be risky, because they push the limit
of what is predictable and, therefore, may be anticipated,
about not only nature’s, but also people’s, behaviour (2012,
436).
The basic observation here is one of competition – viz., competition to detect small patterns in the wider datasphere that can be exploited for value.
However, this simple observation leads straightforwardly to two separate
problems that are distinctly epistemological.
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The first is the incentivisation of epistemic gambles, especially gambles in
predicting people’s behaviour. Remember that within any large dataset,
some small patterns are simply noise.14 An incentivization structure of the
sort Floridi describes above – where the first to identify and exploit small
patterns will to make significant gains – has the capacity to lead data users
to double down on false positives. Such false positives represent epistemic
risk not just practical risk – viz., risks of accepting or believing one has
identified a exploitable small pattern in circumstances where it would be
epistemically better to withhold judgement.15
A second and independent epistemological challenge concerns what to
overlook in order to discover small exploitable patterns. As Floridi puts it:
The increasingly valuable undercurrents in the everexpanding oceans of data are invisible to the computationally naked eye, so more and better techniques and
technologies will help significantly. Yet, by themselves,
they will be insufficient. And mere data hoarding, while
waiting for more powerful computers and software, will
not work. Since 2007, the world has been producing more
data than available storage. We have shifted from the
problem of what to save to the problem of what to erase…
And this is a matter of grasping which questions are or
will be interesting. Which is just another way of saying
that, because the problem with big data is small patterns,
ultimately, the game will be won by those who “know how
to ask and answer questions” (Plato, Cratylus, 390c) […]
(2012, 436).
With the advent of cloud storage, it is easy to forget that the storage of
information generated is limited in a way that requires epistemic sacrifices. The ‘problem of what to save and the problem of what to erase’
would already be challenging if we approached this problem just from the
14 (Lipworth et al.

2017).
risk is amplified by studies that show our succeptibility by what is called the
‘clustering illusion’. See, e.g., Iverson et al. (2008).
15 This

233

perspective where what matters is identifying exploitable small patterns.
However, there are other competing epistemic values in play here, including the value of storing certain kinds of information (e.g., historical data)
even if we don’t expect it to be relevant to identifying exploitable small
patterns.
It is worth noting that since Floridi’s assessment of datasphere – in 2012
– predates at least one new advancement with the potential to allow us
to make fewer such difficult decisions about what to save and what not
to. Namely, this is the (increasingly realistic) possibility of using DNA as
digital storage devices (Panda et al. 2018). As Panda et al. write:
Since silicon has limited data storage ability and serious limitations, such as human health hazards and environmental
pollution, researchers across the world are intently searching for an appropriate alternative. Deoxyribonucleic acid
(DNA) is an appealing option for such a purpose due to its
endurance, a higher degree of compaction, and similarity to
the sequential code of 0’s and 1’s as found in a computer.
This emerging field of DNA as means of data storage has the
potential to transform science fiction into reality, wherein
a device that can fit in our palms can accommodate the information of the entire world, as latest research has revealed
that just four grams of DNA could store the annual global
digital information (Panda et al. 2018, 239).
If the world’s digital information production could somehow be shifted
from silicon to DNA, then interestingly – even if we keep generating more
data at the rate we currently are – the worry we face presently (what to
save and what not to) could be kicked quite a ways down the road. Unfortunately, realising the potential for DNA digital storage requires overcoming several practical obstacles, the overcoming of which will require
new technological breakthroughs. As Panda et al. write, capitalising on
the power of DNA storage, even if sound in theory, faces “multiple bottlenecks such as exorbitant costs, excruciatingly slow writing and reading
mechanisms, and vulnerability to mutations or errors need to be resolved”
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(2018, 239).
Until then, the competition to detect small patterns continues to not only
carry with it the risk of false positives, but also the challenge to assess what
is worth saving and what is not in the quest to identify these patterns faster
than others.

6.5

Ontic occlusion

A further way that our trajectory of data generation raises potential epistemological obstacles can be put in terms of ontic occlusion. According to
Mittlestadt and Floridi (2016, 327) ontic occlusion can be defined as ‘a
qualitative loss or degradation of the data implied by acts of interpretation, classification or categorisation of the data in collection and analysis’.
Recall again the reference class problem discussed in §6.3. There we noted
that the success of an inference from a sample group to the particular case
taken to be part of the sample group depends in part on which features
of the sample group to investigate rather than ignore. Take, for example,
the ‘data profile’ of a medical patient. The data profile is only a simplified
informational picture of the patient, containing some information about
the patient while excluding other information about context.
This becomes a problem, according to Mittlestadt and Floridi, when data
users overlook this loss of context or ‘decontextualisation’. As they put it:
While undoubtedly a problem with any type of data collection and analysis, in Big Data this necessary loss of context
is exacerbated by the sheer scale of data being analysed. It
is tempting to view the profile, or the data, as representative
of the whole phenomenon […] increasing the scale of data
to be considered only increases the difficulty of identifying
what is stripped from data to make sense of it (2016, 327).
There are two closely connected epistemological risks associated with the
above kind of decontextualisation: a ‘first-order’ risk and a ‘second-order’
risk. The first-order risk simply consists in the fact that it is difficult to
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identify what is stripped from data in order to make sense of it – a difficulty Mittlestadt and Floridi take to be exacerbated when we increase the
scale of the data analysed.16 Independent of this risk, though, is a secondorder epistemic risk – the risk of failing to appreciate the temptation to
view, as they put it, the data profile as representative of the whole phenomenon the data profile is only partially representing.17
For the present purposes, it’s worth emphasising that more we rely on big
data for knowledge acquisition, the more we potentially subject ourselves
to both kinds of risks associated with ontic occlusion. Given that ontic occlusion is (given limitations on the extent to which we can store generated
data – see §6.4) largely an inevitable aspect of the practice of gathering
and storing data, the epistemological challenges (at the first- and secondorder) are better understood as challenges to most effectively respond to
(rather than to eliminate) these risks in ways that minimise ignorance.

6.6

Dangerous knowledge

This section will explore yet another – albeit somewhat different – respect in which the expansion of the datasphere raises new epistemological
challenges – viz., by making possible knowledge that is (in various senses)
dangerous; such cases challenges us in new ways to weigh epistemic values
against other competing values, and to think of forward-looking strategies for meeting these challenges.

Profiling
When decision makers (such as insurance providers and credit lenders)
are in the business of making fine-grained risk assessments about people’s
behaviour, they have a (financial) incentive to use all the behaviour16 A

related risk here concerns that fact that when partial data (representing a phenomenon) is presented, it can in cases be done so in ways that make certain aspects of
the data more salient, and in a way can lead to framing effects (Plous 1993) that go unnoticed.
17 See also Bowker (2014) on this point, in the context of data curation more generally.
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relevant data at their disposal. Unfortunately, doing so (e.g., by applying
algorithms, including deep learning algorithms of the sort discussed in
Chapter 5, to large collections of data collected on an individual) can
lead to problematic kinds of discrimination.
Let’s start with a simple example from 2009 involving a 29 year old man,
Kevin Johnson, from Atlanta Georgia, who was shocked to find that
American Express had (seemingly inexplicably) lowered his credit limit
from $10,800 to $3,800. Back in 2009 – when the very idea of ‘big data’
was still just emerging – credit card companies were exploring new ways
to use available information to model behavioural patterns in a way that
would help them determine credit risk.
Unfortunately for Johnson – despite himself having a near-perfect credit
repayment history, the algorithm run on Johnson’s full data history identified him as a risky. Why? Because it so happens that he had shopped at
stores where other shoppers (at those particular stores) had a disproportionately poor credit repayment history with American express.18 From the
perspective of the credit card company, they were simply identifying risks
where the data they had suggested them and responded accordingly. From
the perspective of Johnson, this was an unfair basis on which to lower his
credit limit.
There’s limited danger in using knowledge along the lines just described,
so long as the stakes remain relatively small even if not insubstantial. But
the higher the stakes are, the more dangerous profiling data subjects can
be. With this in mind, consider Chicago’s controversial ‘predicting policing’ initiative, which used an algorithm-generated list extracted from large
datasets in order to identify people most likely to be involved in a shooting.19 The result was what was called a ‘heat list’, which included 400 individuals.
The pioneers of the program, Brett Goldstein and Miles Wernick, insisted
18 See
https://abcnews.go.com/GMA/TheLaw/gma-answers-credit-cardcompanies-financially-profiling-customers/story?id=6747461.
19 See Stroud (2016).
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the algorithm is not ‘biased’ in an objectionable way (regardless of the
proportion of, e.g., minorities who featured on the heat list), and this is
because race and other protected characteristics are not explicitly represented in the data.20 Thus, as the thought goes, the use of the data in generating the heat list profile can’t be objectionably discriminatory.
In article critiquing the Chicago team’s predictive crime initiative, Jeremy
Kun (2015) disagrees:
Sadly, Goldstein and Wernick are repeating a common misconception about data mining, and mathematics in general,
when it’s applied to social problems. The entire purpose of
data mining is to discover hidden correlations. So if race
is disproportionately (but not explicitly) represented in the
data fed to a data-mining algorithm, the algorithm can infer race and use race indirectly to make an ultimate decision
(Kun 2015, my italics).
Of course, the matter of determining in what ways algorithms applied to
data about our behaviour should not – ethically – be positioned to infer
protected characteristics when making a decision about a data subject is a
live and contentious question in the literature on algorithmic bias. And
such ethical questions are complicated by the fact that, at least to some
extent, there can be ambiguity (especially when the algorithms employ
deep neural networks) as to whether the culpability for whatever bias is
present lies with the algorithm’s developers.
The associated epistemological challenge here is one of ‘bracketing’. On
the assumption that it is problematic for algorithms to indirectly (even if
not directly) infer protected characteristics such as race, such algorithms
will need to either ignore or ‘bracket’ certain available data; or instead to
otherwise restrict inference patterns from the available data. This fundamentally epistemological challenge is (like the corresponding ethical challenge) complex, as a viable solution will require cooperation between com20 https://www.theverge.com/2014/2/19/5419854/the-minority-report-this-

computer-predicts-crime-but-is-it-racist
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puter scientists, business, and policy makers.21

Data harvesting
The name “Cambridge Analytica” will be familiar to most readers –
most likely in connection with the Facebook–Cambridge Analytica data
scandal.22 The scandal started simply enough, with an innocent looking
quiz presented to users of an app called “This Is Your Digital Life”. The
app claimed it wanted users to answer questions (for a payment) and
that the answers would then be used for academic purposes. There were
two important inaccuracies here. First, the answers were in order to
build psychological profiles which Cambridge Analytica used to assist
in targeted advertising for political candidates including Ted Cruz and
Donald Trump. Second, Facebook (unbeknownst to the user of the app
or their friends) permitted Cambridge Analytica to harvest the data of
the Facebook friends of all users who took the quiz; the total number of
Facebook users whose data was harvested to assist Cambridge Analytica
in supporting targeted political campaigns was estimated at over 50
million,23 and so the social media users (approximately 350,000) who, by
taking the quiz, ‘participated in their own psychological manipulation’
(Berghel 2018, 84), were only a fraction of the wider number of users
whose data was harvested.
The epistemic value, from the perspective of a company like Cambridge
Analytica (or a political campaign that might hire such a company) of
mass data on users is that it enables highly refined micro-targeting, where
knowledge about data subjects can be used to elicit predictable responses
from those subjects.24 In the case of Cambridge Analytica in particular, it
21 For discussion, see Picard et al. (2019), Savani et al. (2020; 2020).
22 For

coverage, see https://www.nytimes.com/2018/04/04/us/politics/cambridgeanalytica-scandal-fallout.html
23 For discussion of this scandal and further details see Caldwallr and GrahamHarrison (2018). Some estimates put the number of harvested users at higher than 50
million.
24 For
an inside look at this operation from Cambridge Analytica
employee
and
whistleblower
Christopher
Wylie,
see
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was able to build “5,000+ data points on 230 million US adults.”25
This kind of orchestrated operation has been widely objectected to on
legal and ethical grounds. According to Harvard sociologist Shoshana
Zuboff, data harvesting of the above sort constitutes a kind of “surveillance capitalism” that “unilaterally claims human experience as free raw
material for translation into behavioral data” (Zuboff 2019, 8). It also is
increasingly used as a kind of “informational warfare” by foreign governments (Dawson 2021).
Even setting ethical red flags aside, microtargetting is a use of knowledge
about data subjects that is epistemically dangerous for the data subjects
targeted insofar as the tactics used are not so much aimed at persuasion
through rational argument but at subject-specific manipulation. Microtargetting is often aimed at exploiting data on a user in order to influence
emotional and motivational responses in line with the microtargetter’s objectives26 which (when these objectives are not in alignment with epistemic values) can lead data subject to false beliefs.
Safeguarding against the epistemic pitfalls of microtargetting is complex
in (at least) two ways. Firstly, simply educating data subjects of their susceptibility to manipulation via microtargetting only goes so far; such a
plicy would be a specific instance of a more general strategy known as ‘debiasing’. We know that telling individuals about their cognitive biases has
minimal impact in eliminating them; we can expect that in the absence of
wider policy restrictions against microtargetting, merely informing data
subjects of their susceptibility to this kind of manipulation will (like debiasing) have limited effect.
Policy restrictions on microtargetting are potentially more promising
here. Here, legislation is emerging. For example, while there are as of
https://www.theguardian.com/news/2018/mar/17/data-war-whistleblowerchristopher-wylie-faceook-nix-bannon-trump.
25 (Isaak and Hanna 2018).
26 For discussion of the efficacy of microtargeting, see Kosinki et al. (2013) and
Kramer (2012) for an overview of a ‘proof of concept’ study documenting emotional
manipulation on social media.
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the publication of this book (2022) no specific microtargetting laws in
Europe, there are increasingly general policies that may be interpreted
as prohibiting forms of microtargetting.27 The European Commission
is considering tougher and more specific rules.28 In the U.S., a bill
(HR 4955) by Rep. Anna Eschoo aimed at banning politically aimed
microtargetting in the United States has been introduced in the House.29
The bill as of publication has been referred to the Committee on House
Administration.

The Hawthorne Effect
We are undoubtedly on a trend toward increased surveillance – and
the trend here is worldwide.30 Setting aside the standard questions of
ethics and privacy that such increased surveillance automatically raises,
one might be initially led to think that – from a purely epistemic point
of view – more surveillance amounts to more knowledge, and that the
challenges raised by mass surveillance are distinctly ethical rather than
epistemic.
The problem with the above reasoning is that it overlooks an important
sense in which the way mass information is collected can potentially have
deleterious effects on its quality. In short: the quality of at least some
information gained via mass surveillance is likely to be distorted by what
is called the Hawthorne Effect.
The Hawthorne Effect is named after an experiment conducted at Western Electric’s Hawthorne Plant in Illinios in 1924. The experiment ostensibly set out to test whether lighting enhanced worker productivity. An incidental finding, however, was that the very act of being observed changed
27 See Dobber et al. (2019).
28 https://www.euractiv.com/section/digital/news/commission-mulls-tougher-

rules-for-microtargeting-of-political-ads/
29 The bill is called the Banning Microtargeted Political Ads Act of 2021. Details here:
https://www.govinfo.gov/app/details/BILLS-117hr4955ih
30 See Stahl (2016).
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the way the workers performed.31 The Hawthorne Effect refers to the
more general phenomenon (which has been observed across a range of different settings) whereby knowledge of being observed alters the observed
behaviour itself. For example, in a 2006 study of handwashing, those who
knew they were being watched complied with handwashing recommendations 55% more than those who thought they were not being watched.32
For our purposes, the Hawthorne Effect is relevant in the context of mass
surveillance. Given the predictability of the Hawthorne Effect, we can
expect that knowledge (or at least belief ) that one is being surveilled impacts behaviour.33 This, however, can potentially compromise the quality
of the data one gains from surveillance, whenever that surveillance is transparent, and whenever what one wants data about is behaviour not scewed
by any surveillance effect.
The foregoing raises a kind of ‘dilemma’ for proponents of surveillancegenerated big data. On the one hand, surveillance that gives rise to the
data used can be transparent, but at the potential epistemic cost of that
data being altered by the Hawthorne Effect. On the other hand, one can
avoid this epistemic cost by gathering data through covert surveillance –
minimising the Hawthorne Effect – but at an ethical cost and with legal
barriers.34

Predictive and prescriptive analytics
When you turn on your computer, laptop, or mobile phone and check the
weather, search for a local restaurant, buy something on Amazon, check
the news, etc., you are contributing to your own personalised data profile
(sometimes called a ‘digital footprint’). It is with reference to your digital footprint that you receive various kinds of search suggestions you do
(e.g., predictive analytics), and answers to search queries (e.g., prescriptive
31 This interpretation of the experiment was put forward by Landsberger (1958).
32 (Eckmanns et al.

2006).

33 (Fox 2018; Dawson 2002).
34 See Loftus and Goold (2012).
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analytics).35
What results naturally from the combination of predictive and prescriptive analytics is that users are likely to have their pre-existing views and
preferences views reinforced, and then further reinforced the more they
engage online – creating what C. Thi Nguyen (2020) calls an ‘epistemic
bubble’ – where one kind of view point or message is continuously emphasised at the exclusion of other critical viewpoints.
As Alfano et al. (2018) have argued, one risk that arises when internet
users are passively driven by predictive and prescriptive analytics is a risk
of self-radicalization.36 To use but one tragic example, consider the 2015
Charleston shooting perpetrator, teenager Dyllan Roof. Roof expressed
deeply ingrained white supremacist beliefs, though without any ‘personal
associations or experiences with white supremacist groups or individuals
or others.’37 Instead, Roof ’s radicalised worldview developed through his
own discovery of and engagement with radicalized content online.
One might be tempted to think that the risk of, e.g., radicalised or
conspiracy-driven beliefs via being guided by predictive and prescriptive
analytics is overblown. Such a line of thought might maintain that “If
you go searching for X, then it’s no wonder you’re going to find more
and more X”, no matter what X is. Thus, we might think that those who
initially begin searching for accurate and/or innocent content online can
likewise rely on predictive and prescriptive analytics to keep radicalized
or conspiracy-driven content away.
Unfortunately, this is not the case – as is shown by a recent study of
YouTube’s recommender system (Alfano et al. 2020), in which six
non-conspiratorial topics were searched for: gurus, firearms, natural
foods, martial arts, fitness, tiny homes – and after each search, Alfano and
35 See Alfano et al. (2018).
36 See Weimann (2012).
37 See

Berman (2016), ‘Prosecutors Say Dylann Roof “Self-Radicalized” Online,
Wrote Another Manifesto in Jail’. https://www.washingtonpost.com/news/postnation/wp/2016/08/22/prosecutors-say-accused-charleston-church-gunman-selfradicalized-online/?utm_term=.8a561f1dcb24
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co-authors colleagues watched next 100 videos YouTube recommended
next for each of these six search queries. Remarkably, nearly half of the
visible most-recommended videos from the gurus topic were conspiratorial. Worryingly, over 10% of the visible most-recommended videos
from the natural foods topic were conspiratorial, as were nearly 10% of
the videos from the firearms topic.
How can this be, then, if algorithms driving YouTube’s recommender system are designed to give you more of what you want? The answer is subtle,
in that while it is de facto the case that YouTube’s recommender system will
give you more of what you want, this is (in short) because you are more
likely to keep watching those videos that represent content that you’ve
watched before. However, YouTube’s recommender system is fumdamentally optimized to amplify and promote clips that users are likely to watch
through to the end. As Alfano et al. note: ‘YouTube optimizes for watchthrough for economic reasons: people who watch a video through to the
end are likely to then watch the next recommended video as well, which
means that more advertisements can be served to them’.38
Stepping back for a moment, it is helpful to distinguish between the ethical and/or practical risks associated with algorithms that use your digital footprint to decide what material to present you with, and the associated epistemic risks. Ethically and/or practically, our susceptibility
to being nudged further in the direction of conspiratorial content (and
even more easily so when we begin looking for it) carries with it risks of
anti-social behaviour that are increasingly studied in the literature on selfradicalization.39
Epistemically speaking, however, it’s worth considering the contrast between: (i) content users are more likely to keep engaging with (and in
doing so, contributing to advertising revenue); and (ii) accurate content.
So long as the algorithms driving what we are most likely see are following
38 https://www.businessinsider.com/youtube-watch-time-vs-views-2015-

7?international=true&r=US&IR=T.
39 See, along with Alfano et al. (2018) also Fisogni (2019), Hollewell and Longpré
(2021), Coolsaet (2019), and Johnson (2018).
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(i), the extent to which we are exposed to accurate or inaccurate content
is effectively determined by non-truth-directed considerations, and will
line up with (i) rather than (ii) whenever these are in conflict.
As with some of the other epistemic challenges noted in this section,
there is only so much users themselves can do – beyond exercising
vigilance and attempting to cultivate epistemic virtues – to resist the
effects of the kind of background nudging we encounter through, e.g.,
economically incentivised predictive and prescriptive analytics and
through recommender systems like YouTube’s. As Alfano et al. put it,
‘individuals on their own are not necessarily well-situated to address the
influence of vast, powerful, and wealthy corporations like Alphabet (and
its subsidiaries like YouTube).’
The question of what kind of regulation of such corporations (including
Facebook and Twitter) will be most effective remains a topic of current
debate.40

Automated decisionmaking and the right to an explanation
One notable political attempt to protect data subjects from detrimental
or otherwise unfair uses of their personal data is contained in the 2018
General Data Protection Regulations.
In particular, Articles 13-15 of the GDPR hold that When an individual
is subject to ‘a decision based solely on automated processing’ that ‘produces legal effects . . . or similarly significantly affects him or her’, the
GDPR creates rights to ‘meaningful information about the logic involved’.
Recital 71 (a non-binding preamble to the GDPR, which elaborates its
reasoning) glosses data subjects’ rights to such meaningful information as
a right to an explanation. In practical terms, this means that if (say) you
are living in Europe and denied an insurance claim on the basis of a decision made solely on the basis of an algorithm applied to data about you,
you have a right to an explanation of the reasoning involved in that deci40 See Benzel and Collins (2020), Sneed (2020), and Wagner et al. (2020).
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sion.41
There is disputed legal discussion about how to interpret this right in
practice.42 But there are also potentially barriers to such a right to be
successfully respected in practice. For example, Burrell (2016) notes at
least three basic barriers to a right to an explanation’s being suitably respected. One barrier concerns intentional concealment: some corporations are not honest about the algorithm or data they really used. Let’s
set this barrier aside, however, and focus on the two other barriers Burrell
notes, which are distinctly epistemic. These include: (i) Technical literacy
barrier: Gaps in technical literacy which mean that, for most people, simply having access to underlying code is intellectually of little worth; and
a mismatch barrier: There is a “mismatch problem” between the way the
computer ‘thinks’ to generate a decision via an algorithm and the kind
of explanation a person actually wants and which specialised information
about how the algorithm works might not provide.
The technical literacy barrier might be even stronger than Burrell suggests,
at least if we envision a scenario where, for example, a data subject’s application for a home loan is denied solely on the basis of an algorithm, and
upon requesting ‘meaningful logic’ behind the decision (in line with Article 13-15), is given machine code that characterises the algorithms implemented by a ‘black box’ deep neural network. In such a case, it is not
merely a matter of any given individual’s technical literacy shortcoming’s
that is a barrier to their possessing an adequate explanation, buy rather,
an in-principle problem (given the mathematics that feature in the hidden layers of deep neural networks – see Chapter 5) that will affect both
the technically literate and illiterate alike.
An appreciation of this point suggests that Burrell’s ‘mismatch problem’
is the comparatively more fundamental epistemological problem. A plausible construal of what one has a right to (in virtue of having a right to
meaningful logic involved in the decisionmaking) is a kind of reasoning
(one that is epistemically valuable for the data subject to grasp) that might
41 See Selbst and Powles (2018).
42 See Goodman and Flaxman (2017).

Cf., Wachter et al. (2017).
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not feature at all in any causal explanation for why the algorithm’s output
was what it was.
While it is a task for legal scholars to assess how to interpret the limits of
the right to an explanation enshrined in the GDPR, work by social epistemologists (on, e.g., understanding and explanation) may be critical in illuminating the mechanisms by which we can assess which legal construals
of a ‘right to an explanation’ are plausible and which aren’t; that is, good
social epistemology (and not just good legal scholarship and computer
science) may be necessary distinguish which purported characterisations
of what it is to respect a right to an explanation generate the kind of epistemic value the data subject is plausibly entitled to, and which do not. To
the extent that additional rights like those that feature in Articles 13-15
of the GDPR appear in other state and

6.7

Concluding remarks

This chapter has been organised around the ‘Data Expansion Question’:
Data Expansion Question: Are there any ways in which the
expansion of the datasphere threatens to make knowledge
more difficult, rather than easy, to come by? If so, are there
any promising ways to safeguard, epistemically, against such
threats?
The Data Expansion Question takes it as a given that (of course) there are
epistemic benefits to be gained from our rapidly expanding datasphere (as
noted in §6.1). More epistemologically interesting are new challenges and
risks to knowledge acquisition that accompany expected benefits.
This chapter has identified a non-exhaustive but hopefully pertinent selection of these challenges. These included (i) worries that big data will make
expertise and the scientific method superfluous (§6.2); (ii) problems associated with reference classes (§6.3); (iii) risks (and costs) associated with
the premium placed on exploiting small patterns in large datasets (§6.4);
(iv) challenges related to the decontextualisation of data in light of the
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inevitability of ontic occlusion (§6.5); and (v) various ways that big-data
derived knowledge can be ‘dangerous’ (§6.6). In this final section, we considered epistemic challenges and risks associated with profiling, data harvesting, mass surveillance and the Hawthorne Effect, predictive and prescriptive analytics, and automated decision-making and the right to an
explanation.
In some cases, the ethical and social problems posed by the expansion
of the datasphere might seem to outshadow the distinctly epistemological challenges and risks. However, by highlighting just what those epistemological challenges and risks are, we identify an agenda for digitally
oriented epistemologists going forward. By bringing some of these challenges under intellectual control (from an epistemological point of view),
we are that much better positioned to face the ethical and social questions
that depend on good epistemology.
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